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Abstract

Frame interpolation is a classical video processing task that aims to reconstruct
frames between those that have been captured. It has a wide range of applica-
tions, including synchronization of frame rates between different devices, content
re-timing, and serving as a temporal predictor to reduce rendering costs. While
recent prior work has shown great progress in the quality of reconstructed frames,
interpolating frames with large motion and at high resolutions remains a signif-
icant challenge. Moreover, these methods produce a xed output with no user
control over it, which may lead to results that differ from user expectations.

In this thesis, we present several contributions aimed at improving video frame
interpolation by focusing on guided frame interpolatian Speci cally, we address
the shortcomings of prior work by considering additional inputs to improve the
interpolation quality and guide the outputs in the desired direction.

In the rst part of the thesis, we introduce a rendered content interpolation
method, aimed at reducing the costs of expensive Monte Carlo renderings by
interpolating some intermediate frames instead of rendering them. Speci cally
targeting rendered content allows us to extract low-cost auxiliary feature buffers
of all frames, including the target frame. Through careful use of this additional in-
formation throughout the method to guide the generation, we achieve signi cant
improvements in reconstruction quality over all prior methods. Further improve-
ments are made by proposing a spatio-temporally adaptive frame interpolation
strategy that decides whether to render or interpolate each region in a sequence.

In the second part, we focus on live action content. We contribute a tracking-
based frame interpolation method, optionally guided by user inputs. It leverages
sparse point correspondences that can be estimated with existing point tracking
methods and then optionally adjusted. We show that our method outperforms
existing techniques even without any additional inputs, with further improve-
ments achieved through user interactions. Additionally, we address qualitative
and computational aspects of estimating optical ow at very high image resolu-
tions and propose an algorithm that enables signi cant runtime improvements.

Overall, this thesis makes contributions to improve the quality of reconstructed
frames, and we believe it will help increase the adoption of frame interpolation in
practical applications, especially in Im production pipelines.






Zusammenfassung

Die Zwischenbildinterpolation ist eine klassische Aufgabe der Videoverarbei-
tung, die darauf abzielt, neue Bilder zwischen den aufgenommenen Bildern zu re-
konstruieren. Sie hat ein breites Anwendungsspektrum, darunter die Synchroni-
sierung von Bildraten zwischen verschiedenen Ger aten, die zeitliche Anpassung
von Inhalten und die Funktion als zeitlicher Pr adiktor zur Reduzierung von Be-
rechnungskosten. Obwohl in der j Gingeren Vergangenheit grol3e Fortschritte in der
Qualit at der rekonstruierten Bilder erzielt werden konnten, bleibt die Interpola-
tion von Bildern mit groBer Bewegung und mit hoher Au  6sung eine erhebliche
Herausforderung. Zudem erzeugen existierende Methoden ein xes Ergebnis oh-
ne Benutzerkontrolle. Dies kann zu Resultaten fihren, die von den Erwartungen
der Benutzer abweichen.

In dieser Dissertation pr asentieren wir mehrere Beitrage zur Verbesserung der
Zwischenbildinterpolation, indem wir uns auf die  geflhrte Zwischenbildinterpo-
lation konzentrieren. Insbesondere eliminieren wir Unzul anglichkeiten fr therer
Arbeiten, indem wir zus atzliche Eingaben berticksichtigen. Dadurch sind wir in
der Lage, die Interpolationsqualit at zu verbessern und die Ergebnisse in eine
gewlinschte Richtung zu lenken.

Im ersten Teil der Dissertation stellen wir eine Methode zur Interpolation von
gerenderten Inhalten vor, die darauf abzielt, die Kosten teurer Monte-Carlo-
Berechnungen zu reduzieren, indem einige Zwischenbilder interpoliert anstatt
berechnet werden. Die spezi sche Ausrichtung auf gerenderte Inhalte erm 0dglicht
es uns, kostenginstige Hilfsmerkmal-Puffer aller Bilder, einschliel3lich des Ziel-
bildes, zu extrahieren. Durch den sorgf altigen Einsatz dieser zusatzlichen Infor-
mationen w ahrend des gesamten Verfahrens erzielen wir signi kante Verbesse-
rungen in der Rekonstruktionsqualit at im Vergleich zu allen vorherigen Metho-
den. Weitere Verbesserungen werden durch eine raumlich-zeitlich adaptive Bil-
dinterpolationsstrategie erzielt, die entscheidet, ob ein Bereich in einer Sequenz
berechnet oder interpoliert wird.

Im zweiten Teil konzentrieren wir uns auf Real Im-Inhalte. Dort stellen wir eine
auf Bewegungsverfolgung basierte Zwischenbildinterpolation vor, die optional
durch Benutzereingaben gefiihrt werden kann. Sie nutztd tnn verteilte Punktkor-
respondenzen, die mit bestehenden Punktverfolgungsmethoden geschatzt oder



manuell angepasst werden kdnnen. Wir zeigen, dass unsere Methode bestehende
Techniken selbst ohne zusatzliche Eingaben Ubertrifft und weitere Verbesserun-
gen durch Benutzerinteraktionen erzielt werden k dnnen. Dartber hinaus adres-
sieren wir qualitative und rechnerische Aspekte der Sch atzung des optischen
Flusses bei sehr hohen Bildau 6sungen und schlagen einen Algorithmus vor, der
signi kante Laufzeitverbesserungen erm oglicht.

Insgesamt leistet diese Dissertation Beitrage zur Verbesserung der Qualitat der
interpolierten Bilder, und wir glauben, dass sie dazu beitragen wird, die Akzep-
tanz der Zwischenbildinterpolation in praktischen Anwendungen, inshesondere
in Filmproduktionsabl aufen, zu erhdhen.

Vi
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CHAPTEHR

Introduction

Motion is the key de ning factor of video and Im. Acting as a medium

for storytelling, it brings static scenes to life and creates more engaging ex-
periences for the audience. Through artful manipulation of motion, artists
can alter the dynamics of the scene to portray a more rapid or calm narra-
tive. Similarly, the video frame rate adjustments can be used to change the
style of the Im and evolve character's performance [Oskarsson and Chazot,
202d. Consequently, techniques that can analyze and modify motion hold
signi cant importance in the Im and entertainment industries.

One such technique is video frame interpolation (VFI), a classical video pro-
cessing method used to generate frames at different time instances between
those that have been captured. VFI, also known as temporal upsampling,
has been widely adopted in modern Im post-production. At a high level,
given a sequence of two frames, I and |4, its objective is to reconstruct the
intermediate frame 1 forany t 2 [0, 1]. It has found use in many tasks, such
as synchronizing the frame rates of footage captured with varying settings
or re-timing content for artistic effects. The re-timing can range from subtle
speed adjustments, which allow artists to change the dynamics of a scene,
to slow-motion effects, where a clip is signi cantly stretched to convey a
slowed-down progression of time. Another branch of applications revolves
around use cases where the target frame is, in principle, available, but its
reconstruction via frame interpolation is used as a more ef cient alterna-
tive. This includes using VFI as a temporal predictor in the rendering of
computer-generated imagery to save costs on simulating light transport for
every frame, or in video compression, to save data by not transmitting every
frame.



Introduction
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Figure 1.1: Overview of Guided Frame Interpolation. Given two input framesarnd
l1, we aim to reconstruct the intermediate framegswhere t2 [0, 1]. In
this thesis we focus on using additional inputs to the method to guide the
interpolated frames.

Following the success of large, deep convolutional neural networks (CNNSs)
for image classi cation [Krizhevsky et al., 2012], learning-based frame in-
terpolation methods have shown exciting progress and signi cant improve-
ment in the quality of generated frames. A large body of work has been
proposed to address the estimation of motion between the inputs [Xue
et al., 2019, spatial motion compensation [Niklaus and Liu, 2020], and
the generation of nal frames from motion-compensated inputs [Lu et al.,
2027. An alternative line of research focuses on directly predicting the -
nal frame [Niklaus et al., 2017al. Despite these advancements, interpola-
tion of content with large or complex motion remains a signi cant challenge.
This issue is particularly prevalent when processing high-resolution content,
which is crucial for use in Im production. As image resolution increases,
the magnitude of motion increases proportionally and often exceeds what
many existing methods can predict. Additionally, it comes with a signi cant
increase in compute costs.

The main goal of this thesis is to investigate use of additional inputs to im-
prove the interpolation quality or guide the outputs in a desirable direction.
More speci cally, we focus on guided frame interpolatioby targeting inter-
polation of expensive physically based renderings, where low-cost feature
buffers can be extracted at the target frame, and user-controllable interpola-
tion, where the guidance is provided through user input. An overview of it

is shown in Figure 1.1.

As our rst major contribution, in Chapter 3, we address the interpola-
tion of rendered content . Most high-quality computer-generated images



increasingly rely on physically based rendering [Keller et al., 2015 and uti-
lize computationally expensive Monte Carlo simulations of light transport
equations [Kajiya, 1986. As the demand for rendered content continues
to grow, along with increasing resolution and frame rates in applications
ranging from Im and video games to virtual reality and more, there is a
strong incentive to reduce computational costs and rendering time. One
way to achieve this is by simply rendering less and applying image-space
post-processing tools to compensate for the loss in quality. This includes
simulating fewer samples per pixel and applying image denoising tech-
niques [Zwicker et al., 2015], or rendering at a lower resolution and us-
ing spatial image upsampling [Xiao et al., 202Q. Similarly, in this thesis
we investigate rendering fewer frames and applying temporal upsampling,
i.e. frame interpolation, to reconstruct them. By speci cally targeting only
rendered content, we can extract auxiliary feature buffers - such as albedo,
depth, and surface normals - to guide the interpolation while incurring a
minimal rendering cost, which is orders of magnitude lower than for full
light transport simulations. To leverage this information in frame interpola-
tion, we propose a novel method that carefully integrates auxiliary feature
data at every step of the explicit-motion interpolation pipeline. Most im-
portantly, we contribute an optical ow method that can estimate the non-
linear motion between keyframes. It enables the generation of outputs that
not only follow the intended motion path but also align with intermediate
frame features to utilize them more extensively. To pre-train the motion es-
timator, we devise a strategy to dynamically create a synthetic dataset that
contains all necessary feature channels. Our nal method achieves high re-
construction quality, greatly exceeding the performance of prior color-only
interpolation methods, thereby making it feasible to reduce rendering costs
through interpolation in production environments.

In Chapter 4, we extend rendered content interpolation with  kernel-based
frame synthesis and spatio-temporally adaptive interpolation. The rst
part addresses a practical problem in a movie production environment
where, in addition to the nal color, various additional outputs also may
need to be consistently interpolated. These outputs are then used in later
stages of the pipeline and include the alpha channel, decomposed per-light
contributions, or split between the direct and indirect lighting. However,
most frame interpolation methods, including the one described in Chapter 3,
employ direct prediction of outputs and, consequently, need to be trained for
each output channel combination. Even so, it gives no guarantees that out-
puts of all channels are spatially aligned. Furthermore, direct prediction net-
works have unconstrained outputs and can produce color artifacts. We ad-
dress these problems by proposing a kernel-based frame synthesis module
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that predicts spatially varying kernels that operate on motion-compensated
images. As both steps ensure a linear mapping from the input images to
the output frame, it enables more ef cient and consistent interpolation of all
channels. In the second part, we aim to improve the interpolation quality
by more ef ciently distributing the rendering budget across the sequence,
rather than rendering full frames at xed intervals. While the interpola-
tion quality generally degrades as the temporal gap between keyframes in-
creases, not all regions degrade equally due to varying degrees of motion.
We address this issue by proposing a spatio-temporally adaptive frame in-
terpolation strategy that selects regions to render based solely on the auxil-
iary features of a shot. It allows achieving signi cant further reductions in
rendering costs compared to xed-step full frame rendering with an equal
budget.

In Chapter 5, we transition from interpolation of rendered content to focus-
ing on live action content. Since ground truth buffers of the target frame
cannot be obtained, we consider a guidance through user interactions and
propose a user-controllable video frame interpolation  method. In addition
to the challenges of interpolating large motion, existing methods typically
generate a single variant out of numerous plausible outputs, generally fol-
lowing a linear motion curve between keyframes. Unfortunately, that out-
put can differ from user expectations, further limiting their practical appli-
cation. We address this by designing a frame interpolation method that is
based on sparse point tracks, which can be estimated using an off-the-shelf
point tracking method or speci ed through user input. It enables making
track adjustments to x any matching errors made by the automatic method
and to modify motion trajectories of the interpolated frames. Additionally,
we propose a method for controlling image quality at the expense of delity
through inference-time model weight adaptation. Even before any user in-
teraction, it achieves favorable results compared to prior methods, and these
initial results can be signi cantly further improved through user input.

Finally, in Chapter 6, we investigate optical ow estimation at very high
input resolutions and the associated computational aspects. The method's
runtime is particularly important for the topics of this thesis as it can further
reduce the costs for producing rendered content and enhance the user expe-
rience in human-in-the-loop systems. Typically, most steps of the motion-
based frame interpolation pipeline are constrained to a local neighborhood
around the target pixel. Thus, in theory, their quality remains similar at
high resolutions and compute increases linearly with the number of pixels.
The only exception is the optical ow estimation, which needs to consider
a larger receptive eld as the input resolution increases to account for the
same relative motion. This can be mitigated by a recent group of optical ow
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1.1 Publications

methods that perform iterative ow update steps, where each step samples
matching costs between two pixels from a dense all-pairs correlation vol-
ume. Unfortunately, this leads to a quadratic compute and memory increase
in the number of pixels, or requires resorting to a much slower on-demand
cost computation implementation. However, by analyzing the sampling pat-
terns of the full 4D correlation volume in practical applications, we observe
that only a small but regular part of it is sampled. Based on this observation,
we propose an ef cient algorithm that computes only the necessary parts of
the volume. Combined with an inference-time modi cation of the iteration-
based methods, we improve results at high resolutions both in terms of ac-
curacy and ef ciency.

Overall, we believe that the contributions of this thesis make an improve-
ment in practical frame interpolation applications and have the potential to
improve Im production pipelines. In Chapter 7, we summarize our main
contributions and discuss future outlooks among with the limitation of our
work.

Publications
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Background and Related Work

2.1

This chapter provides an overview of the related work most relevant to
this thesis. First, we introduce commonly used image warping methods
(Sec. 2.1), followed by a review of motion estimation approaches (Sec. 2.2)
and frame interpolation (Sec. 2.3). Finally, we discuss methods designed to
improve rendering ef ciency (Sec. 2.4), guided image and video processing
(Sec. 2.5), and methods for improving ef ciency of deep learning (Sec. 2.6).

Image Warping

Image warping is a fundamental technique in computer graphics, used to
spatially transform a source image into a target image according to a given
coordinate mapping [Wolberg, 1988. In this section, we briey discuss
warping in the context of optical ow estimation and frame interpolation.

The mapping between the input image | and the output image can be given
by relating one coordinate system to the other. In both cases, it can be gener-
alized as an all-to-all mapping, where the output is expressed as a normal-
ized weighted combination of the input values. More formally, we de ne
the warped output value at pixel y on the image plane W as:

! -

W(I,wlyl= & w(xy) I[x] a wixy)+# (2.1)
x2W x2W

where w is the weighting function, typically localized around either the
source (pixel x) or target (pixel y) coordinates.
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Figure 2.1: Visualization of one-dimensional forward and backward warping. Backward
warping suffers from ghosting artifacts (A and B). Forward warping re-
quires handling of overlapping contributions (C) and can have holes (D).

Backward warping , also known as grid sampling or inverse mapping,
projects each output pixel coordinate into the input image coordinates and
samples the corresponding source image value. In this case, the weighting
is relative to the source coordinates and is de ned as:

w(x,y) = k(X(y) x), (2.2)

where X : R? | RZ?is the mapping function to the input coordinates. It
is common to de ne this mapping by a displacement eld f, relative to the
output coordinates:

X(y) = y+ flyl. (2.3)

It has been widely adopted in traditional optical ow estimation. Following

the use of differentiable sampling with a bilinear kernelin  Spatial Transformer
Networks [Jaderberg et al., 201}, it has also seen broad adoption in deep
learning applications. In this case, the bilinear kernel is de ned as:

2
Kpilinearl(d) = O max(0,1 j djj). (2.4)
i=1

This warping can be ef ciently implemented by only considering the local
2 2 neighborhood of the source pixel instead of the entire image plane.

In this thesis, we use bilinear warping with ow-based displacements by
default, simplifying the backward warping output ~ W\, (I,f) as:

W (1, F)ly] = é Kpilinear((Y + fIy])  x) I[x]. (2.5)
x2W

Note that the normalization term is not necessary as & o Kpilinear(X Y) = 1.
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However, backward warping has two main limitations. It can exhibit ghost-
ing artifacts when the transformation X maps two output coordinates to the
same input coordinate, shown in Figure 2.1 replicating the same input at
both A and B. More importantly, the mapping is de ned relative to the
output, which is dif cult to obtain in frame interpolation where the output
frame is not known and has to be generated.

Forward warping , also known as splatting or forward mapping, alleviates
this limitation by de ning the mapping relative to the input. It projects each
input pixel coordinate into the output image coordinates and splatsthe corre-
sponding image value. The weighting function of Eq. 2.1 is therefore de ned
relative to the input coordinates:

w(x,y) = WIX] k(Y(x) ), (2.6a)
Y(x) = x+ f[x], (2.6b)

where Y : R2!1 R?2is the forward transformation. Unlike backward warp-
ing, it requires an additional weighting term W to resolve overlapping con-
tributions to the same output pixel, as shown in Figure 2.1- C.

While one option is to use only the frontmost source pixel [Chen and
Williams, 1993], it makes the operation not differentiable. Other options in-
clude constant weighting, resulting in averaging over all mapped pixels, or
linear weighting based on depth [Bao et al., 2019. Niklaus and Liu [202d
propose using softmax weighting by exponentiating weights estimated from
brightness constancy of the estimated motion between images.

Splatting can be implemented by adopting techniques from volume render-
ing [Zwicker et al., 2001], using iterative image warping [Bowles et al., 2013,
or approximating the mapping with a coarse grid [Didyk et al., 2010]. How-
ever, by using continuous weighting and a small bilinear kernel, forward
warping can be ef ciently implemented in modern hardware with 4 atomic
additions per source pixel and output channel buffer. An additional output
buffer is created to compute the sum of weights for normalization.

By using small kernel sizes, forward warping is susceptible to holes that
have no values mapped to them (Fig. 2.1-D) and need to be lled. However,
in frame interpolation, they can be ltered in the subsequent processing and
often are in-painted from the other warped input.
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2.2 Motion Estimation
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In this section, we cover estimation of motion between the inputs using opti-
cal ow and point tracking methods. Here, we only cover Lagrangian meth-
ods that model motion as pixel displacement, while some Eulerian methods,
which observe the change over time at a speci ¢ spatial location, are covered
in Sec. 2.3.1.

Traditionally, optical ow has been de ned as the apparent movement of
brightness patterns [Horn and Schunck, 1981]. Adapted to the notation used
in this thesis, its brightness constancy assumption is formalized as:

[¢[X] = I+ 2 [x+ F[X]], (2.7)

where x refers to the 2-dimensional pixel coordinates and f[x] is the displace-
ment vector between this pointin the rstframe |; andinthe nextframe I 1.
As it provides only one constraint per two unknowns in  f[x], the problem is
ill-posedand requires additional constraints. This is commonly known as the
aperture problem

Horn and Schunck [1981 rst address it by adding ow smoothness con-
straints and solving the problem with a variational approach. Another sem-
inal work by Lucas and Kanade [1981] assumes that the ow is constant in
the local neighborhood around x.

A large body of work has been proposed to improve the estimation of large
displacements and the handling of occlusions, among other aspects. For
a comprehensive overview of these approaches, we refer to the survey by
Zhai et al. [2021]. However, as the vast majority of recent methods are data-
driven, we discuss those most relevant to this thesis in more detail.

Data-Driven Models.  The initial attempt to adopt CNNs to optical ow
learning is made by Dosovitskiy et al. [2015 with FlowNet. They propose
two architectures: a generic one that adopts encoder-decoder U-Net [Ron-
neberger et al., 2013 architecture, and a specialized one that additionally
includes a local correlation volume containing matching costs between pix-
els. To obtain data for training these models, they generate a synthetic FLY-
ING CHAIRS dataset which is later adopted in other learning-based methods.

FlowNet2 [llg et al., 2017 stacks both variants of FlowNet and link them
through backward warping with the current ow estimate. Additionally,

a subnetwork to better recover small displacement values and additional
training on a more realistic F LYING THINGS 3D [Mayer et al., 2016 dataset is
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introduced. Concurrently, SPyNet [Ranjan and Black, 2017 revisits coarse-
to- ne ow estimation with spatial pyramids, commonly used in classical
ow methods.

By combining the use of local correlation volume and warped spatial pyra-
mid processing with a learned feature extractor, PWC-Net [Sun et al., 2018
achieves good ow estimation performance. Unlike previous work that at-
tens per-pixel correlation values, VCN [Yang and Ramanan, 2019 processes
the local 4-dimensional correlation volume directly and extends it to a mul-
tichannel volume.

Iterative Re nement Models. To reduce the number of model parameters
and improve generalization, several approaches have been proposed to pro-
cess the ow eld iteratively with the same set of parameters. Building on
PWC-Net, IRR-PWC [Hur and Roth, 2019] redesigns the method to reuse
the same ow decoder on each level of ow estimation and adds occlusion
prediction. In this thesis, we adopt IRR-PWC and extend it to optical ow
estimation for rendered content.

RAFT [Teed and Deng, 202( revisits the construction of an all-pairs correla-
tion volume and combines it with recurrent iterative re nements that sam-
ple matching costs. Unlike IRR-PWC, all re nement steps are done ata xed
resolution and can be applied a varying number of times. In each iteration,
costs are sampled from the dense 4D correlation volume, which contains
matching costs between every two pixels of both input frames, at different
levels of scale to compute a ow update residual. It proposes two imple-
mentations for sampling this volume, which are still used to this date: one
based on precomputing the full volume and another using slower on-demand
sampling. More details on all-pairs correlation sampling are provided in
Chapter 6, where we introduce an ef cient implementation.

A similar approach has since then been adopted by many methods, improv-
ing estimation of occluded regions [Jiang et al., 20214, encoding matching
costs[Huang et al., 2022a; Shi et al., 2028 diffusion-based ow updates [Luo
et al.,, 2024, and other improvements [Luo et al., 2023a; Luo et al., 2022;
Sui et al., 2022; Sun et al., 2022; Zhao et al., 2022; Stone et al., 202BEA-
RAFT [Wang et al., 2029 introduces simple extensions on top of the original
RAFT de nition to improve the ef ciency and quality.

Other methods [Jahedi et al., 2024a; Jahedi et al., 2024Mlistribute the ow
updates over multiple levels of scale up to 1/ 2 resolution. However, due to
sampling matching costs at high resolutions, the slower on-demandgampling

11
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must be used as the full volume grows too large to be precomputed and
stored in the memory of most available hardware.

Ef cient and High-Resolution Optical Flow. Several works have focused
on reducing computational costs and memory usage when considering the
full correlation volume. This includes separating it into two 3D cost vol-
umes [Zhao et al., 2024; Xu et al., 202]l, using sparse correlation with the
top-k candidates [Jiang et al., 20218, and computing a hybrid between local
and global volumes [Zheng et al., 2024. While the architecture changes that
avoid sampling the dense correlation volume improve ef ciency, it is often
achieved at the expense of estimation accuracy.

Little work has been done on optical ow estimation at ultra-high reso-
lutions, and typically only qualitative results are reported at high resolu-
tions [Xu et al., 2021]. The SPRING dataset benchmark [Mehl et al., 2023
increases the realism and resolution of optical ow evaluation but is limited
to HD resolution (1920 1080px).

As part of this thesis, we address the computational challenges of the corre-
lation sampling used by the RAFT-based methods while still matching the
exact mathematical formulation and investigate their performance at ultra-
high-resolution inputs.

Point Tracking.  As an alternative to optical ow, motion can be estimated
with point tracking methods. Unlike ow, the correspondences in point
tracking are typically sparse but can be tracked through more than just
two frames in a sequence. While early works have addressed tracking any
physical point over a video [Sand and Teller, 2004, recent learning-based
methods [Tumanyan et al., 2025; Doersch et al., 2023; Karaev et al., 2025;
Neoral et al., 2024; Wang et al., 2023 have shown great improvement in
sparse point tracking and can achieve high accuracy in challenging scenar-
ios. However, they are often prohibitively expensive for dense tracking. Le
Moing et al. [2024 propose dense optical trackingDOT), which initializes a
coarse estimate with sparse tracks and re nes it with a customized version
of the ow estimation model RAFT.

Motion in Rendered Content. Most rendering engines can output motion
or velocity vectors that represent changes in scene geometry and have been
used to generate novel viewpoints with image warping [Mark et al., 1997].
However, these motion vectors do not capture the apparent motiorof the -
nal output, such as changes in re ections. Zimmer et al. [201 are among
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the rst to address this challenge when used in temporal processing of ren-
dered content. Their approach decomposes the rendered frame into disjoint
light path space components - direct and indirect diffuse, multiple specular
effects - each accompanied by its apparent motion. However, such an ap-
proach requires signi cant changes in existing rendering engines, and some
components still resort to an image-based optical ow estimation method.
Similarly, Zeng et al. [2021] improve the quality of motion vectors that can
track shadows and glossy re ections. Despite these improvements, distri-
bution effects, when values are aggregated from several objects due to, for
example, motion blur and depth of eld, remain an open challenge. In this
thesis, we focus only on image-space methods that overcome some of these
challenges and ensure compatibility with existing renderers.

2.3 Frame interpolation

Traditional approaches to video frame interpolation have relied on opti-
cal ow estimation combined with image warping [Herbst et al., 2009;
Baker et al., 2011; Werlberger et al., 2011; Yu et al., 2013 Alternatively,
Mahajan et al. [2009 move pixel gradients to the intermediate frame and
use Poisson reconstruction to obtain the nal frame. The performance of
the classical methods has since been exceeded by recent learning-based ap-
proaches. In our review of the different proposed paradigms, we broadly
split them into methods with implicit and explicit motion representations.

For a comprehensive list of prior work, we refer to the survey by Dong et

al. [2023.

2.3.1 Implicit Motion Methods

Frame interpolation methods that generate the nal frame without explicitly
estimating correspondences between inputs can be further categorized into
phase-based, kernel-based, and direct prediction methods.

Phase-based methods. Following a successful application of Eulerian
and phased-based methods to video motion processing [Wadhwa et al.,
2013; Wu et al., 2012, where phase variations correspond to local motion,
Meyer et al. [201H extend them to accommodate larger motion, proposing a
phase-based frame interpolation method. A subsequent learning-based ex-
tension is introduced to improve handling of large motion by replacing a

13
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phase-correction heuristic with a neural network [Meyer et al., 201. Phase-
based methods have demonstrated promising results for interpolation of
volumetric effects and lighting changes. However, large motion interpo-
lation and detail reconstruction remain open challenges.

Kernel-based methods.  To avoid dependence on the optical ow estima-
tion quality, kernel-based methods combine motion estimation with nal
pixel synthesis into a single process, obtaining the nal output by predict-
ing spatially varying kernels applied to source images. Niklaus etal. [20174
propose estimating a dense local 41 41 convolution kernel for each output
pixel, which makes using large kernels prohibitively expensive. The com-
putational costs are subsequently reduced by estimating two 1-dimensional
kernels that form a separable convolution kernel [Niklaus et al., 2017b], al-
lowing to increase the nal kernel sizeto 51  51. By considering the entire
neighborhood, these methods can handle complex and volumetric effects,
and further improvement is achieved with architecture and training sched-
ule improvements [Niklaus et al., 2021]. However, the motion that can be
estimated remains limited by the kernel size.

AdaCoF [Lee et al., 2020 extends the kernel-based approach by predicting
weights and offsets for deformable convolutions [Dai et al., 2017, but a di-
rect estimation with a U-Net limits support for large displacements. Shi et
al. [2024 improve it with multi-frame processing at multiple scales.

Direct prediction.  Similar to kernel-based methods, direct prediction
methods estimate and compensate for motion in a single neural network.
Long et al. [2014 were among the rst to adopt CNNs for video frame inter-
polation but suffered from blurry prediction. More specialized architectures
that use channel attention [Choi et al., 2024 and 3D convolutions [Kalluri
et al., 2023 to model motion have shown improvements. Concurrent to our
work, direct processing with state space models [Zhang et al., 20244 have
improved them further. However, these methods still underperform com-
pared to ow-based methods at handling large displacements.

More recently, diffusion models have been trained to perform frame in-
terpolation by conditioning them on input frames [Danier et al., 2024;
Jain et al., 2024. While demonstrating promising results on samples with
very large displacements that require synthesizing new content, they signif-
icantly underperform in terms of pixel reconstruction accuracy.
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2.3.2 Motion-Based Interpolation

Interpolation methods incorporating explicit motion estimation have per-
formed best across a wide range of input data, particularly with large dis-
placements. Often this is achieved by building on the recent advancements
in optical ow estimation, detailed in Section 2.2. A typical ow-based in-
terpolation pipeline consists of motion estimation, warping-based motion
compensation, and nal frame synthesis.

Similar to traditional methods, Niklaus and Liu  [201d estimate bidirectional
ows from the inputs and use forward warping with scaled ow values.
However, rather than of using hand-crafted heuristics to blend warped im-
ages into the nal frame, they warp high-dimensional features extracted
from the input frames at multiple scales and train a GridNet [Fourure et al.,
2017 to resolve splatting artifacts and blend both images. As the warping
used is heuristic-based and non-differentiable, image features are extracted
with ResNet-18 [He et al., 2014, pre-trained for image classi cation. Soft-
max Splatting [Niklaus and Liu, 2020] replaces the heuristic-based warping
with a differentiable approach that weights overlapping pixels with a soft-
max function. It enables end-to-end training of the entire model, including
feature extractor and optical ow ne-tuning, improving the interpolation
quality.

As an alternative to forward splatting, some approaches use backward
warping to obtain the intermediate frame warps. In these cases, it is nec-
essary rst to obtain ows from the unknown intermediate frame to the
keyframes. Jiang et al.[201g start by estimating the keyframe ow and
reverse it elementwise, assuming locally smooth motion. With such ow
reversal, it is important to learn a task-oriented ow [Xue et al., 2019. Bao
et al. [202]] use forward warping with constant weighting to obtain the in-
termediate ows and Il disocclusions with an outside-in strategy. This ap-
proach has been extended with depth-based splatting weights [Bao et al.,
2019 and larger splatting kernels [Niklaus et al., 2023].

Flows from the intermediate frame to the keyframes can also be estimated
directly. Methods include prediction by a U-Net [Danier et al., 2029, pyra-
midal processing with scale-agnostic image features [Reda et al., 2022, or
the use of bilateral cost volumes [Park et al., 202Q. To improve model train-
ing, intermediate ows can be supervised by a ow model that has privi-
leged access to reference framgHuang et al., 20224 .

Subsequent improvements of ow-based interpolation have adopted one or
more of these strategies. These include employing transformers [Vaswani
et al., 2017 for motion estimation or frame synthesis [Zhou et al., 2023;
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Plack et al., 2023; Lu et al., 2022; Zhang et al., 2043 using all-pairs correla-
tion volumes [Lietal., 2023; Liu et al., 2024, and improving ef ciency [Kong
et al., 2022; Jin et al., 2023; Hu et al., 2022b; Nottebaum et al., 2022 Other
works focus on perceptual aspects [Wu et al., 2024, high-resolution infer-
ence[Sim et al., 2021; Park et al., 2028 or improving optical ow reversal
from keyframe ows [Guo et al., 2024; Jeong et al., 2044

Most methods assume linear motion between keyframes. To address it,
quadratic or cubic motion can be estimated from multiple keyframes [Xu
et al., 2019; Zhang et al., 2020; Chi et al., 2020; Liu et al., 2020learned im-
plicitly from processing more input frames [Kalluri et al., 2023; Choi et al.,
2021], or by predicting non-linear motion from just 2 frames with learned
priors [Park et al., 2021; Hu et al., 2024. While these methods can learn mo-
tion that is more plausible than linear, they provide no control over it and
only approximate the true motion trajectory.

Concurrently with our work, Kiefhaber et al. [2024 address the issue with
non-linearities in frame interpolation data and propose a linear-motion
benchmark. Zhong et al. [2029 concurrently propose improving model
training by aligning outputs with ground truth.

2.4 Post-Processing for Rendering Ef ciency
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Various post-processing techniques have been proposed to reduce rendering
costs. Unlike improvements in rendering algorithms [Ritschel et al., 2012,
image-space methods typically have much lower integration costs and are
often designed to be compatible with existing renderers.

Denoising. Many image denoising algorithms have been proposed to |-
ter noise caused by estimator variance in Monte Carlo renderings [Zwicker
et al., 2019. These algorithms often leverage auxiliary features, such as sur-
face normals, depth, and diffuse re ectance, also known as albedo. These
feature buffers can be obtained at a small additional cost, and since they
are typically recorded at the rst diffuse surface interaction, are less prone
to noise than global illumination. Inspired by traditional methods that esti-
mate spatially varying image lters, learning-based methods have been suc-
cessfully applied to improve denoising quality by predicting ltering ker-
nels with a CNN [Bako et al., 2011. Further improvements include process-
ing multiple frames jointly for better temporal stability [Vogels et al., 201§,
and decomposing renderings into multiple components that can be denoised
more effectively [Zhang et al., 2021].
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2.5 Guided Image and Video Processing

Is k et al.[2021] dynamically estimate the kernel based on pairwise af n-
ity between predicted per-pixel features, with special handling of the center
pixel. It can be seen as joint image ltering [Tomasi and Manduchi, 1998;
Eisemann and Durand, 2004; Petschnigg et al., 2004; He et al., 2013with
learned guidance. Similarly, in Chapter 5, we perform guided Itering to
jointly Iter and combine image splats in our kernel-based synthesis ap-
proach.

Spatial Super-Resolution. Similar to denoising, auxiliary features can be
leveraged to improve spatial image upsampling. Xiao et al. [2024 use back-
ward motion vectors and depth maps to jointly perform antialiasing and
supersampling for real-time rendering. Hou and Liu [2024 target of ine
renderings by generating low-cost auxiliary buffers at the target resolution.

Frame Generation. Early explorations in exploiting temporal coher-
ence between animated frames have used reprojection of the previous
frame [Adelson and Hodges, 1995 or shaded 3D points of the render
cacheWalter et al., 1999. Reverse reprojection cachibiyehab et al., 2001
employs GPU-friendly inverse mapping of the previous frame with a depth-
based cache invalidation. Bowles et al. [201] propose an iterative image
warping algorithm for ef cient forward reprojection of the previous frame.

Zimmer et al. [2014 address interpolation of high-quality of ine renderings
through a component-wise interpolation of different subsets of the space
of light paths with their corresponding motion vectors. A sparse second
rendering pass is used to Il occlusions and improve nal quality.

Concurrent to our work, feature buffers have been leveraged in real-time
rendered content frame extrapolation [Guo et al., 2021. However, by tar-
geting real-time applications, it cannot bene t from the multiple keyframes
available in the of ine setting.

In this thesis, we focus on high-quality interpolation of of ine renderings,
without requiring signi cant changes to the renderer.

Guided Image and Video Processing

In this section, we brie y cover works that propose guidance and control of
image and video processing methods most closely related to this thesis.

17
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A common form of control in existing frame interpolation methods is
through providing a discrete choice between models of varying sizes [Jin
et al., 2023, offering different quality and performance trade-offs, or mod-
els trained on color or perceptual losses [Niklaus and Liu, 2020; Plack et al.,
2023; Reda et al., 202k without any intermediate options. For the task of
image super-resolution, Wang et al. [2014 provide continuous control of ap-
pearance using weight interpolation, but it requires interpolating two full
sets of weights before inference and do not allow training at intermediate
steps. Vogels et al.[2019 train a Monte Carlo denoising model with an
asymmetric loss that favors predictions that deviate less from inputs. The
strength of the loss is linked to an input parameter, enabling control over
the trade-off between over-blurring and retaining some residual noise.

Pan et al.[2023 present an optimization-based method for controlling GAN-
generated images using handle points, but is limited to images that can be
represented in its latent space. Concurrent with our work on controllable
frame interpolation, Zhong et al. [2024 introduce control over time curves
for different segments of the image, while their trajectories are kept linear.

2.6 Efcient Deep Learning

18

Several studies have focused on improving the computational ef ciency of
commonly used deep learning operators. FlashAttention [Dao et al., 2022;
Dao, 2024 proposes a memory-ef cient implementation of attention as pro-
posed in the Transformer [Vaswani et al., 2017. Neighborhood Attention
Transformer [Hassani et al., 2023 provides an ef cient implementation for

a local attention computation and proposes an architecture utilizing the ef -
cient operator.

Similarly, in Chapter 6, we introduce a more ef cient implementation of the
all-pairs correlation volume sampling for optical ow estimation.
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Interpolation of Rendered Content
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Figure 3.1: Our frame interpolation method leverages auxiliary feature buffers besides
color keyframes (left) to improve the reconstruction and achieve production-
quality results while rendering fewer frames. This is not possible with
state-of-the-art frame interpolation methods working with color only inputs
(right). © 2021 Disney

Rendering high-quality computer-generated images is often computation-
ally very expensive. For highly complex scenes, it can take up to hundreds
of CPU core hours to render a single frame of the nal content. With increas-
ing reliance on physically based rendering [Keller et al., 2015 and growth in
demand for more content, addressing these high computational costs is be-
coming more and more important. In this chapter, we introduce a learning-
based frame interpolation method that leverages temporal coherency of a
sequence to improve rendering ef ciency.

Frame interpolation methods, where a subset of intermediate frames is ef-
ciently computed from an existing set of frames, can greatly alleviate the
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computational burden of rendering. By reducing the number of frames -
and thus consequently the number of pixels - that need to be rendered, the
costs and time associated with path-traced content are signi cantly reduced.
Moreover, the turnaround times are shortened, improving the artist experi-
ence and enabling more iterations over the content.

Recent learning-based frame interpolation methods have shown signi -
cant improvement in interpolation quality over the last few years but still
have not reached production-level quality. While most prior methods have
targeted interpolation of color videos and are suitable for artistic slow-
motion [Jiang et al., 2018, multi-view interpolation [Kalantari et al., 2016],
frame rate conversion [Castagno et al., 1996, we focus on interpolation of
computer-generated content, aimed at saving costs and decreasing render-
ing times. By targeting only rendered content, we can extract auxiliary fea-
ture buffers - such as albedo, depth, and surface normals - to guide the inter-
polated frame (Figure 3.1). Prior work has shown that signi cant improve-
ment could be obtained in other scenarios such as supersampling [Xiao et al.,
2020 and denoising [Bako et al., 2017; Vogels et al., 20118 With the adoption
of these buffers in other applications, they are typically readily available in
most rendering engines, and, as they rely only on the scene geometry, can
be obtained for the intermediate frames at a cost that is orders of magnitude
lower than the full render pass.

Thus, we present a rendered content interpolation method that signi cantly
outperforms prior methods operating only on color data. We achieve it
by carefully integrating the information from auxiliary features in different
parts of the motion-based frame interpolation pipeline. More speci cally,
the main contributions presented in this chapter are:

» an optical ow method for rendered content that is capable of esti-
mating non-linear motion between keyframes and that outperforms
use of renderer generated motion vectors;

* a strategy for dynamically creating a dataset for pre-training an op-
tical ow estimator for rendered content;

» improved compositing and occlusion handling by leveraging auxil-
iary feature buffers;

* obtaining high-quality results for frame interpolation of rendered
content.
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Figure 3.2: Method overview. Color dath, as well as auxiliary featured of the
keyframes and the target frame, are used in ow estimation, w-map esti-
mation, and compositing. Images © 2021 Disney / Pixar

3.1 Method

Given two consecutive frames g and |4, the objective of frame interpola-
tion is to reconstruct an intermediate frame | at an arbitrary temporal posi-
tion t 2 [0, 1]. The majority of current best-performing frame interpolation
methods for color-only content use deep neural networks and follow ow-
based interpolation pipeline. We also adopt it for the method presented in
this chapter, and describe how to re ne each of its steps, mainly by incor-
porating auxiliary feature buffers A, leading to signi cant improvements in
reconstruction quality. Figure 3.2 gives an overview of our approach.

First, for each of the two keyframes I; we directly compute optical ow fj
from [; to ;. Unlike previous works that derive them by linearly scaling the
motion between the keyframes, we introduce a feature-guided optical ow
network that estimates them directly. Second, input features are mapped to
the intermediate time step position using softmax-weighted forward warp-
ing [Niklaus and Liu, 2020], with the weighting map (w-map) W estimated
from the inputs. In the nal step, all inputs at the intermediate time frame
are used to synthesize the nal frame It

The rest of this section explains in more detail how we improve optical ow
estimation, motion compensation, and the compositing of the nal frame.

3.1.1 Motion Estimation for Rendered Images

Even though a renderer can have access to all information of a scene, pro-
duction renderers are not always able to output correspondence vectors
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steps have similar set of inputs, but different correlation size and nal esti-
mation networks. Images © 2021 Disney / Pixar

required to transform the keyframe information to the target intermediate
frame. In such cases, a non-trivial implementation effort would be required
to extend the renderer to allow for this.

However, even when available, there are challenging cases when motion
vectors are not valid. This includes distribution effects, such as depth of
eld, motion blur, and semi-transparent objects, where motion values need

to be aggregated from multiple objects, often leading to meaningless dis-
placement values. Another fundamentally challenging case is obtaining mo-
tion vectors for uid simulations.

As a result, even in the context of rendered content, optical ow estima-
tion remains an important tool for registering correspondences between the
frames, with image-based approaches having been used in other rendered
content processing tasks [Vogels et al., 2018. We propose to incorporate
auxiliary buffers into the optical ow estimation method to obtain signi -
cant quality improvements.

Similar to existing deep image-based optical ow estimation networks [Sun
et al., 2018; Hur and Roth, 2019, we adopt a coarse-to- ne strategy, where
on each scale the ow estimate gets re ned based on local matching costs.
These matching costs, also referred to as the cost or correlation volume, are
computed between learned feature representations of the source frame and
target frame, backward warped with the current ow estimate. The cost
volume provides information if some other displacement around the current
estimate provides a better match. Figure 3.3 shows an overview of our ow
estimation method.
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Feature-Guided Flow Update. In contrast to previous work, we compute
feature pyramids not only from color keyframes but also from auxiliary fea-
ture buffers (albedo and depth) to help the correspondence matching, espe-
cially in ambiguous situations, and to obtain more re ned motion bound-
aries. That is, given two color keyframes I¢.1q and auxiliary features A .,
the goal is to predict the apparent motion fg 1 from Igto |;.

To this end, we encode both I; and A; at each time instanti 2 f 0;1g into a
feature pyramid through a neural network encoder Eg:

Fo= Er(lo,A0), F1= Er(l1,A1). (3.1)

The feature pyramid covers 7 different spatial resolutions from full resolu-
tionto 2 8, with resolution halved from one level to the next. On each level
l,a9 9 costvolume C?is computed between the pyramid level F {) and F '1
backward-warped with the current ow estimate. At each level, the ow
estimate f is rst obtained by bilinearly upsampling and accordingly rescal-
ing the ow from previous level f =", fi 1, and initialized as zero on the
coarsest level.

The cost volume, along with the rst frame features, are used to compute
an incremental ow update u with a learnable network U, sharing weights
across levels:

u=U F}, COFLWu (FLE  F . (3.2)
Subsequently, we re ne the ow estimate of the current level f+u following
the same principle as in the update step. To make the re nement lightweight
but still expressive, we only compute a1 1 cost volume C and use itin a

small re nement network R to predict spatially varying3 3 kernels k that
are applied to Iter the ow. That is:

k=R F§, Ct FoL,Wp(FL,F+u) , f+u . (3.3)
The nal ow estimate is obtained by applying these kernels to the ow:

fl= f+u ~k. (3.4)

IRR-PWC [Hur and Roth, 2019] uses a similar ow update modules but the
partial feature correlation C! is not considered during re nement.
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High Resolution Flow Re nement. Due to computational costs and small
numerical impact on end point error, existing optical ow methods typically
do not perform ow updates above ¥ 4 resolution and use bilinear upsam-
pling or learned convex upsampling kernel [Teed and Deng, 202( to obtain
the full-resolution ow.

However, in frame interpolation it can be bene cial to obtain accurate warps
at high resolution. Therefore, we want to improve the accuracy of ow mo-
tion boundaries without incurring prohibitive computational cost and mem-
ory requirements that would result from performing the complete ow up-
date at the full resolution. We achieve it by only running the full ow update
step until a quarter resolution while maintaining the lightweight re nement
up to the full resolution. For these resolutions, the re nement operates only
on f instead of f + u as shown in Equation 3.3.

Non-Linear Motion.  As done in most ow-based frame interpolation ap-
proaches, motion between the keyframes can be assumed to be linear and
the ow to the intermediate frame fq  can be obtained by scaling the key-
frame ow with the target time step, i.e:

foot=1t fo 1. (3.5)

However, it introduces several drawbacks. First, such an approximation
can deviate from the original artistic intent and would limit the applica-
bility of frame interpolation on real productions. Second, this approxima-
tion causes misalignment between intermediate frame feature buffers and
warped keyframes, limiting potential to bene t from the additionally avail-
able data. Third, during the model training, the misalignment between the
model output and the ground truth would lead to a suboptimal loss and
training process. Finally, in case of remaining artifacts, partial re-rendering
of speci c regions, as is later introduced in Chapter 4, is dif cult due to the
mismatch in motion.

To address these issues, we leverage the auxiliary featuresA; of the inter-
mediate frame to guide estimation of the non-linear intermediate ow and
directly predict fo . To achieve it, we rst introduce a second feature en-
coder Er that extracts partial feature pyramids akin to Eq. 3.1:

ﬁo = EF(Ao), ﬁt = EF(A'[). (3.6)

These features are called partial to emphasize that Er only encodes partial
data for those instants and as such can be applied to the intermediate frame.
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We then modify the optical ow estimation to additionally consider interme-
diate frame matching costs in the ow update. With that, the ow update at
each levell becomes:

u=U F}, C®FL, Wy, (FL/t) , CL L Wew(FLT) T . (3.7)

That is, we additionallyuse a7 7 cost volume of the intermediate features
and re-scale the keyframe ow as a multiple of the intermediate ow. Note
that we do not rely only on the cost volume between secondary features ( Cp)
but also retain the cost volume between keyframes (C) to allow estimation
of motion that is only apparent in the full features available for keyframes.
In analogy to Equations 3.3 and 3.4, we run a re nement considering partial
features as in Eq. 3.7.

Training the Optical Flow Model. Typically, the training of optical ow
networks is rather involved and uses scheduled training on speci cally cu-
rated training datasets such as FLYING CHAIRS [Dosovitskiy et al., 2015] and
FLYING THINGS 3D [Mayer et al., 201€, with nal ne-tuningonthe S INTEL
dataset [Butler et al., 2017. These datasets, however, are not applicable to
train our motion estimation network due to lack of the secondary features.
While the SINTEL dataset does contain the additional channels, itis too small
to train a neural network.

Therefore, we create our own dataset to train a feature-guided optical ow
network. Our main insight is that for successful ow training, synthetic im-
age objects and their outlines do not have to align, providing a lot more
exibility in creating a dataset. To achieve a similar level of complexity as
FLYING CHAIRS, we use the silhouettes available in the MS COCO [Lin et
al., 2014 dataset and sample textures from our frame interpolation dataset to
composite pairs of frames with known motion. The dataset generation is de-
scribed in more detail, among other implementation details, in Section 3.2.1.

3.1.2 Input Preprocessing

Similar to the feature-guided ow estimation, we extract two types of fea-

ture pyramids for full and partial contexts and use them in subsequent steps
of image warping and nal frame synthesis. This is motivated by the use
of context information and feature pyramids to improve color-based inter-

polation [Niklaus and Liu, 2018; Niklaus and Liu, 2020 ]. Here we briey
introduce both encoders that we use.
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Full Context Encoder.  We do not only extract features from color values,
but also all feature buffers that are available for both keyframes, namely nal
color, surface normals, albedo, and depth. Normal values are pre-processed
to ensure unit length for each pixel, depth values are pre-processed by rst
subtracting the minimum value, normalizing their scale by dividing by the
median, and applying loglp transform.

The 3-level feature pyramid is extracted by a small CNN, consisting of two
3 3 convolutions followed by parametric recti ed linear unit (PReLU) ac-
tivations. Starting the second level, the rst convolution has a stride of 2 to
halve the spatial resolution. The output dimensions of each convolution are
32, 64, and 96 for full, half, and quarter resolution, respectively. The color
inputs are concatenated with the full resolution features.

We refer to this as the full context encoder &£ and independently apply it to
extract context representations from both keyframes.

Partial Context Encoder.  To make use of the auxiliary feature buffers A
that are available at the intermediate frame temporal position, similar to our
ow method, we introduce the partial context encodetc. It does not take the
color channel as input and is applied to all input frames, including the inter-
mediate frame. It follows the same architecture as the full context decoder
but outputs features at halved dimensions and has a separate set of weights.

3.1.3 Feature-Guided Image Warping
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In the next step, the previously estimated optical ow is used in motion com-
pensation to align the keyframe content with the intermediate frame for the
nal compositing step. As discussed in Section 2.1, both backward and for-
ward warping have certain advantages and drawbacks. We opt for forward
warping to directly use the estimated ow from the keyframes to the inter-
mediate frame. As such, the most crucial aspect is to handle overlaps, caused
by occlusions or incorrect ow estimates. Disocclusions, on the other hand
are naturally taken care of by resulting in empty regions that do not receive
any information.

Recalling Equations 2.1 and 2.6, splatting is performed as:

| | 1

S(LHlyl= & wxy) I[x] a wxy)+# (3.8a)

x2W x2W
w(Xx,y) = WIX] Kpilinea(X+ f[X]) ), (3.8b)
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Figure 3.4: Architecture of our forward warp weighting estimation. Both full and partial
contexts are used to estimate twemap required for warping frameg to
temporal position t. The same method is applied to estimatep for I .
Images © 2021 Disney / Pixar

and requires de ning the weighting map W to resolve occlusions. This
weighting factor effectively determines which pixel has higher importance
when multiple source pixels contribute to the same target pixel. We omit
the ow parameter if the intermediate forward ow is used, ie.S(ly) =
S(i,fir o).

A possible weighting factor is inverse depth, which can either be estimated
from inputs [Bao et al., 2019; Niklaus and Liu, 202Q or, in our case, using
renderer depth values. However, depth can suffer from noise and in addi-
tion might not be the optimal choice, e.g. when foreground objects have a
large z-axis motion and move behind an object that has a higher depth value
in the source frame. More importantly, in case of inaccuracies in the ow
estimation, these regions should not occlude potentially correct estimates.
Therefore, we estimate the weighting map, also referred to as w-map using
a neural network. The overview of our approach is shown in Figure 3.4.

Analogously to our input preprocessing step and ow pyramids, to estimate
weighting for warping frame |, we rst extract the full context representa-
tion from both keyframes 1p and |4, partial context from secondary informa-
tion of the keyframe Ag and the intermediate frame Ay;.

We then backward warp these features - Wy, (Ec(l1,A1),for 1) and
Wpw (Ec(At),far t) -, take their absolute difference to the respective fea-
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tures extracted from |g and Ag, and use this as channel-wise concatenated
input to a 3-level U-Net [Ronneberger et al., 201% with skip connections.

To avoid negative contributions, outputs of the U-Net need to be mapped
from [ ¥ ,¥]to[0,¥]. Since we have some access to the intermediate frame
structure, the range of weights can be much higher than in prior methods.
In our experiments, using direct exponentiation as proposed by Niklaus and
Liu [202d introduced numerical stability issues. Therefore, we opt to expo-
nentiate only the small weights and apply

f(x) = max (0, x) + min (1, &) = ELU(x)+ 1, (3.9)

which corresponds to a shifted ELU [Clevert et al., 2014 activation function.

The potential for very high or low con dence introduces an additional prob-
lem when ne-tuning the ow network for the task of frame interpolation.
By fully normalizing the outputs by the sum of weights as in Equation 3.8,
the only parameter that can be adjusted to remove all contributions to the
target pixel is adjusting the kernel parameter, i.e.the ow. This introduced
suboptimal ow updates and caused the network to diverge. To allow for
reducing such contributions in the warping step, we use a more generous
padding parameter of #= 1 in the denominator of Equation 3.8a.

3.1.4 Compositing with Features

In the nal step, the individual warped frames are merged to synthesize
the nal intermediate frame. A graphical representation of our compositing
strategy is shown in Figure 3.5.

Instead of warping the input frames directly, we use a common approach in
ow estimation methods and warp the feature pyramids that provide a bet-
ter representation of the inputs as has shown to improve frame reconstruc-
tion [Niklaus and Liu, 2020]. Speci cally, we warp feature representations
described in Section 3.1.2.

Through also warping the partial keyframe pyramids, our design enables
the nal frame synthesis step to compare warped inputs and to reason on
their correctness by also providing partial feature pyramid EC(At) of the
intermediate frame. In accordance to previous context-based frame interpo-
lation methods [Niklaus and Liu, 2018; Niklaus and Liu, 2020 ], we use the
GridNet [Fourure et al., 2017 architecture with three rows, six columns and
replace the bilinear upsampling layers by transposed convolutions.
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Figure 3.5: Feature-guided frame compositing. Partial architecture of our frame inter-
polation method for rendered content showing the compositing piece of the
method. Images © 2021 Disney / Pixar

3.2 Experimental Setup

In this section, we provide details on the implementation and training pro-
cess. The training schedule consists of three steps. First, we train the optical
ow network on our synthetic dataset by optimizing the endpoint error with
respect to the ground truth ow vectors. In the second step, the interpolation
feature extractors, w-map estimator, and compositing network are trained
with a reconstruction error on the target frame while keeping the ow net-
work xed. Finally, we jointly ne-tune the whole method. In Section 3.2.1
we cover the details on the ow estimation part and then in Section 3.2.2
provide the details of the full frame interpolation pipeline.

3.2.1 Optical Flow for Rendered Content

Architecture Details.  We adopt the architecture of feature extraction, ow
update, and re nement subnetworks from IRR-PWC [Hur and Roth, 2019],
while expanding their channel dimensions to account for changes described
in Section 3.1.1. IRR-PWC performs updates with ow magnitudes at the lo-
calscale, corresponding to displacements in the low-resolution feature pyra-
mid level, while re ning is done at full scale, where the magnitude corre-
sponds to that of highest resolution. To avoid humerous ow rescalings,
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ALGORITHM 1: Optical ow sample generation

Result; fog 1,f1! 0,|0,A01|1,A1:At
Function GetLayer() :

I, Ay  SampleStaticCGlmagg()

fu 1 SampleRandomFlofy

foo ¢ ProjectFlow ( fyu 1)

fu ¢ ProjectFlow (fy 1)

lo,Ao W pw(lt,for ¢), Wow(At,for 1)
11,A1 W (e, T o), Wew (At Tar 1)
returnf o «,fu ¢, lo, Ao, It, A, 11, Aq

fO! t1f1! tlI01AO’It1At!|llAl GetLayer()

for

iteration  1to randint(5, 15 do

fo ofu oloAelnAnll, Al GetLayer()

mask;  SampleCOCOOutlin@

maskg W pw(mask:,fo )

mask; Wy (mask:,fy )

fo .lo,Ao  Mergeffo t,10,A00,Ffg (1o, Agd, Masko)
A¢ Merge(fAtg,fAfg,maskt)

fu ., 1,A1 Mergeffy t,|1,A19,ffi! t,li,Aig, mask;)

end
returnf o «,fu t,10,A0, 11, A1, At
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we conduct all operations at the local scale and perform instance normaliza-
tion [Ulyanov et al., 2016] which also harmonizes varying ow magnitudes
across levels.

As the depth values can have an arbitrary range, we normalized them by
dividing them by the median depth of the frame sequence and invert them.

Synthetic Flow Dataset Generation. Since existing optical ow training
datasets are either not suf ciently big or lack the auxiliary feature buffers, we
implement a strategy for dynamicallygenerating ow training data. Based on
our observation that object outlines and their textures do not need to align
for successful ow training, we sample them from two different datasets:
object silhouette outlines are sampled from the MS COCO [Lin et al., 2014
dataset, while the textures are sampled from static rendered frames of the
frame interpolation dataset.

High-level pseudocode for building single training triplet along with their
ground truth ows,

(lo,A0), (It,At), (I1,A1), (for t,fu 1) (3.10)
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Figure 3.6: Progression of an optical ow training sample. On each iteration a sample is
built in a bottom-up manner by adding a new masked layer with known ow
on the top of the ow, color, albedo, and depth buffers (not showing albedo
and depth buffers at positions t arig. Outlines © COCO Consortium,
Textures from théBLENDER dataset.

is provided in Algorithm 1. First, we sample a random background image
including all required color and auxiliary channels (  SampleStaticCGImage,
and use it as the intermediate frame texture. We then generate a ran-
dom smooth 512 384 ow eld f; ; (SampleRandomFlow]) While dif-
ferent approaches could be used with similar results, we uniform ow with
magnitude  Gamma(1.2, 29 and apply global transformations with a cer-
tain probability p:

« with p = 1/4, zooming at a uniformly random position with factor
N (0, 0.2);

« with p = 1/8, rotating around a uniformly random position by
angle N (0, 30 ;

« with p = 1/2, generating random ow vectors of 2 2t05 5
(chosen uniformly) pixels with magnitude Gamma(1.1, 15 and
bilinearly upscaling it to the original resolution to obtain smooth lo-
calized deformations.

To obtain the desired ow elds fq {and fy ¢, in ProjectFlow() we apply
uniformly-weighted forward warping and Il holes with an outside-in strat-
egy. More speci cally, we repeatedly apply Gaussian smoothing with kernel
size 11 ands = 11, affecting only holes until all image pixels have valid val-
ues. Note that in this case the smoothness of the ow eld is crucial for
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having negligible occlusions and obtaining precise ow eld outputs. We
then use backward warping to obtain feature channels at both keyframes.

We repeat the aforementioned steps to construct multiple layers of an im-
age. For each layer, we sample a random object outline returned by
SampleCOCOOutline()and use its alpha to put its extracted buffers on top
of the nal sample ( Merge. To merge depth values, all destination val-
ues are shifted by the maximum value of source depth while adding an
offset Uf 0, 20y. For performance reasons, we sample only up to 3 differ-
ent texture images and outlines and reuse multiple masks from those. The
progression of a training sample over multiple algorithm iterations is visu-
alized in Figure 3.6.

Training Details.  We follow the training strategy of [Hur and Roth, 2019;
Sun et al., 2014 and optimize the mean endpoint error loss weighted across
the estimation levels:

L
Liow=aw  foe et fue By, . (3.11)

=1

Here L is the number of levels, ¥ is the reference ow averaged-pooled and
rescaled to match the current network estimate f' at level .

We implement our ow model using the PyTorch framework and train it
with the Adam [Kingma and Ba, 2019 optimizer, using a learning rate of
10 4and aweight decay of 4 10 4. We use batch size of 4 and train for 200k
iterations, taking approximately 1.5 days on a single NVIDIA 2080 Ti GPU
using 32-bit oating point arithmetic.

3.2.2 Frame Interpolation

32

Baseline Implementation. In principle, our proposed components are ap-
plicable to most ow-based frame interpolation methods. Due to its strong
results and lean design, we adopt SoftSplat [Niklaus and Liu, 2020] as our
color-only baseline and used to integrate our contributions. Given that the
implementation and model weights of SoftSplat are not publicly available,
we re-implement it following the authors' description. We use the simpler
of the proposed importance metrics for estimating a w-mapto handle occlu-
sions:

w=ajlo W ¢, ,(11)j1, (3.12)
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Figure 3.7: Frame samples from the training dataset. © 2021 Disney

as the re ned w-map variant does not show signi cant gains. To present
meaningful comparisons, we train the baseline using the same dataset and
training schedule as the rest of our models.

Dataset. We gather a training dataset by sampling 291 shots of 7-14 frames
from 2 full-length feature animation Ims ( Moang Ralph Breaks the Interngt
building up to 2138 triplets at 1920 804 resolution. Triplets from 13 of
these shots are left out for the validation. Each training sample is gener-
ated by randomly sampling a xed 448 256 crop from all frames of the
triplet. This data is further augmented by adjusting the hue and brightness
of the color values, performing random horizontal, vertical, and temporal
ips, and randomly permuting the order of both surface normal and albedo
channels. Frame examples that were used as part of the training are shown
in Figure 3.7. Note that the crops shown here are 2x larger than the ones
used in training, i.e.896 512, for more visually pleasing output.

Training Details. We implement our models in the PyTorch framework
and train using the Adamax [Kingma and Ba, 2015 optimizer with a learn-
ing rate of 10 3 and a batch size of 4. We employ a two stage training sim-
ilar to [Niklaus and Liu, 2020] and x the weights of ow network during
the rst stage. In the rst stage we optimize for mean-reduced L loss for
217.X iterations. In the second stage, we additionally impose a perceptual
loss [Niklaus and Liu, 2018 ] with weight of 0.4 and enable ow network up-
dates for an additional 72.5K iterations. Every 14.5k iterations we reduce the
learning rate by a factor of 0.8. Training our nal model takes approximately

3 days on a single NVIDIA 2080 Ti graphics card using 32-bit oating point
arithmetic.
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Performance. It takes approximately 0.65s to run the interpolation net-
work on 1280 780 inputs with the aforementioned graphics card and un-
optimized implementation, making it negligible compared to full renders.
More details on how it affects the total rendering time are provided in Sec-
tion 3.3.5.

3.3 Results

In the following, we present the results of our method. First, we analyze
how individual components we have proposed in this chapter contribute to
the nal result. We then compare our method with prior frame interpolation
techniques and analyze the total runtime improvements of the full rendering
and interpolation pipeline.

3.3.1 Evaluation Datasets and Metrics

The method is quantitatively evaluated on 38 diverse triplets selected from
4 feature animation Ims not part of the training set ( Incredibles 2Toy Story
4, Frozen I} and Raya and the Last DraggnThese Ims are rendered with two
different production renderers and have rather different visual style than
the training set. It is further referenced as the P RODUCTION set. Addition-
ally, we evaluate our results on publicly available sequences rendered with
BLENDER's CYcLESrenderer, further referenced as the BLENDER dataset. All
frames are rendered until little noise is left, and the color values are further
denoised, auxiliary feature buffers are obtained with the same sample count.

We measure distortions between the sRGB outputs and the reference with
peak signal-to-noise rat{®SNR), structural similarity index measuréSSIM) and
the perceptual LPIPS[Zhang et al., 201§ metric. Additionally, we report the
symmetric mean absolute percentage e(BWAPE) [Vogels et al., 2018, com-
puted on linear RGB outputs and reference (reported as %), and the median
VMAF 1 score over the sequences.

3.3.2 Component Analysis

Estimating Motion.  We demonstrate the effectiveness of our proposed
motion estimation network and its impact on the nal frame quality by

Lhttps://github.com/Netflix/vmaf/tree/v2.2.0 (last accessed: 04.04.2025)
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Table 3.1: Analysis of our proposed improvements on BrERODUCTION evaluation set
(see text for details).

PSNR SSIM LPIPS SMAPE VMAF

n n # # n
Baseline 31.27 0.918 0.0717 4.092 60.58
Keyframe features 31.58 0.919 0.0707 3.991 63.34
% 2-frame ow 3597 0952 0.0561 2.742 8705
i 2-framew/ofullrene 35.90 0.952 0.0565 2.746 86.79
Ours nal 35.52 0952 Q0545 2.794 85.34
o Depth 36.14 0.953 0.0566 2.780 87.55
c;u Feature constancy 36.55 0.956 0.0504 2.710 88.72
Ours nal 3783 0962 00496 2496 9051
g' Direct features 38.08 0.966 0.0454 2.414 90.95
8 Ours nal 3849 0967 0.0460 2.380 9224

changing the ow model in incremental steps. We start with a simple IRR-
PWC [Hur and Roth, 2019] variant with adaptations as described in 3.2.1
(Baseline) until we reach our nal ow method (Flow - Ours nal). Results
are shown in the second section of Table 3.1.

As the rst step, we incorporate auxiliary feature buffers in the ow estima-
tion to improve correspondence matching and ow re nement (Keyframe
features). This allows us to slightly improve the accuracy across all metrics
and outperform our baseline and all prior methods. However, such an ap-
proach does not take into account the non-linear motion that often occurs
between the keyframes. By accounting for non-linear motion and using our
proposed ow variant, we obtain signi cant improvement in all observed
metrics.

An alternative to our 3-frame ow estimation is to solely rely on auxiliary
buffers Ag and A for the correspondence estimation. In this case, the esti-
mation of the incremental ow update of Eq. 3.7 at given level is de ned as

u= U(Fo CJ(Fo,Wpw(Ft.7), ). (3.13)

We will refer to this version as the 2-frame ow. We show that this allows to
obtain very similar results as the 3-frame model, but we opt for the 3-frame
because it shows on-par or better results on the structural and perceptual
metrics, and has the ability to learn light-dependent motion that is not visible
in auxiliary feature channels.

35



Interpolation of Rendered Content

36

To show that re nement up to the full resolution is bene cial, we evaluate
the same 2-frame variant once with re nement to the full resolution and
once with re nement stopped at a quarter of the resolution. In this case, we
observe a slight decrease in all observed metrics.

Handling Occlusions. In the third section of Table 3.1, we show the im-
provement achieved by our warping method, while using our nal ow es-
timation variant.

As depth is often seen as a good weighting for forward warping [Bao et al.,
2019; Niklaus and Liu, 2020], we evaluate our method by using normalized
inverse depth. We do not use softmax weighting [Niklaus and Liu, 2020]
due to the depth range easily reaching 5 10° and introducing issues with
numerical stability. Such adaptation allows us to slightly improve over the
brightness constancy baseline approach.

As an additional experiment, we extend the idea of brightness constancy
assumption for using a weighted sum for constancy assumption for each
channel in color and auxiliary features:

W=exp( & a%5C§ W p,w(C5 fo 1)j+ (3.14)
c2f I, Ag
+ & a%C§ W, (Cffa 1), (3.15)
c2f Ag

where C€ is the respective channel of color or auxiliary buffer and a®is a
channel-dependent learnable weighting factor initialized as 1.

We show that with such weighting we are able to achieve slight improve-
ment over the depth approach, but it performs signi cantly worse than our
nal weight estimation module.

Compositing.  Inthe last section of Table 3.1, we evaluate the effectiveness
of our nal frame compositing approach by comparing it to using auxiliary
features directly. Both variants are using our nal ow and warping mod-
ules. To do so, we extend the feature pyramid extractor of [Niklaus and
Liu, 2020] to process all available keyframe auxiliary features and match our
full context encoder Ec. Additionally, we directly concatenate the interme-
diate frame auxiliary A; with the warped inputs before the nal frame syn-
thesis network. The direct use of auxiliary features in compositing already
improves over color-only synthesis network, however our compositing ap-
proach achieves further gains.



3.3 Results

Table 3.2: Analysis of using rendered ow vectors on tBeENDER evaluation dataset.
On each section, interpolation of our nal variant is compared with output of
our ow estimator replaced by rendered motion vectors.

Rendered ow PSNR SSIM LPIPS

n n #
Baseline 31.27 0.918 0.0717
v’ 3187 0932 Q0704

Baseline trained w/

31.49 0.931 0.0720
rendered ow

With our Elow 3422 0962 Q0357

v 3256 0931 0.0667

. . 3608 0966 Q0292
With our Warping v 3534 0943 0.0539
. - 3685 0971 00268
With our Compositing v 36.01 0.95 0.0469

3.3.3 Comparison with Rendered Motion Vectors

While not all production renderers are capable of outputting correspondence
vectors, we compare our end-to-end trained motion estimation for the task
of frame interpolation against using motion vectors extracted from the ren-
derer when it is possible. In this case we use BLENDER's CYCLES as the
renderer.

In Table 3.2 we follow the same structure as in Table 3.1 and show results af-
ter adding in each of our contributions. This time, we compare them with a
variant evaluated with the rendered motion vectors by replacing the outputs
of the optical ow estimation network. We observe a performance decrease
in all the intermediate steps, except for the baseline, which does not use
feature-guided optical ow. As the interpolation network might get special-
ized for the particular type of ow it was trained with, we also train a variant

for baseline using motion vectors available to the renderer but observe even
worse results than when trained with a neural ow. Such a decrease might
be explained by the fact that rendering engines are not always able to pro-
duce accurate correspondence vectors in all cases.

A visual example where use of rendered motion vectors yields much worse
quality outputs than our optical ow method is given in Figure 3.8.
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Rendered MVs Interpolation w/  Estimated MVs  Interpolation w/ Reference
Rendered MVs Estimated MVs
18.30 dB | 0.3271 22.08 dB | 0.1202 PSNR | LPIPS

Figure 3.8: Comparison between using rendered and estimated motion vectors (MVs) on
a challenging sequence with an almost transparent windshield. © 2021 Dis-
ney

3.3.4 Comparison with Prior Methods

In this section, we evaluate the performance of our method compared to
the state-of-the-art frame interpolation methods - DAIN [Bao et al., 2019,
AdaCoF [Lee et al., 202(, CAIN [Choi et al., 202d, BMBC [Park et al., 2024,
and our re-implementation of SoftSplat [Niklaus and Liu, 2020]. In the case
of DAIN, as it was not possible to run it on the Full HD content with our
available hardware, we split the inputs along width axis into two tiles with
320 pixel overlap, and linearly combine the results. We do not notice any
artifacts caused by this tiling approach.

For the evaluation, we interpolate the middle frame given two keyframes
and compare with different interpolation methods. With camera depth
buffers being available, we additionally test performance of DAIN with out-
put of depth estimator replaced with such buffer. To match the scale of depth
that DAIN was originally trained with, for each frame we scale the rendered

depth -
depth by m?:;ggrﬁg'rejzgpt)h), aligning the mean values of both depth maps.

We use similar error measures as in our ablation study. The full quantitative
evaluation is provided in Table 3.3. By leveraging auxiliary features and de-
signing an interpolation method speci cally addressing rendered content,
we achieve suf ciently high quality results to consider our method usable in
production.

Visual comparison with prior methods is provided in Figures 3.11, 3.12,
and 3.13. Interpolation of more challenging cases are shown in Fig-
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Table 3.3: Quantitative comparisons with prior methods.

PRODUCTION BLENDER
PSNR SSIM LPIPS VMAF PSNR SSIM LPIPS VMAF
n n # n n n # n
BMBC 30.08 0.904 0.107 59.26 26.65 0.872 0.169 65.12
CAIN 30.68 0.909 0.125 6043 2725 0.876 0.197 66.37
DAIN 31.21 0915 0.075 70.28 28.00 0.885 0.112 67.76

DAIN w/
rendered depth
AdaCoF 30.75 0.907 0.100 56.38 27.14 0.875 0.158 65.31
SoftSplat* 31.28 0.917 0.065 67.33 28.06 0.886 0.097 68.55
Ours 3849 0967 Q046 9224 3685 0971 Q027 8796

31.28 0916 0.075 70.31 2811 0.885 0.111 67.89

Table 3.4: Time comparison for obtaining a single intermediate frame between tradi-
tional rendering, image-based interpolation with no additional inputs re-
quired, and our interpolation method that requires to render auxiliary feature
buffers for the intermediate frame. Output quality is measured orPte-
DUCTION dataset.

Intermediate frame  Interpolation time  Output quality
CPU rendering time CPU GPU PSNR  SSIM

Color render 2h58m - - - -
Color-only interpolation - 35s 0.40 31.27 0.918
Our interpolation 40 m 53s 0.65 38.49 0.967

ures 3.14, 3.15, 3.16, and 3.17. We can observe the high quality interpolation
results on a large variety of scenes, with different types of content, different
amounts of motion and using different renderers. Additional comparisons
are shown in the supplementary video 2.

To further analyze the temporal stability of our method, we evaluate inter-
polation of multiple intermediate frames on a subset of our P RODUCTION
evaluation set where features for 5 intermediate frames are available. In
the case of AdaCoF [Lee et al., 2020, interpolation is applied recursively
to obtain all the frames. The results of this 6x interpolation evaluation are
shown in Figures 3.9 and 3.10. Similarly to other methods, we show stable
interpolation performance for non-middle frame interpolation but achieve
signi cant gain in quality.

2https://www.youtube.com/watch?v=bfpyHOAsCzc (last accessed: 04.04.2025)
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t =0.00 t=0.17 t=0.33 t = 0.50 t=0.67 t=0.83 t =1.00

Figure 3.9: Interpolation of multiple in-between frames. Our method maintains high
guality interpolation results for all time offsets. © 2021 Disney

—— DAIN —— AdaCoF —— SoftSplat* —— Ours

42 -

40 -

38 -

PSNR, dB

36 -

0.17 0.33 0.50 0.67 0.83
time step, t

Figure 3.10: Temporal consistency for 6x interpolation.

3.3.5 Runtime

In production renderers, generation of the auxiliary feature buffers requires
only a fraction (2 to 10x less time) of the hundreds of CPU core hours that
are necessary for computing the full illumination of production scenes. For
a better estimate, we naively extend the TUNGSTEN renderer? to record only
albedo, depth, and normal values with the same sample count (1024 sam-
ples per pixel) thus only reducing the path length. We report these results
in Table 3.4. Even with this naive implementation, signi cant speedup is
already achieved by requiring only 22% of the full render time. Note that
in practical applications, the sample count for feature buffers can be signif-

3https://github.com/tunabrain/tungsten (last accessed: 04.04.2025)
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Inputs DAIN AdaCoF SoftSplat* Ours Reference

PSNR | SSIM | LPIPS 30.43dB | 0.978 | 0.0193 30.44 dB | 0.978 | 0.0210 30.45dB | 0.978 | 0.0193 42.04 dB | 0.991 | 0.0056

Figure 3.11: Visual results on a production sequence. © 2021 Disney / Pixar

Inputs DAIN daCoF SoftSplat* ours Reference

PSNR | SSIM | LPIPS 24.95dB | 0.934 | 0.1402 25.15dB | 0.9370.1412 25.49dB | 0.945]0.1124 34.50 dB | 0.982 | 0.0286

Figure 3.12: Visual results on a production sequence. © 2021 Disney
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:

Inputs DAIN AdaCoF SoftSplat* Ours Reference

PSNR | SSIM | LPIPS 21.80 dB | 0.908 | 0.0850 20.64 dB | 0.903 | 0.0995 21.81dB|0.907 | 0.0752 36.09 dB | 0.984 | 0.0161

Figure 3.13: Visual results on a production sequence. © 2021 Disney

sl s ol ol i o
fM‘ A\ A\ T
0 1

Ours Reference /

Figure 3.14: Interpolation of a challenging sequence where the fog does not have mean-
ingful auxiliary features. © 2021 Disney

lo Ours Reference 1

Figure 3.15: Interpolation of a sequence with severe motion blur. © 2021 Disney
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lo Ours Reference 11

Figure 3.16: Interpolation of a sequence with specular highlights. © 2021 Disney / Pixar

lo Ours Reference 1

Figure 3.17: Interpolation of hard shadows. When the auxiliary features do not contra-
dict with the color, the method is capable of color-only motion compensa-
tion (middle row), otherwise a simple linear blend is used (bottom row).

© 2021 Disney / Pixar

43



Interpolation of Rendered Content

icantly reduced as most regions have very little sample variance. We show
that feature-based interpolation can achieve good reconstruction quality at
a fraction of rendering time, while color-only interpolation cannot achieve
good reconstruction quality.

3.4 Chapter Conclusion

44

In this chapter, we have proposed a method speci cally targeted to achieve
high-quality frame interpolation for rendered content. Our method lever-
ages auxiliary feature buffers from the renderer to estimate non-linear mo-
tion between keyframes, which is even preferable to using rendered motion
vectors in cases where they are available. Through further improvements of
image warping and compositing, we are able to obtain production-quality
results on a wide range of different scenes. This is an important step towards
rendering fewer pixels to save costs and increase iteration times during the
production of high-quality animated content

However, there are some open challenges that our method does not address.
As it relies on the use of auxiliary feature buffers, it can lead to suboptimal
results in sequences where such buffers do not provide a proper representa-
tion of the color outputs. This is the case for scenes containing volumesfor
example. A visualization of this scenario is shown in Figure 3.14. In such
situations, one remedy could be to discard or zero out unhelpful auxiliary
features. More principled solutions, that consider these problematic aspects
during the training stage for example, would be an interesting direction for
further explorations.

Even though our 3-frame optical ow estimation network is, in theory, capa-
ble of estimating light-dependent motiothat is not visible in any of the auxil-
iary buffers, in practice there can be cases that are not correctly resolved. In
these relatively rare and hard-to-resolve situations, estimating a single ow
vector per pixel is not suf cient due to various lighting effects  [Zimmer et
al., 2013, and a possible improvement could be an independent interpola-
tion of separate passes, such as decomposition between direct and indirect
illumination. One such example is given in Figure 3.17 where due to the
texture having different movement than one of the shadows, it cannot be
handled correctly with the current approach. But even then, in most cases
our method fails gracefully by linearly blending the inputs, as can also be
seen when interpolating vanishing specular highlights (Figure 3.16).



CHAPTEHR

Kernel-Based Frame Synthesis and
Spatio-Temporally Adaptive Interpolation

Figure 4.1: Kernel-based frame synthesis model predicts the interpolated frame as a lin-
ear mapping of the input images. As a result, all layers can be interpolated,
and a different composition can be created without any additional interpola-

tion step. Images © 2023 Disney / Pixar

In this chapter, we extend the feature-guided frame interpolation of ren-
dered content, presented in Chapter 3, into two new directions. This aims to
further the adoption of frame interpolation as a tool to enable cost savings

in high-quality rendering.
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The rst direction addresses open challenges in the interpolation method it-
self. In a production context, frame interpolation is typically not limited to
the nal color and other arbitrary output variables (AOVS), such as alpha
channel and decomposed per light contributions, also need to be interpo-
lated. The result must remain consistent between all channels in order to
be used in subsequent processing, such as compositing. However, most ex-
isting video frame interpolation methods employ a direct or residual pre-
diction neural network for the nal frame synthesis, including the method
we presented in Chapter 3, further referenced as the direct predictiormethod.
In order to interpolate different AOVs, direct prediction methods must be
retrained for every channel combination while not strictly ensuring that dif-
ferent outputs are interpolated consistently and are spatially aligned. Ad-
ditionally, direct prediction networks have unconstrained output range and
thus can produce color artifacts, as discussed in Section 3.4. We solve this,
by proposing a kernel-based frame interpolation model, where the synthesis
network relies on kernels, sharing coef cients across all the channels, that
are applied to synthesize the nal output. Combined with a numerically
stable splatting implementation, our model ensures that the interpolation
result is a convex combination of the inputs. This approach constrains the
output space and reduces prediction artifacts. Since the same kernels can
be applied to an arbitrary number of layers, the interpolated frame has the
same decomposition as the keyframes, and can therefore be edited and re-
composed to create a different look (Figure 4.1).

The second direction of the chapter concerns adaptive interpolation. It is
clear that, on average, the interpolation quality degrades with the number
of skipped frames. However, depending on the motion and occlusion in
the scene, different interpolation intervals can be considered for each im-
age region: larger for almost static background regions and smaller for fast
moving objects in the scene. As a consequence, simply interpolating entire
frames at xed intervals is not optimal and better strategies are possible. We
address that by proposing a spatio-temporally adaptive rendering strategy
that sets a rendering mask, such that frame interpolation is used in image
regions where it leads to good results, and while the rest is rendered. In the
core of the strategy is an implicit error prediction model that estimates how
good the interpolation network would perform for each pixel or tile, given
only auxiliary features and a keyframe interval. Only auxiliary buffers are
used to allow rendering in just two passes, with no color outputs traced in
the rst pass. The error prediction model is then used to choose which pixels
or tiles to render in a video as keyframe data. It signi cantly improves the
interpolation quality compared to using xed full keyframe intervals while
rendering the same number of pixels (Figure 4.2).



4.1 Method Overview

Figure 4.2: For a given sequence of frames, the adaptive interpolation scheme makes the
decision if an image region is rendered or interpolated: frame interpolation
is favored in image regions where it leads to good results, and rendering is
used in more challenging image patches. Images © 2023 Disney / Pixar

To summarize, the contributions presented in this chapter are:
» a numerically stable softmax splatting implementation;

* a new kernel-based frame interpolation model, that can be applied
to an arbitrary number of channels (e.g. alpha) without adapting the
method, while increasing robustness to color artifacts;

 an attention-inspired mechanism, adapted to frame interpolation,
with the ability to dynamically adjust kernel size for lling larger
holes in warped keyframes;

* an adaptive interpolation strategy that includes an implicit interpo-
lation error prediction model to achieve better results for a given
render budget (number of pixels or time).

4.1 Method Overview

Following Chapter 3, the objective of guided rendered content frame inter-
polation is to synthesize an intermediate frame | forany t 2 [0, 1] given two
color keyframes lg, 11, and auxiliary buffers Agy.1 that can be obtained for
the target frame at a low cost. While the high-level objective of the adaptive
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Figure 4.3: Method overview: a) We compute feature-guided opticalf gand splat the
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keyframe context features; b) Splatted features are used to estimate kernels
for the nal frame synthesis; c) Features extracted from auxiliary buffers are
used to estimate implicit error maps, interpolation intervals, and regions to
render. Finally, the partial render is blended with the interpolated output for

the nal image. Images © 2023 Disney / Pixar

interpolation is to rst predict a render mask for the color outputs given aux-
iliary buffers of the full sequence A, 1 and then reconstruct the full color se-
guencelg N given partial inputs, most steps of our algorithm only consider
a single frame triplet at a time.

As illustrated in Figure 4.3, we follow the same overall strategy as before:
for each keyframe I, we compute optical ow f; from [; to Iy and a weight
map for splatting the deep context features F', Fi, before applying a com-
positing model. For brevity, we denote f;;  asf;. With the estimated motion,
we obtain image splats S(l,f;) from inputimage |; and ow eld f; by us-
ing our numerically stable softmax splatting implementation, presented in
Section 4.2, that does not introduce any shifts and enables use of softmax
weighting.

Our rst main proposal, presented in Section 4.3, is to use a kernel-
predicting synthesis network to obtain the nal output from the forward-
warped inputs. This stems from the observation that the de nition of splat-
ting ensures that the output is a convex combination of the inputs. Our



4.2 Numerically Stable Softmax Splatting

stable implementation ensures this is also the case in practical application.
However, existing direct synthesis models break this property. Our pro-
posed solution ensures that the frame synthesis also is implemented as a
per-channel convex combination of the image splats and therefore the nal
interpolation result is also a convex combination of the inputs. Importantly,
the kernel coef cients are shared across all channels.

This has several practical bene ts over the existing approaches:

* a set of kernels can be estimated once and applied to an unlimited
number of additional feature channels, e.g. alpha channel, with con-
sistent results, and without a need to re-train the method for each of
these channels;

* interpolation can be applied either before or after image composition
while maintaining the same outputs;

 as the output is limited to the convex hull of the input colors, the
resulting images are well constrained and avoid color artifacts.

As the second main contribution, presented in Section 4.4, we introduce an
adaptive interpolation strategy based on implicit error map estimation. We
use a neural network to estimate how good the interpolation network would
perform from just the auxiliary feature buffers at a given interval, compute
the minimum interval to a rendered frame, and process the whole sequence
to produce rendering masks.

As the region selection does not rely on the nal images 1;, the region selec-
tion and interpolation can be applied with just two rendering steps, where

in the rst pass only auxiliary buffers are rendered and in the second pass
partial images are rendered based on the predicted rendering masks.

In the nal processing step, interpolation outputs are blended with the par-
tial renders.

4.2 Numerically Stable Softmax Splatting

Recall that when using forward warping, also known as splatting, each pixel
in the source image is added to the target using weighting W to handle map-
ping ambiguities. In the case of softmax splatting, the initial weights are
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exponentiated, and it is de ned as:

! -

S(LHlyl= & w(xy) I[x] a wixy)+ # (4.1a)
x2W x2W
w(x,y) = exp(W[x]) k(x+ f[x] y). (4.1b)

If implemented directly as described, it has several numerical issues when
the sum of weights & ,,\wW(X,Y) is very large or small. For large weights, the
output is affected by the oating point arithmetic round-off error, for small
weights, e.g. when the output location is far from any displacement center
and all k( ) << 1, in addition to the round-off error, the normalization has a
non-negligible value shift from the #factor thatis used to prevent division by
zero. While we encouraged such color shifts in the direct prediction method
as a means to stabilize warping, they are troublesome for our kernel-based
synthesis method as the darkening breaks the linearity assumption of the
splatting step.

To resolve both issues, concurrently with Niklaus et al. [2023 and as com-
monly done in deep learning frameworks for the regular softmax normaliza-
tion [Goodfellow et al., 2016], we use the translational invariance property
of softmax and subtract the maximum weight. To further improve stability
for small splatting kernel weights, we take the logarithm of the kernel and
move it inside the exponentiation. With that, we rewrite Eq. 4.1 as

[ -

S(Hlyl= & w(xy) I a w(xy)+# (4.22)

x2W x2W
w (x,y) = exp(Z[x] + log(k(x+ f[x] y)) m(y)) (4.2b)
m(y) = rxn26\1,>v<(2[><]+ log(k(x+ f[x] vy))). (4.2c)
Subtracting the maximum term ensures that
r)l(wza\\/i/(W (x,y) = exp0) =1 (4.3a)
1oawxy jw (4.3b)
x2W

for every pixel y with at least a single non-zero weight contribution, making
the division stable and unaffected by the # In practice, it can be implemented
in two passes - in the rst pass m(y) is estimated for each target pixel y by
performing maximum forward warping, and in the second pass performing
shifted softmax splatting.

Unlike the method of Niklaus et al. [2023, our splatting is stable even for
small kernel coef cients as demonstrated in Figure 4.4.



4.3 Kernel-Based Frame Synthesis

Figure 4.4: A toy example showing normalized softmax splatting of a single pixel. A
bilinear kernel is used thus the target spans across 4 pixels (in yellow, offset
has been increased for the visualization). Second row is showing the recon-
structed image after applying a 3x3 uniform kernel while ignoring boundary
pixels with no contributions. It can be observed that the prior methods can
introduce a color shift in the nal image.

4.3 Kernel-Based Frame Synthesis

Following the direct prediction approach, we employ a GridNet [Fourure et
al., 2017 that processes the motion compensated feature pyramids. How-
ever, instead of predicting the nal 3-dimensional RGB colors, it outputs an
18-dimensional representation (see Figure 4.3b). In our design, it serves as
query data in an attention-inspired mechanism [Vaswani et al., 2017. As a
result, this predicted representation is expected to act as a reference to the
missing frame and help with the kernel estimation.

Kernel Weight Prediction. We use an attention-inspired mechanism to
predict per-pixel keys, queries, and scaling coef cients. These are used for a
size-independent kernel estimation. The output of GridNet is decomposed
into queries @ 2 R" W D where D = 16 is the per-pixel vector size, and
d 2 RH W 1the scaling for each key-frame i 2 f 0,1g. Keysk! 2 RH W D
and biasesb' are estimated from the splatted feature pyramids F'and F! for
each keyframe separately, usingtwo 1 1 convolution layers.

With the estimated coef cients and feature maps, we compute the weighting
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scorew. For each output pixel y, we estimate the relevance weight to any
other pixel x in warp i with

wy = (d)%iay  Kidiz+ b, (4.4)
where we square the predicted scaling factor to constrain the weighting to
be inversely proportional to the feature distance. The bias term b' is moti-
vated to allow down-weighting contributions from pixels in splats that can
be viewed as oultliers.

Kernel Application. Having the weighting metric, we can build a local

kernel by limiting the distance between y and x to the neighborhood N

around the center y (e.g. maximum of 5 pixel displacement for kernels of

size 11 11). The output I; is synthesized as

&N & o (y) Mk exp(Wyy) S(li, f)[x]
&1 &yon (y) Mk exp(wi,) + #

iyl = , (4.5)

where N = 2 is the number of input frames and M' 2 f 0,1g" W a binary
map that indicates holes in the warped frames. One major advantage of our
approach isthat N can be dynamically adjusted during inference to increase
the perceptual window with bigger or dilated kernels, which is important to
inpaint larger holes that would be challenging for directly predicted kernels
with static size.

Dynamic-Offset Kernel Application. In practice, due to computational
concerns, we only want to estimate kernels with large offsets in regions with
holes in the splats. To this end, we propose using a dynamic per-pixel ker-
nel size estimation and application. The offset g is de ned as the minimum
offset such that at least G contributing pixels are present:

g=argmin G a M (4.6)
g0 x2h(y,g9

which can be used to de ne the pixel neighborhood

Ni(y) = fx2 h(y,g)j M\ = 1g (4.72)
h(y%g99 = fxj ky° xk¢ g% (4.7b)

During training we use a constant offset g = 5, but during inference the
offset is dynamically adapted to ensure G= 112 contributing pixels.



4.4

4.4 Adaptive Interpolation

Kernel Implementation. A naive implementation would compute Equa-
tion 4.5 and its partial derivatives w.r.t. inputs in a single kernel call. In-
stead, we propose to balance performance and operator exibility/imple-
mentation complexity by disentangling per-frame weighted sum computa-
tions and relying on auto-differentiation. To achieve that, we re-write Equa-
tion 4.5, taking the factor r;(y) outside of the inner sums as:

&1 (& xan igy) Wi S, T DD Ti(Y)

It[y] B é-{\l(é u,v2N (m,n) Wiyx)ri(y) (4.8a)

Wy = exp(Wyx  mi(y)) (4.8b)

ri(y) = expgmi(y) max m;i(y)) (4.8¢)

mi(y) = max wi, (4.8d)
x2N '(y)

This allows us to compute and output three simpler quantities for each of
the frames:

* Byonity) WS F)IXT
" AN (y) Wyx
« mi(y) .

These are all numerically stable due to the subtraction of the largest weight
before exponentiation, and can be recombined by applying Eq. 4.8 on dense
tensors to obtain the original values.

Adaptive Interpolation

A naive application of frame interpolation, where entire frames are skipped
in favor of interpolation, already leads to a reduction in rendering time,
and on average, the interpolation quality degrades with the number of
skipped frames. However, the error is often concentrated on relatively small,
fast-moving objects, while a nearly static or slowly drifting background is
correctly interpolated. Based on that observation, we propose a spatio-
temporally adaptive interpolation: the gap between the keyframes is chosen
dynamically per pixel or tile. In other words, a choice to render or not render
is made per pixel or tile in the sequence, instead of full frames. This signi -
cantly improves the interpolation quality while rendering the same number
of pixels.
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We propose an approach that involves just two renderer invocations. In the
rst pass only the auxiliary feature buffers for each frame of the sequence are
generated, as these are required at every frame and pixel. From the data of
this rst pass, we estimate a maximum keyframe gap for each of the tiles, i.e.
interpolation interval and generate rendering masks. In the second rendering
pass we use the masks to render the necessary regions, then use frame inter-
polation for the remainder. This design is motivated by the goal to reduce
the total latency of rendering that can be parallelized across many comput-
ers.

An overview of the method during inference is shown in Figure 4.3c.

4.4.1 Implicit Error Prediction

54

To choose an optimal interpolation interval, we rst predict how good the
interpolation network would perform from just the auxiliary feature buffers

A; as inputs (albedpnormals depth and velocity). For this task, we regress an
implicit error map d" 2 (0,1) at a resolution %5 of the original. Training is
done by minimizing the following loss:

L Error = Limage(it (T dM+ 1y 41+ | JJdthJ% (4.92)
d" = d(Ao, At,Ay) (4.9b)

where I is the interpolation result, 1, the ground truth frame at time t, and
L imagelS the chosen image loss.

The model d shares many elements with the main method. Context fea-
tures are extracted with and splatted, using the same optical ow model and
warping technique. When computing the optical ow for the error network,

we pass zeros for the color channels as they are not available. In Section 4.5.4,
we show that this produces a good approximation of the nal motion. From
the warped context features and the magnitude of velocity vectors jjvijj2, a
VGG-style [Simonyan and Zisserman, 2015 network with a sigmoid activa-
tion as a last layer is used to predict the error map.

The prediction is an implicit error map because, contrary to some other
works [Vogels et al., 2018, we do not perform direct error regression. A
key advantage here is that error metrics typically depend on the scale of
color values, which are not available for the error-prediction network thus
are hard to match. Additionally, it can be trained with the same image losses
as the interpolation network, even when they do not provide per-pixel er-
rors, such as LPIPS.



4.4 Adaptive Interpolation

Figure 4.5: lllustration of the mask generation process. Given any subsequence with the
rst and last frames (A and B) available, we need to decide which regions can
be interpolated in the middle frame. The interpolation interval indicates the
largest possible distance to a keyframe for every pixel. According to the true
keyframe distance n, different regions will be selected for rendering when the
interval is below it. The middle frame is then considered available, and itself
becomes a keyframe for other intervals. Images © 2023 Disney / Pixar

4.4.2 Interval Estimation and Mask Generation

We rst de ne the interpolation interval for each frame as the largest
keyframe interval that allows interpolating the frame, while ensuring that
the error remains below a chosen threshold p 2 (0,1). More formally, the
interval at a pixel or tile X is de ned as:

intervak[x] = argmax df[x]< p (4.10a)
k2z70 k K
with  d= d(A; A, Ay for k>0 (4.10b)

with k = 0 indicating no interpolation (i.e. always rendering) and hence

d® = 0. K = 25 is our chosen maximum one-sided interval, meaning that
there will always be a keyframe no more than K frames away. If one of the
input frames does not exist, i.eat the beginning or end of the sequence, we
setd< = 1.

In terms of control, the threshold p can be used as a knob by the artist to
balance between interpolation quality and speed.
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Region Selection.  To generate masks, we start by marking the rst and
the last frame to be rendered and use them as the keyframes. We then select
the middle frame. For this middle frame, any pixel x that has an interpola-
tion interval interval[x] smaller than the actual distance to the keyframe is
selected for rendering. See Figure 4.5 for an illustration.

We then convert pixel-wise masks to tiles by expanding their boundaries
with a Gaussian blur, and select every 64 64 tile with at least one marked
pixel. After this, the middle frame is considered ready, and we process the
resulting two sub-sequences in the same manner. A formal description of
the region selection is provided in Algorithm 2.

ALGORITHM 2: Rendering region selection

to _render f first _frame : full(),last _frame : full()g

q

Queud (first _frame,last _frame)Q)

while g not emptydo

end

b,ub g.pop)

mid  round((lb + ub)/2)

if Ib+ 1< midthen g.push((lb,mid))

if ub 1> midthen g.push((mid,ub))

keyframe _distance max(mid Ib,ub mid)
render _mask= interval g < keyframe _distance
render _-mask= gaussianblur(render _-masks = 1.0) 0.05
render _-mask=tiles with_any_pixel(render _masK
if mear{render _-masl  95%then

| render _mask= full()

end

to _render [mid] = render _mask

return to _render

After having rendered all requested regions, we repeat the same processing
order, interpolating non-rendered regions from |y, lyp.

4.5 Experimental Results
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Implementation details. Our implementation follows the direct predic-
tion approach of Chapter 4. We replace the original splatting with our stable
implementation, substitute the shifted ELU [Clevert et al., 2016 weighting
with softmax splatting [Niklaus and Liu, 2020], and use our kernel-based
frame synthesis approach. To compensate for the increased computations
from kernel application, we reduce the output dimensions of full and partial
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context encoders to (16, 32,64 and (8, 16,39 channels with no noticeable
decrease in reconstruction quality.

The queries and scaling factors are predicted from the initial estimate with
networks that consist of rc12rc12 and two rc8rcl, where R is a ReLU activa-
tionand ckis1l 1 convolution with k output channels. Keys and biases are
estimated with equivalent networks to queries and keys, but with separate
parameters.

Handling linear RGB inputs. Preprocessing is necessary to handle lin-
ear RGB inputs that have unconstrained range. To support existing optical
ow training procedures, typically using the sRGB colorspace, we extend
the linear-to-sRGB transform by applying a log transform for values > 1
using the following formula:

lin2sRGB(I[x]) ifI[x] 1

0.38278 log(I[x] 0.12922+ 1.05296 otherwise (4.11)

We use this transform for all inputs of the estimation networks. However, to
maintain linearity, we perform warping and apply the kernels in linear RGB.
We observe that, by using this transform, ow networks handle HDR data
well even if trained only with data in the range of [0, 1].

Training.  Totrain the interpolation network, we keep the training schedule
from the direct prediction method. All losses are computed after applying
the extended sRGB color transform to be able to use a pre-trained VGG-
16[Simonyan and Zisserman, 2015 network.

Evaluation. We extend the evaluation dataset to 75 sequential frame
triplets from movies that are not part of the training dataset. 25 of them
are manually selected as challenging sequences, and the remaining 50 are
randomly sampled. We reject trivial samples where the PSNR of overlaid
inputs is larger than 40dB, or both DAIN [Bao et al., 2019 and the direct
prediction method achieve PSNR above 42dB, which we consider an almost
perfect reconstruction. We report the average PSNR, SSIM, LPIPS [Zhang
etal., 2018, SMAPE [Vogels et al., 201§, and the median VMAF 2 value over
the full dataset.

1v0.1.2, “alex” network
2https://github.com/Netflix/vmaf/tree/v2.2.0 (last accessed: 04.04.2025)
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Table 4.1: Model parameters

Module Direct Prediction Kernel-Based
Flow network 3.895M 3.895M
Full feature encoder 206K 73K
Partial feature encoder 20K 13K
Weight map estimator 118K 118K
GridNet 3.272M 2.89M
Key/Query estimation - 2.528 K
Total 7.543M 7.002V

Model Size and Runtime. It takes 0.76 0.01s to interpolate a single
1920 804px frame on an NVIDIA RTX A6000 GPU. To interpolate 10 addi-
tional 3-channel layers along the main color, ittakes 1.15 0.01s. In the same
setting, the baseline direct prediction scales linearly and takes 0.52 0.01s
and 5.39 0.03srespectively.

In Table 4.1 we list the number of parameters of the different components
compared to the direct approach. The compact model size allows interpolat-

ing 4K content even on low-memory hardware and it takes 2.53 0.01s and
< 23GB.

4.5.1 Ablation Study
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In our ablation study (Table 4.2) we rst evaluate the importance of the dif-
ferent terms present in our kernel weight estimation model. We ablate scale
a{, by setting it to 1, bias bl by setting it to 0, and use of dot product compared
to the L2 distance, de ning the weight as

w, = (d)2(ay) Tkl + B (4.12)

Additionally, we compare against alternative kernel-based synthesis ap-
proaches and show that our proposed kernel based synthesis performs bet-
ter than all the alternatives on all error measures.

Direct Prediction.  We use the method introduced in Chapter 3, trained
with our extended sRGB color transform to support HDR images.

Af nity-based Kernel Prediction. To adapt the kernel estimation using
af nity of neural features [Is k et al., 2021] to frame interpolation, we con-
catenate all top-level splatted features, same as the inputs to the GridNet
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Table 4.2: Ablative experiments of the proposed components. The rst part evaluates
choices made in our weight computation approach. The second part compares
our method with alternative kernel-prediction (KP) variants and direct output
synthesis (our baseline).

PSNR SSIM LPIPS SMAPE VMAF

" " 4 " "

o w/o a{, (diverged) n/a n/a n/a n/a n/a
o w/o b 35.48 0.952 0.0548 3.193 89.36
E w/ dot product 34.97 0.950 0.0583 3.389 89.18
) Ours full 3573 0953 Q0537 3171 8956
S Direct Prediction 35.65 0.952 0.0560 3.317 88.51
E Af nity-Based KP 32.73 0.936 0.0902 4.045 79.05
2 Direct KP 3496 0.949 0.0594 3.287 86.83
§ Direct Multi-Scale KP  35.44 0.950 0.0572 3.213 86.72
UC>)‘ Ours full 3573 0953 Q0537 3171 8956

in our approach, and use them as the input for a UNet [Ronneberger et al.,

2014

with the same size as in the original denoising approach. Instead of

predicting a single set of features/bandwidth parameters ¥, &, ¢, we

X

estimate two sets for each of the keyframes and use them to compute per-

splat w

k

Xyuvt: These weights are then applied for each frame, summed, nor-

malized with the sum of the weights, and applied with increased dilations
as in the denoising approach.

An outlier in the results, it suggests that asymmetrideature maps are neces-
sary for the task of frame interpolation.

Direct Kernel Prediction.
kernels from the output of the GridNet with two

We directly predicttwo setsof 11 11 per-pixel

rc64rc121 convolutional

layers.

Direct Multi-Scale Kernel Prediction.

Following the single scale ap-

proach, we apply direct kernel prediction on 3 levels of scale, using 16, 32, 48
feature outputs from GridNet as the input for kernel estimator. Addition-
ally, we predict weight parameter a, for each scalel with an rcl2rcl layer,
upsample all the inputs and use softmax weighting over fag to merge all
bilinearly upsampled outputs.
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Table 4.3: Quantitative comparisons with prior methods. In the rst block we report
metrics for color-only methods. The second block contains methods designed
for rendered content.

PSNR SSIM LPIPS SMAPE VMAF

" " # # "
DAIN [Baoetal., 2019 27.81 0.882 0.1143 6.695 54.75
AdaCoF [Lee et al., 2020 27.14 0.867 0.1427 7.604 41.44
BMBC [Park et al., 2024 26.66 0.867 0.1454 7.736 45.88
CAIN [Choi et al., 2024 2724 0.868 0.1762 7.738 44.37
XVFI [Sim et al., 2021 27.67 0871 0.1349 7.061 48.94
XVFI (Vimeo) 26.88 0.868 0.1510 7.694 44.42
ABME [Park et al., 2021 28.12 0.889 0.1426 6.912 48.82
VFIFormer [Lu et al., 2022 2799 0.886 0.1405 7.019 50.40
RIFE [Huang et al., 2022h 2754 0.877 0.1137 6.994 51.65
FILM [Reda et al., 2022 2866 0.883 0.1006 6557 6016
NFIRC [Direct prediction, Chapter 3] 35.62 0.952 0.0547 3.492 88.94
Ours [Kernel-based] 3573 0953 Q0537 3171 8956

4.5.2 Comparison with Prior Methods

Quantitative comparisons with prior works are presented in Table 4.3. In
this case, adaptive interpolation is not used, and we compare the core in-
terpolation method on full frames. As our model takes advantage of the
additional information available for rendered content, it outperforms even
most recent image-based video frame interpolation works [Reda et al., 2022;
Lu et al., 2022 by a large margin.

Although our main objective was to increase the possibilities for frame in-
terpolation through a kernel-based synthesis, our model also slightly out-
performs the previous direct prediction method, referred to as NFIRC. By
relying on kernel application for image synthesis, our method is more ro-
bust and by construction cannot produce color artifacts that can sometimes
be observed in the direct prediction outputs, as shown in Figure 4.6. Addi-
tional visual comparisons including color-only methods are shown in Fig-
ures 4.7-4.8. Video results are provided in the supplementary video 3.

Shttps://www.youtube.com/watch?v=PUOCJDUAYzg(last accessed: 04.04.2025)
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Qurs Inputs NFIRC Qurs R
PSNR | SSIM | LPIPS 36.13 dB | 0.970 | 0.1427 43.97 dB | 0.988 | 0.047
PSNR | SSIM | LPIPS 27.97 dB | 0.828 | 0.2560 28.07 dB | 0.841 | 0.17¢
PSNR | SSIM | LPIPS 17.22 dB | 0.685 | 0.3937 17.62 dB | 0.694 | 0.351
PSNR | SSIM | LPIPS 24.91 dB | 0.904 | 0.1715 24.70 dB | 0.915 | 0.14¢

Figure 4.6: Qualitative comparison with the direct prediction method (NFIRC - Chapter
3). It can be observed that the kernel-based method is much more robust to
color artifacts. © 2023 Disney

Inputs DAIN VFIformer FILM NFIRC Our

PSNR | SSIM | LPIPS 21.55 dB | 0.909 | 0.0845 21.95 dB | 0.920 | 0.0779 21.51 dB | 0.908 | 0.0720 3

Figure 4.7: Visual comparison with both color-only and renderings frame interpolation
methods. © 2023 Disney
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Inputs DAIN VFIformer FILM NFIRC Ou

PSNR | SSIM | LPIPS 32.95 dB | 0.960 | 0.0221 33.60 dB | 0.969 | 0.0181 33.78 dB | 0.969 | 0.0166

Figure 4.8: Visual comparison with both color-only and renderings frame interpolation
methods. © 2023 Disney / Pixar

Inputs NFIRC Ours f

PSNR | SSIM | LPIPS 48.14 dB | 0.996 | 0.0037 47.52 d|

Figure 4.9: A dif cult interpolation example where the mouth opens and closes between
the keyframes, thus some of the regions are not present in any of the inputs.
Direct prediction attempts to generate some details, but produces slight ar-

tifacts. Our kernel-based method inpaints it from neighboring regions. ©
2023 Disney
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Figure 4.10: Results of the alpha channel interpolation, visualized by performing alpha
unpremultiplication with the interpolated color and alpha. See the text

(Section 4.5.3) for more details. © 2023 Disney / Pixar

4.5.3 Additional Channel Interpolation

The key motivation for our kernel-based interpolation is to allow the inter-
polation of any number of layers in a video sequence. This is illustrated in
Figure 4.1 for the decomposed per light contribution. In Figure 4.10 we show
another possible application by interpolating the alpha channel. To obtain
our results we apply the set of kernels estimated from the color RGB. For
the direct prediction (NFIRC), as it does not support multi-channel interpo-
lation, we run the network for a second time on the alpha channel (repeated
across channel dimension, using the average of the outputs). To evaluate
the consistency of both outputs, we perform alpha unpremultiplication, i.e.
compute coloP = color (alpha+ 10 4), often done for color grading pur-
poses. NFIRC shows signi cant artifacts due to inconsistent interpolation,
while our method behaves similarly to the reference. In addition to the im-
proved results, the possibility to apply the same estimated kernels also in-
duces run-time savings, contrary to the direct prediction model that needs
to be run for every selected layer.

4.5.4 Adaptive Interpolation

Training Details.  To better handle velocity vectors instead of motion cor-
respondences as produced by RXAR RENDERM AN, we double the training
dataset size by adding shots from two additional movies. Training is con-
ducted on sequential 3-frame sequences. During inference, we increase the
frame gap to a maximum of 25 frames. We use SMAPE as the image loss
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Figure 4.11:
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Table 4.4: Frame interpolation evaluation with modi ed ow network (FN) inputs.
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FN Colorinputs PSNR SSIM LPIPS

RGB color 3573 0953 00537
Zeros 35.69 0.953 0.0541
Random Noise 35.65 0.953 0.0541

for training. The architecture of the error prediction network is provided in
Appendix C.

Flow Network Re-Use.  Table 4.4 shows our method's evaluation with col-
ors in the ow estimation network replaced by zeros or random noise. Since
only a small decrease in quality is observed, we conclude that the same net-
work can be used to estimate motion just from the feature buffers without
the color inputs.

Comparisons. We compare our adaptive interpolation with the baseline
of equally-spaced full keyframes by skipping 2 to 6 frames. The adaptive
method is run with a threshold value p that requires rendering fewer pixels
than the respective xed interval variant. In our experiments, we use a 7-
step binary search to nd this threshold value. We evaluate the method on 7
shots with a total of 965 frames and report the average PSNR results in Fig-

Frame interpolation with spatio-temporally adaptive vs. xed intervals by
the number of rendered pixels. Results are averaged over 7 shots from ani-



4.5 Experimental Results

Figure 4.12: Visual comparison of frames with the lowest PSNR of the sequence, gener-
ated by xed (left) and adaptive (right) interval interpolation, both using
the rendering budget of 20% pixels. The plot (bottom) shows PSNR of
every frame after a 3-frame minimum Iter. Images © 2023 Disney / Pixar

ure 4.11. To avoid unde ned PSNR values for rendered full keyframes, we
perform full-shot measurements, e.g.for obtaining PSNR we rst compute
the mean squared error over the whole sequence. For the same (or lower)
number of rendered pixels, the adaptive strategy signi cantly improves the
quality of the results.

In Figure 4.12 we show the worse-case frame of both strategies for one of the
sequences. More gualitative comparisons are provided in the video.

Runtime Breakdown.  To evaluate the latency added by an additional aux-
iliary buffer rendering pass, we extend B LENDER's CYCLESphysically-based
renderer to record per-tile rendering time and an option to render only fea-
ture buffers. We then use this to approximate the total latency of render-
ing on a 32-core CPU and NVIDIA RTX A6000 GPU. It takes, on average,
0.30 0.01sto estimate the implicit error map, per single frame and interval,
with 1920 804px frames, while the nal mask selection is negligible, tak-
ing only 0.62sto process a whole 96-frame sequence. Figure 4.13 shows that,
similarly to the proportion of rendered pixel, adopting an adaptive strategy

is also well justi ed in terms of runtime. The overhead of rendering tiles
from different frames is negligible. Exact details on the dataset generation
and runtime computations are provided in Appendix C.
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Figure 4.13: Frame interpolation with spatio-temporally adaptive vs. xed intervals by
the rendering time. Results are averaged ovBLBNDER'Ss shots

4.6 Chapter Conclusion

In this chapter, we have proposed two extensions to the feature-guided ren-
dered content interpolation method. The rst extension replaces the direct
output synthesis network with an attention-inspired kernel prediction ap-
proach. Combined with a numerically stable splatting implementation, this
approach increases the robustness of the method and enables new applica-
tions by consistently interpolating variable outputs. The second extension
introduces a spatio-temporally adaptive rendering approach that selects re-
gions of the sequence that can be successfully interpolated, while the rest
needs to be rendered. This strategy allows to signi cantly reduce the render-
ing budget compared to interpolation with xed keyframe intervals, with-
out sacri cing the reconstruction quality. Both combined, it makes a step
further into the wider adoption of frame interpolation as a standard tool for
enabling cost savings in high quality rendering.

There are still remaining challenges, in particular with interpolations that
would require detail hallucination, as shown in Figure 4.9, and with in-
terpolation of scenes with complex elements such as uids, re ections and
shadows. Regarding adaptive interpolation, focusing on capturing lighting
changes and using all partial inputs could further increase ef ciency. An-
other interesting area for further explorations is on how to optimally com-
bine adaptive interpolation with the state-of-the-art temporal Monte Carlo
denoising methods.

66



CHAPTEHR

Controllable Tracking-Based
Interpolation

Figure 5.1: We present a tracking-based video interpolation method that can take sparse
user-speci ed point tracks as input to improve interpolation quality and ex-
press user's artistic intents. Our method initially generates results without
any additional inputs, outperforming existing state-of-the art methods Per-
VFI [Wu et al., 2024 and GIMM [Guo et al., 202} Users can then option-
ally interact with the method to re ne tracks or specify non-linear motion
trajECtOI'ieSJmages from The Daily Dweebs by Blender Animation Studio.

In Chapters 3 and 4, we achieved signi cant improvements in the interpola-
tion of rendered content through the guidance by auxiliary feature buffers.
However, these improvements do not directly transfer to content that does
not have auxiliary buffers readily available, such as live action content or
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re-timing of composited renderings. In this chapter, we present a frame in-
terpolation method that is instead guided by sparse point trajectories. These
trajectories are obtained fully automatically using a point-tracking method
or further re ned through user guidance.

While the recent advancements in color-only video frame interpola-
tion (VFI) [Jin et al., 2023; Li et al., 2023; Guo et al., 2024; Zhou et al.,
2023 have greatly improved the quality of interpolated frames, nding cor-
respondences in scenes with large or complex displacements between the
keyframes and compensating for the motion remains a challenging problem,
limiting practical use cases. Additionally, as an ill-posed problem, VFI typi-
cally generates a single variant out of many plausible intermediate frames.
However, this output can often differ from the user expectations. Yet, so far
little research has been done in adding control over the interpolated outputs.

On the other hand, signi cant progress has also been made in estimating
sparse point correspondences[Luo et al., 2023b; Zhang et al., 2024b and
tracking points through a video [Tumanyan et al., 2025; Doersch et al., 2023;
Karaev et al., 2025; Neoral et al., 2024; Wang et al., 2043 Despite this
progress, such point tracks have not yet been utilized to improve frame in-
terpolation. Furthermore, frame interpolation methods are typically trained

on real-world videos containing various kinds of motion, yet during train-

ing a simple motion model is used leading to misalignment between the
interpolated output and the reference.

In this chapter, we make the connection between point tracking, and non-
linear motion estimation to present a novel tracking-based frame interpo-
lation method, designed around enabling using user control over interpo-
lation outputs. It takes sparse point tracks as an input, obtains dense ows
from keyframes to the target frame, and inverts and re nes them into optical
ows that are used to synthesize the nal frame. The tracks can be estimated
with an off-the-shelf tracking algorithm or further re ned through a user
interaction, e.g. to specify correspondences that were missed by the point
tracker or to control their trajectories between the keyframes. By training
the model with tracks that are estimated from full sequences, including the
target frame, we allow it to reconstruct the true motion and avoid temporal
misalignment between the model prediction and the ground truth, similarly
on how it was addressed in rendered content interpolation. As an additional
means of control, we propose an extension to our model to enable test-time
trade off between hallucination and blurriness, similar to a low-rank adap-
tation (LoRA) [Hu et al., 20224 of the model weights.

Although we focus on adding controllability through point tracks, our base
model already achieves competitive performance on challenging datasets.

68



5.1 Method

Especially when considering subjective ratings, our base model excels even
when compared to concurrent work. When leveraging point tracks, we can
show signi cant interpolation quality improvements, both subjectively and
objectively.

To summarize, the contributions presented in this chapter are:

» the rst frame interpolation architecture that can utilize a set of
sparse point tracks for motion compensation, enabling non-linear
interpolation during training and inference;

* introducing controllability regarding motion and appearance to help
artists address potential imperfections and achieve their artistic in-
tent;

* achieving state-of-the-art frame interpolation results on challenging
sequences.

5.1 Method

The goal of our method is to reconstruct a frame |; between two keyframes
It 0,19 Py utilizing sparse point tracks extracted from the video or provided
as user input. An overview of the method is shown in Figure 5.2.

First, we obtain and process point tracks between the input frames. We then
use them to compute coarse non-linear optical ows from the keyframes the
target temporal position, followed by ow reversal and re nement which
applies multiple iterations of ow update steps. Finally, we use the re ned
ows to backward-warp the keyframes and synthesize the nal frame.

5.1.1 Obtaining Point Tracks

At rst, we obtain L point tracks, such that I-th track P' = f(x},v})jj 2
N g contains the position x of the same 3D point projected onto the camera
in each of the N input frames and v 2 f 0,1g denotes its visibility. Here,
we consider that the tracks can be obtained automatically using an off-the-
shelf method, or re ned and provided manually through a user input. For
most of our experiments, we automatically extract point tracks using the
CoTracker2 [Karaev et al., 2029 method.

To obtain the positions of automatically extracted tracks at the target time
step t, we linearly interpolate the position of each track by default.
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Figure 5.2: Method overview. The initial tracks are obtained using an off-the-shelf
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point tracker and can be further adjusted by a user interaceam,to specify
non-linear motion between the keyframes. These tracks are densi ed at the
keyframes, forward-warped, and further re ned to obtain the nal bilateral
OoWs fﬁf 0.1g° Finally, they are used to backward-warp keyframe feature
pyramids to synthesize the nal framehages from Big Buck Bunny by Blender Foundation.

In case the track visibility changes between the two key-frames l¢q 44, it is
unknown at which intermediate time instance it became occluded. To re ect
this, the visibility v for the interpolated track position is set to the minimum
of both key point, i.e.itis marked as visible only if it is visible in both clos-
est keyframes. Note that since a point can be tracked through the entire
video, any discrete higher-order point interpolation methods, such as cubic
splines, can also be used. Additionally, their position and visibility at the
target frame can be further adjusted via a user input.

As during training the target frame is known, we extract tracks from all in-
put frames to obtain a better estimation of their position and visibility. This
allows to spatially align the outputs with the reference image, resulting in
a better training supervision signal, similar to the intermediate frame align-
ment for rendered content in Chapter 3.
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Figure 5.3: Track densi cation intofog . We show the output of the nearest-neighbor
and barycentric interpolation approaches compared to our densi cation
method for obtaining the optical ow from a keyframe to the target frame.
For reference, we show RAFT output which can not be obtained during in-
ference since the middle frame is unknown as well as the source fragae.
from DAVIS dataset.

5.1.2 Flow Densi cation

Having sparse correspondences from one of the keyframes | to the inter-
mediate target frame |; and the other keyframe 14, our goal is to obtain the
dense ow fq ¢ that follows the given tracks. Figure 5.3 illustrates the im-
provements from our densi cation process. For context, we show the refer-
ence optical ow computed from the ground truth middle frame.

Although naive, spatial nearest-neighbor interpolation of displacements as-
sociated with the visible points is a good starting point. More formally, we
de ne this nearest ow eld from itojatpixel y as

fi jyl=P PR, 1 = agmin jP yijj. (5.1)
12f 1.L jvig
However, this densi cation is agnostic to the image content and contains

inaccuracies (see Figure 5.3). This is not improved even by more complex
barycentric interpolation.

To improve on this initial result, we want to re ne the initial coarse ow esti-
mation fo 1 by utilizing input frames 1o and 11. While any re nement model
can be used, for the purposes of our experiments, we leverage DOT [Le Mo-
ing et al., 2024, which uses the coarse ow as the initial starting point for a
task-adjusted RAFT optical ow model. While we cannot use DOT directly
to obtain Fy ¢, aslt is unknown, we employ it to obtain re ned keyframe
ow fo 1 (andfy oanalogously):

fo 1= DOTor 1,10,11) - (5.2)

On one side, re ned keyframe ow better represents the pixel level neigh-
borhood relationship in terms of both content and motion, while on the other

71



Controllable Tracking-Based Interpolation

Figure 5.4: The different stages for the densi cation of tracked points, transitioning from
the initial set of tracked points to dense target and key frame ows. We
use the keyframe ow from DOT to query motion vectors from the tracked
point to create a better result for both the target (middle) and key frame. See
Section 5.1.2 for more details.

side, the motion of the tracked points is more reliable. Our proposal is
to leverage both for a better densi cation. Speci cally we use the re ned
keyframe ow to associate each pixel with a tracked point that best rep-
resents its motion. To this end, we rst nd a set of the spatially nearest
neighbors and then from those select the one with the closest displacement
value. More formally, we de ne it as:

fo tyl= P P, (5.3a)
| = argminj(P, PY) fo 1lyli, (5.3b)
12N IS(y)
1 n .. -w 0
Nk(y) = k k2argsorty | jygli Pl yiia (5.3c)

where N}L gives the K = 16 spatially nearest visible neighbors.

A representation of the these different re nement stages is provided in Fig-
ure 5.4, where we see the transition from the initial set of tracked points, the
densi cation using nearest-neighbors, the re nement of the key-frame ow
using DOT, and its usage to query motion vectors from the tracked point to
create a better densi cation for both the target (middle) and key frame.

5.1.3 Flow Re nement and Frame Synthesis

A

Having obtained trajectory-adjusted ows f;; { from the keyframes to the
target time step, we use them for the nal frame synthesis. As the densi ed
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outputs are still relatively too coarse to directly splat feature representations,
as was done for the rendered content interpolation method. Instead, we
perform ow reversal by splatting ows to the target time step, re ne them
by applying iterative ow update steps, and, nally, use backward warping

to provide keyframe information to the frame synthesis module.

Flow Reversal. To obtain the initial ows f?! ifromthe intermediate frame

to keyframes, we perform ow reversal with softmax splatting:
0= S( fi ofi o). (5.4)

As we cannot use brightness constancy due to non-linear motion, we opt to
use depth-aware weighting [Bao et al., 2019 extracted with the monocular
Depth Anything V2 [Yang et al., 2024 model and further re ned with a small

A

network together with the input features and ow  fj; .

Flow Re nement. We re ne the initial ow elds f?!f 0.1g over K = 4 iter-

ations into the nal ows f simultaneously solving the interpolation

and optical ow problems.

K
tf 0,1g’

At rst, we compute 5-level scale-agnostic feature pyramids [Reda et al.,
2024 of the input frames. In every iteration, we backward-warp the bottom

3 levels of scale {/ 4,1/ 8,1 16) with the current ow estimates f{‘!f 0.1g and
update ows along a hidden state h that is initialized as a learnable vector,

repeated across the spatial dimensions.

For the update step, we choose to adopt recurrent update block, re-purposed
for multi-level processing [Wang et al., 2025. This is achieved by starting
the processing from the lowest level and concatenating it with the bilinearly
upsampled hidden state of the previous level. The ow update is only per-
formed at the 1/ 4 resolution.

Frame Synthesis. For the nal frame synthesis, we construct a pair of
feature pyramids and bilinearly backward-warp them with rescaled and bi-

linearly resampled fﬁf 0.1g° We then apply an occlusion mask to the warped

frames of the valid pixels in f?!f 0.1g° That is, we zero out warped features if
not a single value was forward-warped to that pixel.

Warped features, along with the nal hidden state hy at Y 4 resolution, are
concatenated on every level of scale and processed with a GridNet [Fourure
et al., 2017 to obtain the nal interpolated frame. The GridNet architecture
is adopted from the rendered content interpolation model.
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5.1.4 Low-Rank Sharpness Adapter

Training with just pixel losses often yields blurry results therefore many
methods perform a ne-tuning stage with a perceptual feature loss [Niklaus
et al., 2017b; Niklaus and Liu, 2018; Niklaus and Liu, 2020] as well as style
loss [Reda et al., 2022; Plack et al., 20430 improve the perceptual quality.
However, models tuned with perceptual losses can sometimes exhibit arti-
facts or hallucinate unwanted anomalies such that blurry results can be the
preferred behavior. We propose a method extension that allows to control
the trade-off between the delity, with potential over-blurring, and quality,
with potential detail hallucination. It is implemented based on low-rank
adaptation (LoRA) [Hu et al., 20224.

First, we train the model without any perceptual losses and then ne-tune
only the low rank updates for each convolution [Mangrulkar et al., 2022] of
the frame synthesis network lateral blocks while adding VGG feature differ-
ence loss[Niklaus and Liu, 2018]. The output of each convolution is rede-
ned to

y= F(x)+ w DF(x) (5.5a)
DF (x)= K & K¢ " x (5.5b)

where x is the input, F is the original convolution with d output channels,
and DF, is a low-rank convolution, rst mapping inputs to the lower  r-
dimensional space and then transforming back to the original d-dimensional
space. The control weight w is sampled uniformly during training  w U (o 1.
Both DF, weights are ne-tuned and the second weight is initialized with
zero weights while the original F (x) is frozen.

During inference, we can dynamically change the control weight w to
achieve different outputs without retraining the model. Additionally, the
weight can be changed spatially to control only some parts of the image. To
provide a spatially-varying mask to lower levels of the GridNet, we apply
average pooling operation.

5.2 Experimental Results
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Training Details.  We train our method on V IMEO-90K [Xue et al., 2019
septuplet dataset. During training, we sample random 256 256 crops from
uniformly-spaced frame triplets. For data augmentation we apply temporal

and spatial ips. The model is trained with the Adam [Kingma and Ba,
2014 optimizer with a batch size of 4 for 500 K steps. We use the reciprocal
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square root learning rate schedule [Zhai et al., 2022, performing 100K warm
up and cooldown steps, with peak learning rate of 10 4. Following Lu et
al. [2027, we use L1 and Censuslosses. It takes approximately 45 hours
to train our nal model on a single NVIDIA RTX 4090 GPU using mixed-
precision training.

Sharpness LoORA Training. To train the low-rank sharpness adapter, we
add a perceptual feature loss following [Niklaus and Liu, 2018 ] and train for
an additional 200K steps using a constant learning rate of 10 3. The ne-
tuning takes additional 13 hours.

Point Tracking.  To obtain the points between the keyframes we use Co-
Tracker2 [Karaev et al., 2029. For training, we use a single set of pre-
generated tracks per sequence, initialized on a regular grid with an edge size
of 16 in 3rd and 5th frames and tracked over the whole 7-frame sequence.
During inference, by default we sample 2048 points near motion boundaries
similar to Le Moing et al. [2024. For the user interaction tests we use a regu-
lar grid with an edge size of 32 to have fewer tracks that need to be interacted
with.

Evaluation.  To evaluate our methods, we use the commonly used V IMEO -
90K test split and the more challenging DAVIS [Perazzi et al., 2016 dataset
at 1080p resolution. For the DAVIS dataset we interpolate 4-th frame of each
of the 50 sequences based on its two neighboring frames. We measurepeak
signal-to-noise ratigPSNR), structural similarity index measur¢SSIM) and the
perceptual LPIPS [Zhang et al., 2014 metric.

Runtime and Memory.  When measured over the DAVIS test set, tracking
2048 points takes 0.30 0.00s, while running the whole interpolation model
takes 0.80 0.06s. Model inference on a 2K dataset uses approximately 8GB
of GPU memory, while 4 K content uses approximately 24GB.

5.2.1 Comparison with Prior Methods

To evaluate the unassisted baseline performance of our method, i.e. without
taking any user inputs, we compare it with the traditional state-of-the-art
frame interpolation methods. For quantitative comparisons, we re-evaluate
the methods with implementations provided by their authors and present
the results in Table 5.1.

75



Controllable Tracking-Based Interpolation

Table 5.1: Quantitative evaluation against prior methods. We list the methods trained
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with perceptual losses separately. For our model we report two scores with
different sharpness control parametey,. Finally, we report results with
non-linear motion estimation from four input frames.

VIMEO -90K 256p DAVIS 1080p

PSNR SSIM LPIPS PSNR SSIM LPIPS
n n # " n #

SoftSplat-L 1 inikiaus and Liu, 2020] 36.09 0.970 0.0220 26.65 0.796 0.1907
XVFI-Vimeo [Sim et al., 2021 35.06 0.963 0.0234 24.83 0.752 0.2332

ABME [Park et al., 2021 36.22 0.971 0.0217 27.06 0.811 0.1889
VFIFormer [Lu etal., 2023 36.55 0.972 0.0207 Out of Memory

RIFE [Huang et al., 20221 34.28 0.957 0.0192 26.79 0.792 0.1175
FILM- L1 [Reda et al., 2022 36.05 0.970 0.0201 27.42 0.811 0.1162
AMT-G [Lietal., 2023 36.53 0.972 0.0195 26.80 0.799 0.1832

UPRNet LARGE [Jinetal., 2023 36.43 0.972 0.0206 25.95 0.782 0.2316
EMA-VFI [zhang etal., 2023 36.65 0972 0.0205 26.41 0.784 0.2213
SGM 50%Liu et al., 2024] 35.81 0.968 0.0217 27.14 0.806 0.1760
CFA-RIFE [Zhong et al., 2025 34.85 0.962 0.0241 27.70 0.823 0.1638
VFIMamba [zhang etal., 20244  36.64 0.972 0.0202 27.34 0.814 0.1869

GIMM [Guo et al., 2024 35.74 0.9670.0122 2877 0838 Q0738
Ours-Pg 35.74 0.968 0.0212 28.16 0.829 0.1176
SoftSplat-L g Nikiaus and Liu, 20201 35.45 0.9640.0128 26.20 0.767 0.1337
FILM- L 5 [Reda et al., 2022 35.86 0969 0.0132 27.22 0.802 0.0970
PerVFI [wu et al., 2024 34.02 0.954 0.0179 27.38 0.808 0.0912
LDMVFI [Danier et al., 2024 33.11 0.945 0.0233 24.65 0.727 0.1658
Ours-Pq g 35.49 0.966 0.014227.98 0820 Q0839
FLAVR [Kalluri et al., 2023] n/a 26.29 0.778 0.2874
Ours-Pg g-cubic splines n/a 29.30 0852 0.1123
Ours-P 1 g-cubic splines n/a 28.95 0.8440.0791

A clear bene t from using our method is the possibility to rely on the tracks
to estimate better interpolation trajectories with cubic splines, that represent
the motion more accurately. As shown in Table 5.1 our method shows sig-
ni cant improvement and outperforms prior work by a large margin. Addi-
tionally, even our base model shows a strong performance, especially on
the more challenging DAVIS dataset, and is on par with the state-of-the
art, quantitatively outperforming all prior works apart from the concurrent
work GIMM [Guo et al., 2024.

Qualitative comparison with the top-performing two-frame methods is
shown in Figure 5.5. For FILM and our method we show the perceptually
trained variants. It can be seen that our method has better quality results
when interpolating scenes with complex motion.
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AMT VFIMamba FILM Refe

Inputs
CFR-RIFE PerVFI GIMM (

PSNR | SSIM | LPIPS21.41 dB | 0.725 | 0.3825 22.83 dB | 0.765 | 0.3829 23.11 dB | 0.72
24.39 dB | 0.790 | 0.3555 25.97 dB | 0.809 | 0.0865 23.99 dB | 0.74
PSNR | SSIM | LPIPS17.60 dB | 0.602 | 0.5305 19.90 dB | 0.649 | 0.4639 20.94 dB | 0.62
21.32 dB | 0.706 | 0.3731 21.42 dB | 0.638 | 0.2187 25.33 dB | 0.79
PSNR | SSIM | LPIPS17.73 dB | 0.465 | 0.5501 22.88 dB | 0.637 | 0.2867 20.32 dB | 0.51
21.71 dB | 0.593 | 0.3779 22.38 dB | 0.637 | 0.1275 22.80 dB | 0.65
PSNR | SSIM | LPIPS23.25 dB | 0.778 | 0.4793 24.15 dB | 0.792 | 0.5349 25.12 dB | 0.72
25.73 dB | 0.793 | 0.4475 24.82 dB | 0.702 | 0.2403 28.07 dB | 0.79

Figure 5.5: Qualitative comparison with the prior frame interpolation methods without
any user interaction or additional inputs. We show overlaid keyframes as
inputs and report metrics per full imagenages fronDAVIS dataset.
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Table 5.2: Quantitative evaluation of motion control by observing the interpolation

improvement depending on the number of reference tracks provided to our

method. See the text for more details.

VIMEO -90K 256p DAVIS 1080p
Reference Tracks PSNR SSIM LPIPS PSNR SSIM LPIPS
# " " # " " #
0 35,51 0.967 0.0141 27.84 0.820 0.0853
4 35.62 0.967 0.0140 2791 0.821 0.0840
8 35.72 0.968 0.0139 27.93 0.821 0.0839
16 35.87 0.969 0.0137 27.96 0.822 0.0837
32 36.11 0.970 0.0134 28.05 0.826 0.0831
64 36.46 0.971 0.0130 28.28 0.836 0.0816
128 3657 0972 Q00129 28.91 0.860 0.0774
256 3657 0972 00129 30.24 0.899 0.0699
512 3657 0972 Q0129 3166 0925 00645

5.2.2 Motion Control Evaluation
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To quantitatively evaluate how user-provided correspondence points can
improve the interpolation quality, we simulate it by extracting tracks from
the sequence, including the target reference frame.

Initially, we extract point tracks between both keyframes as in traditional
inference and linearly interpolate them, but additionally also track the same
points on all keyframes. We then evaluate which tracks have the largest error
between the true and linearly assumed motion, de ned as

. Py+ P
erron = jiR 2. (5.6)

Subsequently, we select a speci ed number of reference tracks with the
largest error and replace them with their true position in the target frame.
This process approximates a scenario in which a user notices interpolation
errors and corrects them by adjusting nearby tracks.

In Table 5.2, we show how the number of provided tracks, extracted by using
the reference, impacts the nal interpolation result on our two benchmarks.

It can be observed that by increasing the number of control points, the inter-
polation quality also improves.
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Figure 5.6: Sharpness control results. PSNR and LPIPS values for different perceptual
LoRA strength value$,, over theDAVIS test dataset.

5.2.3 Sharpness Control Evaluation

Results with two sharpness control values are reported in Table 5.1. In Fig-
ure 5.6 we show how different control parameters impact the perception-
distortion tradeoff.

5.2.4 Ablation Study

We provide ablation study in Table 5.3 where we evaluate the impact of the
training data, used point densi cation method, and components of our net-
work.

First, we train our model on V IMEO-90K triplet (3 F) training dataset as well
as on the VIMEO-90K septuplet (7F) dataset with a different ratio of tracks
with linear assumption. That is, during training with a chosen probability
lin we replace the true position of all target frame tracks with a linear ap-
proximation. These results show the bene ts of training with more challeng-
ing data, while highlighting the importance of considering the non-linear
motion during training.

In the second part we investigate the impact of different point densi ca-
tion approaches by comparing nearest and barycentric interpolation meth-
ods with our algorithm, described in Section 5.1.2. Additionally, we consider
an extension of our algorithm that optimizes blending weights for nearest
neighbors and applies them to the target frame tracks.

Finally, we ablate design decisions in our model and train a model without
providing depth values to the splatting weight estimation, without masking
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Table 5.3: Ablative experiments on the model design and training data.

VIMEO -90K 256p DAVIS 108(p
PSNR SSIM LPIPS PSNR SSIM LPIPS
Scenario " " # " " #
© 3F 3597 0970 Q0204 27.89 0.827 0.1181
w® 7F, lin =100% 35.87 0.967 0.0256 28.63 0.841 0.2109
g 7F, lin =75% 35.89 0.968 0.0253 28.62 0.842 0.2038
% 7F, lin =50% 35.93 0.968 0.0254 28.56 0.840 0.2009
'® 7F, lin =25% 35.95 0.968 0.026228.79 0848 0.1804
F 7F lin =0% (Ours) 35.74 0.968 0.0212 28.16 0.829.1176
s Nearest 35.66 0.968 Q0209 28.09 0.827 0.1187
% Barycentric 3553 0.967 0.0217 28.06 0.827 0.1177
; Optimized 3574 0968 0.0211 2817 0829 Q1175
& Ours 3574 0968 0.0212 28.16 0.829 0.1176
- w/o Depth 26.73 0.835 0.1321 25.04 0.751 0.2754
- .
g Wlo Occlusion 3580 0969 Q0209 28.18 0.829 0.1188
= Masking
Smaller Model 35.63 0.968 0.0215 2822 0830 0.1227
Ours 35.74 0.968 0.0212 28.16 0.829.1176

occluded regions, and consider a smaller and ef cient model that has all
feature dimensions halved. While some alternative variants perform better
guantitatively we prioritize the perceptual quality.

5.2.5 Real-World User Controllability

To interact with the model, we developed an interactive desktop application
that allows users to load automatically estimated tracks and modify them by
adjusting their position and visibility in each keyframe, as well as delete and
add new tracks. It allows choosing different point interpolation methods
and to specify global sharpnessveight. A screenshot of the interface is shown
in Fig. 5.7. An example of the interaction is shown in the supplementary
video™.

We use this tool to process several sequences from the DAVIS test set and
show results in Figure 5.8.

lvideo of Controllable Tracking-Based Video Frame InterpolatkénM. Briedis, A. Djelouah, R. Ortiz,
M. Gross, C. Schroers.https://doi.org/10.1145/3721238.3730598
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Figure 5.7: Screenshot of the user interface. The user can add, remove, adjust point
tracks, their visibility and trajectories, and change the sharpness control
value. Image from The Daily Dweebs by Blender Animation Studio.

Inputs GIMM Ours - unassisted Ours - assistec
PSNR | SSIM | LPIPS 25.16 dB | 0.929 | 0.0419 24.12 dB | 0.916 | 0.0562 24.05 dB | 0.9
PSNR | SSIM | LPIPS 26.95 dB | 0.848 | 0.0818 24.47 dB | 0.833 | 0.1123 27.40 dB | 0.8
PSNR | SSIM | LPIPS 22.80 dB | 0.652 | 0.1118 22.62 dB | 0.632 | 0.1161 22.60 dB | 0.6
PSNR | SSIM | LPIPS 30.61 dB | 0.878 | 0.0566 28.03 dB | 0.817 | 0.0723 28.46 dB | 0.8

Figure 5.8: Qualitative comparison of frame interpolation before and after user inter-
action, along with GIMM [Guo et al., 2024 results. We show overlaid
keyframes as inputs and report metrics per full imag&yes fronDAvIS dataset.
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5.2.6 User Study

Figure 5.9: User study results of comparing our methods - (a) non-assisted and (b) as-
sisted - against prior methods. Dark green and light green represent strong
and weak preference for our method, respectively, while dark red and light

82

To evaluate the perceptual improvement of our baseline method as well as
the impact of user interactions, we conducted a user study where partici-
pants had to give a strong or weak preference for one of two 32 interpo-
lated videos. In the study, 26 users provided 1598 votes and the summary of
the results is shown in Figure 5.9.

Our baseline version, without any user inputs, already shows strong re-
sults compared to prior art, with only the concurrent GIMM achieving close
results. However, our assisted version, obtained by interacting with the
method for 6:06 minutes per sequence on average, shows a clear preference
in the user ratings, achieving 91.4% preference over the best prior method
GIMM, and 83.7% preference over our unassisted version.

Full details on the user study design and a result breakdown is provided in
Appendix D.

o
\2 \ «© N \ «© 58°
O N T o g e W o
]

................................... 75%

................................... 50%

.. N

(a) Preference for Ours (unassisted) (b) Preference for Ours (assisted)

" strong preference ours ||| strong preference theirs

weak preference ours weak preference theirs

red indicate strong and weak preference for the compared method.



5.3 Chapter Conclusion

5.3 Chapter Conclusion

In this chapter, we have presented a tracking-based frame interpolation
method that utilize sparse point tracks to improve the interpolation quality
and enable artist control over interpolation results. Already by only using
point tracks estimated from the keyframes, our method achieves state-of-
the-art results on challenging test examples.

Additionally, we have shown that allowing users to interact with the model
and guide the interpolation improves quality and signi cantly outperforms
prior methods in user preference.

As our work prioritizes quality and controllability over computational ef-
ciency, it adds an overhead to the interactive work ow. While we nd

it generally suf cient to make edits in a low interpolation factor preview
before rendering the high framerate version, the high framerate video can
sometimes reveal problems that are not very apparent in the low framerate
version. Future work on increasing interpolation ef ciency without compro-
mising quality could allow to interactively preview the nal rendering.

Additionally, more investigation into the graphical interface for interacting
with the model could improve user ef ciency and the quality of outputs. For
example, to change trajectories of an object, all points have to be manually
selected. This could be improved by use of segmentation models or other
tools to automatically guess the region user might want to edit. There is also
currently no control over the depth and occlusion values, which makes some
sequences, such aslog-agilityin the user study, challenging to improve.
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CHAPTEHR

Ef cient High-Resolution Optical Flow
Estimation

Figure 6.1: SEA-RAFT optical ow prediction on ultra-high-resolution frames. Esti-
mating optical ow at a downsampled resolution results in the loss of ne-
grained details. By directly processing high-resolution frames, it fails to es-
timate large motion. Using our proposed extensions, both large motion and
small details can be estimated, additionally achie\30épo faster inference
through our ef cient correlation volume sampling algorithm.

In Chapters 3to 5, we have covered guided frame interpolation for reducing
costs of of ine renderings and live action content with optional user interac-
tions. By targeting Im production pipelines, for both of these applications
itis important to support interpolation at high resolutions. While most steps
of the motion interpolation pipeline scale linearly with the number of pix-
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els and can be applied locally, optical ow estimation needs to be able to
estimate large motion while preserving ne-grained details. This results in
increased memory requirements and, more importantly, higher computa-
tional costs. For rendered content interpolation, it means a smaller cost and
runtime reduction, and for interactive interpolation, it degrades user expe-
rience due to increased latency to preview results. Therefore, in this chapter,
we investigate optical ow estimation at very high input resolutions and the
associated computational aspects.

The vast majority of optical ow estimation methods compute cost match-
ing between two images [Xu et al., 2017; Sun et al., 201Bwith many re-
cent methods adopting dense all-pairs correlation volume sampling based
on RAFT [Teed and Deng, 202Q. Use of a global correlation volume fa-
cilitates their ability to estimate large motion. To perform the correlation
volume sampling, most RAFT-based methods either precompute the full 4D
volume or use a memory-ef cient on-demanccost sampling with a custom
CUDA implementation.

However, existing implementations encounter issues with high-resolution
inputs. The full volume computation complexity grows quadratically with
respect to the number of pixels, making it prohibitive to store with existing
hardware. The on-demandampling achieves memory reductions at the ex-
pense of frequent re-computations, and it cannot be implemented ef ciently
with the existing hardware thus resulting in worse runtime performance.

In this chapter, we propose a novel correlation volume sampling algorithm
that computes a partial cost volume with incremental updates in each recur-
rent update step. By analyzing the sampling patterns of the full 4D correla-
tion volume in practical applications, we observe that only a small but reg-
ular part of the volume is sampled. We leverage these patterns by ef ciently
computing only the necessary parts of the volume. It has the strengths of
both prior approaches with fast computations and low sub-quadratic space
complexity.

The operation in isolation outperforms the on-demandampling by up to 90%
at similar memory usage while performing on par with the default imple-
mentation with up to 95% lower memory usage. When used in RAFT as a
drop-in replacement, it reduces the total end-to-end runtime by up to 58%
compared to the existing methods that are feasible to run with modern hard-
ware. When applied to the recent SEA-RAFT [Wang et al., 2024, which is
already designed for ef ciency, it provides approximately 27% runtime re-
duction.

Additionally, we generate an 8K ultra-high-resolution optical ow dataset to
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evaluate existing optical ow methods. The dataset, as in Chapter 4, is based
on the BLENDER movie CHARGE, but is rendered at much higher resolution.

Our ndings show that most methods generally bene t from estimating op-
tical ow at native resolution, but that comes at the cost of capturing large
displacements. To address this issue, we propose a test-time extension of the
recent SEA-RAFT method to perform cascaded inference (Figure 6.1). With-
out any additional training of the model, it allows reducing the endpoint
error for large motion, i.e.magnitude over 128px, by 80% and outperforms
all existing methods.

To summarize, the contributions in this chapter are:

» a computationally ef cient correlation volume sampling algorithm
based on our analysis of its sampling patterns;

» we perform the rst reference-based evaluation of optical ow at
ultra-high-resolutions;

» acascaded inference-time extension of SEA-RAFT and achieve state-
of-the-art results for 8K ow estimation both in terms of quality and
ef ciency

6.1 Correlation Volume Sampling Analysis

In this section, we introduce the correlation sampling problem in more de-
tail, present the default implementation, and provide an analysis of access
patterns of the full 4D correlation volume, which form the foundation of our
algorithm. The terms costand correlationvolume are used interchangeably.

6.1.1 Problem and Baseline Implementation

Given D-dimensional features F12 2 RH W D extracted from two images,
the visual similarity, i.e.correlation, between two pixels is de ned as the dot
product of their feature vectors.

Alookup is performed by bilinearly sampling at a local grid around an inter-
est pixel x, with sampling positions de ned as integer offsets within radius
r. More formally, the sampled correlation at source pixel y is de ned as:

G(y.x) = fhF, B i dx 2 Z 7 jj dxjjy g (6.1)
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Figure 6.2: Overview of the correlation volume sampling. Given a map of correlation
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between the features of a single source pixel and features of every pixel in an-
other image, bilinear sampling is used to extract local matching costs around

a point of interest. When repeated for every source pixel, costs are stored in a
dense all-pairs correlation volume, where each row and column corresponds

to a source and target pixels, respectively.

This is visualized in Figure 6.2. Note that it combines elements from
both backward warping (Eg. 2.5) and local correlation computation used in
Eqg. 3.2.

The default implementation of correlation sampling rst precomputes a
dense 4-dimensional correlation volume C 2 RH: Wi Hz W2 here H and
W are the height and width of both image features. This is achieved by at-
tening both images along spatial dimensions, as shown on the right-hand
side of Fig. 6.2, computing the full correlation volume using a single matrix-
matrix multiplication:

cC=F P, (6.2)

where F1 2 R[H1 Wil D P2 5 RIH2 W2l D gre the attened image features.
The output is then reshaped back to 4 dimensions and bilinear sampling is
directly performed on the precomputed C.

In practice, RAFT constructs a 4-level pyramid by average pooling the last
two dimensions of C and performs a lookup on the pooled volumes to in-
crease the perceptual window.

Alternatively, a memory-ef cient on-demandmplementation computes the
values of Eq. 6.1 directly for each source frame pixel. This reduces the com-
putational and memory complexity and does not require storing any inter-
mediate values. However, in practice it underperforms compared to the
baseline due to operations that are not hardware-friendly and no result reuse
between iterations.
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Figure 6.3: Sampling patterns of a single image over all RAFT iterations. Dark regions
correspond to cells that have not been sampled while lighter values indicate
more sampled values per block.

6.1.2 Correlation Volume Access Patterns

RAFT-based methods perform iterative ow updates by sampling the vol-
ume with a lookup grid that is de ned over a local neighborhood around the
current ow estimate. Such sampling ensures that the number of sampled
cells per row is limited to the local grid size, i.e. (2r + 1)? elements. During
iterative updates, the local neighborhood is shifted but remains close to the
previous iteration with a signi cant overlap of the sampled region. Thus,
across all ow update iterations, the total number of sampled columns per
single source pixel remains low and does not grow with the input size.

To empirically verify this, we run the default RAFT implementation on the
SINTEL [Butler et al., 2014 optical ow training dataset while keeping track
of which correlation volume cells are getting sampled. In Fig. 6.3[a] we vi-
sualize the sampled cells for a single image over all update iterations, repre-
sentedasaH; W;] [H2 Wo,]volume where each row shows all matches
of a single source pixel. On average, over the whole dataset, only 1.6% of the
cells are being sampled. This suggests that we can build a more ef cient al-
gorithm that only computes the necessary cells.

However, working with fully sparse matrices and ef ciently keeping track
of which values are required is challenging. The straightforward way of
keeping track of which cells in the cost volume need to be computed is to set
respective values in a binary mask, but that would consume as much mem-
ory as the full correlation volume, thus becoming infeasible. Additionally,
sparse matrix-matrix multiplications do not typically provide performance
improvements unless the sparsity is very high.

Therefore, we suggest representing C in a block sparse format and to make
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Table 6.1: Percentage of sampled correlation volume cells depending on the block size
and layout, measured over t8#NTEL training dataset.

Block Size \Row—Major Patch-Major Improvement

12 1.6 0.4

22 25 0.5 2.3 05 8%
42 6.7 1.1 4.2 0.7 37%
82 20.6 4.4 86 1.4 58%
162 28.2 8.0 271 1.2 4%

decisions about computation per block instead of per pixel. As shown in Fig.
6.3[b], averaging the number of sampled values per block slightly increases
the ratio of cells that need to be computed but is still signi cantly lower than
the full matrix for small enough block sizes.

Reshaped Cost Volume.  As the local sampling grid is de ned over a 2D
neighborhood, when attened the values per each row are scattered over
multiple column groups and span over many blocks when averaged (Fig.
6.3[a,b]). This can be improved by pooling the cost volume in a different
layout that groups cells based on such 2D patches.

To this end, we reshape the input images in a patch-majorformat that has
each block being represented continuously in memory before computing the
correlation volume. As shown in Fig. 6.3[c,d], the block-aware layout signif-
icantly increases the sparsity without any computational overhead.

In Table 6.1 we report measurements over the full dataset, showing high
sparsity even at large block sizes and improvements from using the patch-
based layout. At the largest measured block size of 162, it becomes too large
to maintain high level sparsity.

6.2 Ef cient Correlation Volume Sampler

Based on our observations on sampling patterns made in Section 6.1, we
propose an ef cient algorithm for all-pairs correlation sampling.

The overview of our algorithm is shown in Fig 6.4. Inputs are pre-processed
once per given pair of images and on every iteration of RAFT-based ow up-
dates (typically 4 32 iterations) we perform three main steps: a) determin-
ing regions of the volume that will get sampled and setting the computation
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Figure 6.4: Algorithm overview. It consists of input preprocessing and 3 steps per it-
eration: a) determining blocks that need to be computed; b) computing se-
lected blocks with block sparse matrix-matrix multiplication; c) sampling
computed blocks.

mask; b) computing selected blocks with ef cient block sparse matrix-matrix
multiplication; ¢) sampling computed blocks.

We cover the single-level case in detail. To extend to multi-level correlation
volumes, we compute every level independently, as in the single-level case,
taking average-pooled target frame features F2.

Overall, the algorithm achieves sub-quadratic O(n'-®) space complexity and
is hardware-ef cient to enable fast computations. The pseudocode of our
method is provided in Algorithm 3.

6.2.1 Input Preprocessing

To minimize the number of blocks that need to be computed, we store im-
ages in the patch-majorformat as described in Sec. 6.1.2 with block height
B. To simplify the algorithm implementation, we only consider rectangular
blocks and use blocks of the same size across all steps.

At rst, we pad inputs to a multiple of B, and split the image into B2?-sized
tiles. Eachtile is then independently attenedin row-majororder followed by
all tiles being attened in row-majororder. This is visualized in Fig. 6.4 with
different-colored arrows. The attened image is then stored in a contiguous
memory block. It speeds up subsequent operations with a small additional
space cost.
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ALGORITHM 3: Single-level correlation volume sampling

Input: Flattened input features F-22 RIH WI D source pixelsY 2 RH W 2,
lookup centroids X 2 RN H W 2 plock size B, lookup radius r.

bH,bW d H/ Be, dW/ Be /I Setting the number of blocks
M [Olibh bw [bH bw /I Initialize computation mask as 0
/* For every lookup iteration */
fori=0,1,...N 1do

/* On Device: Parallelized across threads */

foreach f[y,x] 2 [Y,X{]lg f dx2f r, r+1,...rg?°gdo
Miuy/ Bep(x+dx)/Bc 1

end
blocklds cumulativeSum(M) /I Find indices of each block
blocklds [M I=1] 1 /I Avoid computing non-masked entries

updateCache(blocks, blocklds, M)
blocks  sampledBlockSparseMM{#!, F2, blocklds )
/* On Device: Parallelized across thread blocks */
foreach f[y,x] 2 [Y, Xj]g do
shared memorjpcalBlock [(2r + 2)?]
/* Parallelized across threads */
foreachdx®2f r, r+1,...rr+ 1g°do
blockld blocklds [by/ Bc][b(x + dx°® r)/ Bc]
tmp  blocks [blockld J[byc Bby/ Bc][bx+ dx% Bb(x+ dx9/ Bc]
localBlock [dx%+ r] tmp
end
foreachdx 2f r, r+1,...,rg°do
sample localBlock] x Bb(x+ dx)/ Bc+ r]
end

end
end

6.2.2 Setting Computation Mask

First, we build a mask of which cell blocks in the cost volume need to be
computed such that all necessary values can be sampled. To this end, we
take the sampling grid positions for the original problem and then divide
them with the chosen block size. We then perform the reverse operation of
grid sampling - i.e. scattering - to set every cell that needs to be sampled as
1 in the mask while the rest is initialized with 0. By performing the reverse
operation of the sampling step, we ensure that all sampled locations have
been set and will be computed.

We then compute cumulative sum over the binary computation mask in or-
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der nd the index of each computed block of the sparse representation in a
attened storage of non-zero entries.

6.2.3 Sparse Correlation Volume Computation

The mask is used to compute all blocks of the dense correlation volume that
correspond to the non-zero entries of the mask, replacing the dense correla-
tion volume computation de ned in Eq. 6.2.

The computation is performed by sampled block sparse matrix-matrix mul-
tiplication, for which there exist ef cient implementations in multiple li-
braries. Each block is produced by computing the product of two B* D
matrices and thus is well optimized in most hardware.

To perform the sampled matrix-matrix multiplication, in our initial version
we rst transform the mask to block sparse row (BSR) format and then used
the torch.sparse. _triton _ops.sampled_addmnmplementation. However,
when measuring the performance, we observed that up to 37% of the run-
time is spent on constructing the BSR matrix. To remove this overhead, we
update the implementation to take blocklds directly as an input and iterate
over each row, while skipping the blocks with blocklds < 0 .

6.2.4 Sparse Volume Sampling

In order to sample the sparse correlation volume, for each looked up cost
value we gather the block index, compute the coordinates relative to this
block and sample the block locally similar to the baseline.

However, sampling in the sparse volume with a kernel larger than 1, such as
bilinear sampling, becomes more dif cult as a kernel can span multiple cell
blocks.

To circumvent this problem, we rst build a proxy cost volume using single-
cell gathering. This proxy volume contains all cells in the convex hull of
a single source pixel and enables more complex resampling with different
kernels, such as the bilinear kernel used in RAFT-based methods.

6.2.5 Caching Across lterations
Since between RAFT iterations there is a signi cant overlap of blocks that

need to be sampled, we optionally cache all precomputed outputs and only
compute the update. That is, for iterations after the rst one, we remove all
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entries in the computation mask that already have been computed in one of
the previous iterations and only compute an incremental update of correla-
tion volume blocks.

All new blocks are appended to the block cache which is increased if the new
set of blocks cannot be added. We use a growth factor of 2 but allocate no
more than 5GB more than is needed in the current iteration.

The caching adds a non-negligible memory overhead but allows achieving
signi cant runtime improvements while remaining feasible to be run on
high resolutions.

6.2.6 Memory Complexity Analysis
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Here we show that our algorithm achieves at most subquadratic memory
complexity in the number of pixels.

Assuming equal-size feature maps, let P= H W be the number of feature
pixels per image, B the block size, and K = 2r + 1 the lookup region size.
Our algorithm requires storing one copy of the per-block mask, taking (&)2
units, and all computed blocks, with  B* memory units per block. Note that
block indices can be computed in-place with no additional memory.

As all lookup offsets ekre continuous, each source pixel can request to ?(om-

pute at most ¥*B-1 ~ bins per iteration, resulting at most P K*3-1 “gt

blocks per iteration if each pixel requests a different block.

Thus by choosing B = P%, the total memory required is:

K+ B 124 FZ K124
—B——lF(ll—)B

2
— P + P(l+ K 1 )Z(P%)A': PZ %4+ Pl+%4(1+ K 1 ) (6.3)
1 1 1
(P)* P Ps
K 1 K
1

P
(@)2"‘ P

- P1.5+ P1'5(1+ ) — P1'5(2+ 1 ) 2 O(P1'5).

In practice, the number of requested blocks is lower due to smoothness of
the optical ow and multiple source pixels requesting the same block, as
shown in Table 6.1.



6.3 Quantitative Measurements

6.3 Quantitative Measurements

To evaluate the proposed algorithm, we rst conduct experiments in isola-
tion by only considering the all-pairs correlation sampling.

We run the method on the nal pass of the SNTEL [Butler et al., 2012 bench-
mark train set consisting of 1041 samples. The isolated tests are performed
by extracting the intermediate query centroids with RAFT at !s resolution
and using randomly-generated feature vectors. For different resolutions, we
upsample or downsample the input image. Unless otherwise noted, the ex-
periments are run using PyTorch2.2.2 , CUDA 12.2 and NVIDIA GH200
chip, equipped with 576 GB coherent memory and selected to perform mea-
surements at very high resolutions even for memory-intensive methods.
Throughout the experiments, we set the block height B = 8.

The correctness was veri ed with unit tests and observing the endpoint error
when used in RAFT. It achieves negligible 0.03% endpoint error difference
compared to the of cial implementation.

6.3.1 Isolated Correlation Sampling Results

We measure the runtime and the peak memory consumption, as reported
by PyTorch by running each operation for all dataset image pairs and report
the mean and standard deviation over all sample points. As we observe
only negligible variance between different runs with the same inputs, we
measure a single run per image.

The default setting uses 896 2048 input image resolution, with the corre-
lation volume size of (112 256)2, 256 feature channels and 32 ow update
iterations, matching the of cial RAFT implementation. Exact measurements

are provided in Appendix E.

Image Resolution

Primarily, we investigate the impact of the image resolution on the corre-
lation computation and report the results in Fig. 6.5. As images are scaled
uniformly, increasing the input width by 2 , iIncreases the number of pix-
els by 4 and the size of the dense correlation volume by 16 . It can be
observed that our method achieves a very good runtime and memory trade-
off and is on par to the default implementation in terms of runtime while the
on-demandampling computation signi cantly underperforms, especially at
higher resolutions.
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Figure 6.5: Runtime and peak memory consumption depending on the RAFT input
width. Standard deviation is displayed as shaded area, we show memory
capacity of different hardware as dotted lines.

Although the precomputation and caching steps of our approach increase
memory usage compared to the on-demandsampling, it remains feasible to
run at all resolutions even on consumer hardware. On the other hand, the
default implementation shows quadratic memory increase and at 3584
8192 resolution requires 719GB just to store the high resolution dense cor-
relation volume, prohibiting to run it with any accessible hardware.

At low resolution 224 512, the absolute computation time and memory
usage is very small and both default and our method perform equally well.

Number of Iterations

In Figure 6.6 we show the impact of number of ow update iterations on
the runtime and memory usage. All methods show approximately linear
runtime increase.

While during the rst step of our method and the default implementation

a larger initial correlation volume is being computed, in practice it is not a
bottleneck and they outperform on-demand sampling even with a smaller
number of iterations. All methods also show near-constant peak memory
consumption.

Feature Dimensionality

In Figure 6.7 we report the results at different feature F1? dimensionality.
The runtime of our method and the default implementation increases sub-
linearly with respect to the number of feature dimensions. This is due to
the matrix-matrix multiplications not being the bottleneck. On the other
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Table 6.2: Runtime breakdown of the steps of our method and block caching ablation
RAFT Input Width = 1024px 4096px

Preprocessing 3.6% 2.8%
Setting Computation Mask  19.7%  10.0%
Computing Block Indices 16.5% 5.5%

Updating Cache 36.1% 19.0%
Computing Correlation 10.4%  329%
Sampling Volume 13.7% 29.9%
Total Runtime, ms 44.7 124.2
Without Caching, ms 48.2 168.3

hand, the runtime of on-demand sampling increases signi cantly with a
large number of features.

As both our method and on-demand sampling stores down-sampled repli-
cas of the target features for multi-level computations, they show increase of
consumed memory with larger dimensions. However, the absolute increase
is small and typically negligible.

Hardware

We perform additional experiments with different GPU models - NVIDIA
RTX 309Q NVIDIA RTX 4090, and NVIDIA A100 - and show results in Fig-
ure 6.8. It can be observed that hardware has little impact on the relative
performance between different methods.

6.3.2 Component Analysis

We perform an analysis of the different steps performed by our method and

provide a runtime breakdown in Table 6.2. It can be observed that a signi -

cant part of the runtime is spent on steps that do not involve any compute-
intensive operations, such as setting the computation mask and updating
the cache, especially at the lower image resolution.

Due to this added overhead that is necessary to perform partial correlation
volume computation, it performs better at higher resolutions where corre-
lation computation and sampling takes precedence. Conversely, these over-
heads do not allow achieving runtime speed up compared to the computa-
tion of the dense volume despite performing fewer oating point operations.
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While the result caching introduces a considerable overhead, we show that
without it the performance degrades signi cantly, emphasizing the impor-
tance of reusing computations between the steps.

6.4 Ultra-High-Resolution Evaluation

To evaluate and benchmark optical ow estimation methods on ultra-high-
resolution (UHR) inputs, we render sequences from the B LENDER movie
CHARGE with rendered ground truth displacements. We then propose an
inference extension to the SEA-RAFT optical ow estimation method and
perform extensive evaluation of the existing methods. We perform these
tests with an NVIDIA A100 80GB GPU.

6.4.1 Dataset

We follow the commonly used benchmarking approach [Mehl et al., 2023;
Butler et al., 2017 of generating frames and motion vectors from publicly ac-
cessible computer-generated movies. We choose BENDER movie CHARGE
as a recent photo-realistic movie that is not used in existing benchmarks.
In total, we generate 335 frames at 8192 3432px resolution with super-
resolved rendered ground at 16K resolution, following Mehl et al. [2024.
With super-resolved reference, each output pixel has 4 ground truth values
and the lowest error is used. Due to computational reasons, we only con-
sider forward ow. The dataset consists of 332 evaluation pairs and tests
for prediction of 9.3 B pixels. An example of from the dataset can be seen in
Figure 6.9. Details to reproduce the dataset are provided in Appendix E.

6.4.2 Cascaded Inference

Our initial experiments indicated that evaluation at high resolutions de-
grade the performance of estimating large displacements. To mitigate it, we
propose a simple cascaded test-time extension of SEA-RAFT that requires
no additional training.

Before applying any iterative ow updates, we recursively initialize the ow

as a lower resolution estimate. More formally, whenever the minimum input
dimension is more than 800px, we bilinearly downscale inputs to %1 resolu-
tion, estimate the ow, and initialize the ows with % downscaled outputs
(note that ows are updated at % resolution).
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Figure 6.9: Qualitative comparison across different evaluation scales with HCVFlow,
MS-RAFT+, and SEA-RAFTmage from Charge by Blender Studio.

It is akin to a multi-resolution version of the warm-startinitialization used
in RAFT, and similarly to MS-RAFT+ [Jahedi et al., 2024 adopts coarse-to-
ne estimation from the traditional methods. However, unlike MS-RAFT+,

it does not require training of multiple resolution modules.

6.4.3 Evaluation Results

We evaluate several methods on different levels of processing scale by bilin-
early downsampling inputs to f1/s;1/ 4,1 2; 1/ 1g of their resolution and bilin-
early upscaling the ow outputs.

Flow accuracy. We report the quantitative evaluation results at the high-
est feasible scale,i.e. such that can be run with 80GB of memory, of each
method in Table 6.3 along with the best runtime across all feasible correla-
tion sampling approaches with and without ours. Our proposed cascaded
inference achieves the best large motion scores and the best overall 1 pixel
error. For RAFT-based methods our correlation sampling offers signi cant
reduction in the runtime.

We additionally investigate the impact of resolution on the prediction qual-

ity and provide a qualitative comparison in Figure 6.9 and observe that
higher resolution inference provides a better reconstruction of ne detalils.
Full quantitative measurements and additional qualitative samples are pro-
vided in Appendix E.
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Table 6.3: Quantitative evaluation of optical ow estimation methods o8l dataset.
We list the highest resolution for each that can be run vd@éB of GPU
memory. For a full comparison with other methods we also list/ainesults.

We report the 1px outlier rate, endpoint-error (EPE), both metrics for pixels
with large motion (LM, magnitude over 128px) and the best runtime across
all variants with and without our improvements. Best result of each metric is

highlighted inbold.

Highest lpxerror EPE LM-EPE Best Previous Best
Input Width % # px # px # Runtime & Improvement
g(uMeljl;I).\{vzozz 2048 -4 4 47.0 2.74 28.67 0.70 n/a
E!Yf;’;lfgmg 8192 -11 26.0 6.65 128.30 0.58 n/a
E(It?\é\ij.l,jzozj] 4096 -1 2 23.8 2.23 31.60 0.78 n/a
BLF;ng otal, 2024 8192 -1/1 19.8 400  85.62 11.35 n/a
E—:Sﬁgg{gﬁ;ozzd 8192 -1 16.9 3.22 58.16 16.32 n/a
gﬁ";’f irgte 8192 -Y/1 168 341 5570  16.40 n/a
[SJgr\‘g etal, 2021h 4096 -1 2 19.1 2.83 46.45 14.52 n/a
EE;ZE%YY 2024 4096 -1 2 17.9 2.08 32.92 1.09 n/a
ﬁﬁe'zznd Deng, 2029 8192-Y1 22.9 4556  66.52 459 11.00/58%
A oosap 4096 -2 146 192 3205 4.86 5.48/ 11%
S;Z/L?et al., 2024k 8192 -11 18.0 4.08 76.99 18.69 21.43/13%
[CJ;IXL?;&II” 2024k 4096 -1 2 14.5 2.16 48.99 13.20 14121 7%
[?/\I/iﬁg_lzté:.:,-goza 8192 -1 17.5 17.63 107.39 1.90 2.61/27%
(S()Eué-saégzedlz) 4096 -1/ 2 15.8 1.90 1861 0.46 0.71/ 36%
(%Eué-?aécljc;ed) 8192 -Y1 133 2.70 21.56 2.00 2.87/ 30%
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Table 6.4: Runtime RT s) and peak memory usagdEMGIB) of the full optical ow
method end-to-end evaluation depending on the correlation computation vari-
ant at different scales of the inputs. We report the relative difference compared
to our method for columns where they are not performing on @&Nhdi-
cates that the method fails with an out-of-memory error.

Default On-Demand Sampling Ours
Method Input Width RT MEM RT MEM RT MEM

1024-Ys  0.07 1.85+8%  0.56(+405% 1.67 011 1.72
2048-Y4 027 7.22+187% 1.06(+257% 251  0.30 251

RAFT 4096 -1/ 2 OOM 2.83(+184% 5.89 1.00 5.89
8192 -Y1 OOoM 11.00(+ 140% 19.40 459 19.42
1024 -1/ 8 0.34 7.94+255%9  0.47(+36%) 1.98 0.34 2.23
CCMR 2048 -1 4 OOM 1.35(+ 18% 3.59 1.14 4.60
4096 -1 2 OOoM 5.22(+18%) 10.13 444 21.12
8192 -Y1 OOM 21.43(+ 15%) 36.30 18.69 66.68
1024 -1 s OOM 0.44(+ 32%) 2.85 0.33 3.84
MS-RAFT+ 2048 -1/ a OOM 1.40(+ 30%) 7.12 1.08 17.90
4096 -1 2 OOM 5.48(+ 13%) 24.22 486 53.92
1024 -1/ 8 0.03  1.90+7%) 0.09(+ 152% 1.67 0.04 1.78
2048 -1/ 4 0.14 7.30+199%9  0.18(+68% 2.00 0.11 2.44
SEA-RAFT 4096 -1 2 OOoM 0.62(+47%) 3.65 0.42 5.24
8192 -4 1 OOM 2.61(+37% 10.25 190 17.21

Runtime and Memory. In Table 6.4, we show the improvement in run-
time and peak memory usage of our method in an end-to-end estimation
depending on the image resolution.

Across all methods and input resolutions, our method achieves similar run-
time as the default sampling with improvement in memory, increasing with
the resolution, and similar memory as the on-demandampling with a signif-
icant improvement in runtime.

Additional Datasets.  As our performance improvements are agnostic to

the input data, we achieve comparable results on SPRING [Mehl et al., 2023

datasets to their respective resolution scales in Table 6.4. The full results are
provided in Appendix Table E.3.
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6.5 Chapter Conclusion

In this chapter, we have investigated optical ow estimation at ultra-high-
resolution images, with a focus on RAFT-based methods. We rst analyzed
the existing approaches for all-pairs correlation volume sampling, their vol-
ume sampling patterns in a practical optical ow application and proposed
an algorithm that utilizes these observations to perform correlation sam
pling more ef ciently. In extensive experiments we have shown that our
method nds a good balance between memory consumption and runtime
when compared to previous solutions. For high resolutions it can provide
more than 90% improvement in either runtime or memory compared to the
existing solutions and provides a good runtime and memory trade-off. Ad-
ditionally, we evaluate existing methods on an 8K resolution dataset and
achieve state-of-the-art results on both in accuracy and performance.

In the context of this thesis, it can subsequently improve the runtime of
frame interpolation methods, enabling further cost savings when using as a
temporal predictor in rendering and lower latency in human-in-the-loop in-
terpolation systems. However, as part of this thesis we have not yet adopted
RAFT-based optical ow estimation and do not measure the runtime impact
in the full interpolation method. This is left as a future work.

We also did not perform extensive low-level ne-tuning, kernel fusing, and
other optimizations for a fully ef cient implementation of the correlation
sampling. As shown by our component analysis, a large part of the runtime
is spent on computationally cheap operations therefore we believe there is
large room for further improvement of the performance in future work.
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Conclusion

In this thesis, we have presented four core contributions to improve video
frame interpolation. Speci cally, the contributions include frame interpo-
lation for rendered content, a kernel-based frame synthesis and spatio-
temporally adaptive rendering strategy, controllable tracking-based video
frame interpolation for live-action content, and an ef cient high-resolution
optical ow estimation method. In the following sections, we summarize
these contributions, discuss their limitations, and outline the future work.

7.1 Review of Core Contributions

In Chapter 3, we introduced a frame interpolation method designed for
high-quality interpolation of rendered content. The method leverages infor-
mation from auxiliary buffers by incorporating it into every step of a motion-
based interpolation pipeline, from motion estimation to occlusion handling
in motion compensation and frame composition. To pre-train the optical
ow estimation module, we introduced a strategy for dynamically generat-
ing training data that contains all necessary buffers. Utilizing intermediate
feature buffers, our method can estimate the true non-linear motion between
the keyframes, signi cantly improving the interpolation quality over prior
color-only approaches, and performs well on a wide variety of real produc-
tion shots. As the method relies solely on per-frame buffers that are typi-
cally already used in denoising [Bako et al., 2011, it requires minimal or no
changes to existing renderers. Overall, we have shown that our contribution
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offers a feasible alternative to rendering all frames and can be used to reduce
rendering costs.

In Chapter 4, we rst extend the rendered content interpolation method with
an attention-inspired kernel prediction approach for performing the nal
frame synthesis. Combined with a numerically stable softmax splatting im-
plementation, our method ensures the output is produced through a convex
combination of the inputs, increasing robustness and enabling more appli-
cations, such as consistently interpolating additional output passes. In the
second part, we introduce a spatio-temporally adaptive rendering strategy,
which selectively renders some regions while the rest is interpolated. By
selecting regions to render only based on auxiliary buffers, our method re-
quires just two invocations of the renderer, reducing generation latency and
integration effort. Our strategy signi cantly improves interpolation quality
with a xed rendering budget, further enabling use of frame interpolation
to reduce rendering costs.

Shifting the focus to live-action interpolation, Chapter 5 introduced a
tracking-based frame interpolation method with an optional guidance via
user inputs. Our method employs sparse point tracks to initialize the mo-
tion, enabling non-linear interpolation during both training and inference.
Our low-level contributions include a ow densi cation strategy and test-
time quality and delity trade-off control through adjustable low-rank adap-
tation. By utilizing existing point tracking methods, our method achieves fa-
vorable results compared to prior methods, even before any user inputs. The
outputs can then be further adapted to improve the quality of interpolated
frames or to alter the motion trajectories. The feasibility of a human-in-the-
loop frame interpolation system is demonstrated by developing a graphi-
cal user interface and improving several sequences that show signi cantly
higher user preference than for existing interpolation methods.

In Chapter 6, we have investigated optical ow estimation at very high in-
put resolutions and introduced an ef cient algorithm for all-pairs correla-
tion volume sampling, the bottleneck of many recent optical ow estimation
methods. At rst, through analysis of the dense correlation volume sam-
pling patterns in practical applications, we observe that only a small but
regular part of it is sampled. We use this observation to design an ef cient
algorithm that computes only the necessary regions of the volume, achiev-
ing up to 90% improvement in either memory or runtime compared to ex-
isting approaches. Additionally, we generated an 8K resolution dataset to
evaluate the performance of existing methods. To mitigate degraded opti-
cal ow quality at such high resolution in existing methods, we proposed a
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cascaded inference-time strategy. Our method improves both ow accuracy
and inference speed at high resolutions, compared to prior work.

Overall, our contributions improve video frame interpolation in several as-
pects and facilitate its adoption in Im production pipelines.

7.2 Limitations and Future Work

In this section we summarize limitations discussed in the previous chapters
and discuss them from a broader perspective.

The methods targeting rendered content, presented in Chapters 3 and 4,
heavily rely on auxiliary feature buffers to improve output quality. This can
lead to suboptimal results in sequences where these buffers do not fully rep-
resent the color outputs. For instance, it can occur with lighting changes or
in the presence of participating media, where the geometry-based buffers
do not capture it. Addressing this issue might involve explicitly consider-
ing these aspects during model training or extending the set of used fea-
tures [Zhang et al., 2024. Additionally, we did not explore using noisy
auxiliary buffers or obtaining these buffers with rasterization techniques,
which could further reduce the total rendering runtime. Even though we
have shown that our image-based optical ow model outperforms use of
rendered motion vectors, combining them in robustly could improve inter-
polation quality, particularly in scenes with large motion. While the kernel-
based synthesis method (Chapter 4) increases robustness and mitigates some
color artifacts, challenges remain when inputs do not contain the output in-
formation, requiring some detail hallucination.

As our adaptive interpolation is designed to select regions for rendering
solely from the auxiliary feature buffers to reduce latency and renderer in-
vocations, it does not take into account errors that might arise from lighting
changes. Using error estimation with the nal interpolation method and
performing a third rendering pass could mitigate these issues. Additionally,
using partial inputs in the interpolation method could further improve the
nal quality [Plack et al., 2023.

In this thesis, we did not further investigate how the design decisions of the
frame interpolation user interface, presented in Chapter 5, impact the qual-
ity and artist ef ciency. While shown to be feasible, it requires low-level
interactions with each point track, and more semantic adjustments, such as
manipulation of image segments, could improve the artist ef ciency. Addi-
tionally, we do not expose control over depth and occlusion values, which
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makes it dif cult to improve certain types of motion, such as when an object
is visible in both keyframes but occluded in the target frame.

Finally, all presented frame interpolation methods use explicit optical ow
estimation and assume a single ow vector per pixel. This assumption can
be limiting when interpolating complex elements composed of different lay-
ers, such as shadows or semi-transparent objects. Addressing this limitation
could involve decomposing images into multiple layers [Gandelsman et al.,
2019 or estimating multi-layer ow [Wen et al., 2029. Alternatively, build-
ing on recent advancements in differentiable point splatting [Kerbl et al.,
2023; Yifan et al., 2019 and incorporating volumetric point-based represen-
tations could improve handling of these cases.

In addition to directly addressing the limitations of this work, there are other
open areas for future exploration.

In this thesis, we approached the problem top-down, starting with the spe-
cialized task of targeting rendered content, and progressing to more generic
methods, often applying insights from the earlier tasks. However, earlier
methods could bene t from contributions presented in later chapters. For
instance, all frame interpolation methods would bene t from improved mo-
tion estimation at high resolutions, and rendered content interpolation could
bene t from tracking-based motion estimation.

Additionally, our contributions can be applied to various related video pro-
cessing tasks. For example, contributions in motion estimation and com-
pensation can improve denoising and super resolution of Monte Carlo ren-
derings [Vogels et al., 2018; Zhang et al., 202R or be used to design a joint
method for reducing rendering costs. The trajectories of sparse point tracks
can be easily extrapolated and used in frame prediction methods, similar to
how we perform interpolation. Since the tracks used are very sparse, they
can be transmitted cheaply and used in temporal reconstruction of video
compression methods [Djelouah et al., 2019.



APPENDIX

Interpolation of Rendered Content:
Additional Results

In this appendix we provide additional visual comparisons between our
method and DAIN [Bao et al., 2019, AdaCoF [Lee et al., 2020, and our re-
implementation of SoftSplat [Niklaus and Liu, 2020] (Figures A.1, A.2, and
A.3). More interpolation results of our method are shown in Figures A.4,

A.5, and A.6.

Inputs DAIN AdaCoF SoftSplat* Ours Reference

PSNR | SSIM | LPIPS 29.83dB | 0.878]0.1201 29.62 dB | 0.869 | 0.1366 29.65dB | 0.869 | 0.1077 34.47 dB | 0.929 | 0.0639

Figure A.1: Visual results on a production sequence. © 2021 Disney
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Inputs DAIN AdaCoF SoftSplat* Ours Reference

PSNR | SSIM | LPIPS 28.35dB | 0.955 | 0.0329 29.06 dB | 0.957 | 0.0378 28.34 dB | 0.946 | 0.0290 36.45dB | 0.984 | 0.0112

Figure A.2: Visual results on a production sequence. © 2021 Disney / Pixar

Inputs DAIN AdaCoF SoftSplat* Ours Reference

PSNR | SSIM | LPIPS 34.23dB | 0.985 | 0.0205 34.86 dB | 0.985 | 0.0199 34.49.dB | 0.985 | 0.0199 43.15dB | 0.993 | 0.0077

Figure A.3: Visual results on a production sequence. © 2021 Disney
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Figure A.4: Interpolation of a challenging sequence with motion blur. © 2021 Disney /
Pixar

Figure A.5: Interpolation of a ame. © 2021 Disney / Pixar

Figure A.6: Interpolation of a view-dependent specular re ection. © 2021 Disney / Pixar
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APPENDIX

Adaptive Interpolation: Additional

Detalls

C.1 Implementation Details

In the Listing C.1 we show the architecture of the implicit error prediction
model. On the top 3 levels (the rst layer and after pooling layers) we con-
catenate the inputs with the warped partial context features and their bi-
nary masks. In the Listing C.2 we show the used residual block. In the top
level we input intermediate frame motion magnitude, divided by 256 and

clamped to [0, 2].

Listing C.1: Architecture of the error prediction model

Sequential (
Conv2d(27, 32, kernel_size=3)
ResBlock (32, 64)

MaxPool2d (kernel _size=2, stride=2)

ResBlock (114, 128)

MaxPool2d (kernel _size=2, stride=2)

ResBlock (202, 128)

MaxPool2d(kernel _size=2, stride =2)

ResBlock (128, 128)

MaxPool2d(kernel _size=2, stride =2)

ResBlock (128, 32)
Conv2d(27, 32, kernel_size=3)
Sigmoid ()
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Listing C.2: Residual block architecture

ResBlock (in, out)(
ReLU (

Sequential (
Conv2d(in, out, kernel _size=3)
ReLU ()
Conv2d(out, out, kernel _size=3)
)+ (
if (in == out)
Identity ()
else
Conv2d(in, out, kernel _size=1)

C.2 Blender Runtime Experiments
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To evaluate the latency added by an additional auxiliary buffer rendering
pass, we extend BLENDER's CYCLESphysically-based renderer to record per-
tile rendering time and an option to render only feature buffers. In Table C.1,
we detail CPU and GPU times for different proportions of rendered pixels.
We see that the adaptive strategy introduces a negligible overhead while
achieving signi cant performance improvements.

Rendering Details.  We choose 3 shots from a recent movie GHARGE that
are publicly accessible and have medium motion - 010_0050, 0400040, and
060.0130. We base our &’CLES adaptations on v3.5.0 pre-release commit
1a986f7e.

As the shots are not originally made for the physically-based renderer C Y-
CLES, we apply shot modi cations as described in Table C.2. When render-

ing the buffers pass, ray tracing is terminated at the intersection where the

renderer records denoising passes.

To compute the constant ramp up costs for loading a shot that is present
even if rendering only a single tile, we approximate it by renderinga 1 spp
variant of each shot.



C.2 Blender Runtime Experiments

Table C.1: Rendering and interpolation runtime breakdown. Computed mean per 1
frame and averaged over 3 shots.

Method Rendc_ered CPU time, min GPU time, min PSNR, dB
Ratio Interval
Buffers Beauty Total Estimation Interpolation Total
Full Render 100% - 109.5 109.5 - - - -
48.5% 15.7 62.5 78.2 0.03 0.12 43.78
Adaptive 32.6% 15.7 40.8 56.5 0.03 0.12 41.95
Inter?/al 24.7% 15.7 304 46.1 0.09 0.03 0.12 40.94
19.5% 15.7 24.0 39.7 0.03 0.12 40.31
16.5% 15.7 20.1 35.8 0.03 0.12 39.81
50.8% 7.8 67.2 75.0 0.02 0.02 41.03
Fixed 34.4% 10.2 458 56.1 0.02 0.02 39.79
Interval 26.1% 115 34.7 46.2 - 0.02 0.02 37.89
21.0% 12.3 27.9 40.2 0.03 0.03 37.57
18.0% 12.8 241 37.0 0.03 0.03 37.13
Table C.2: Blender Shot Modi cations
scene.render scene.cycles
resolution _x 1920 tile _size 64
resolution _y 804 device CPU
use_motion _blur False samples 1024
engine CYCLES use_adaptive _sampling True
adaptive _min_samples 32
adaptive _threshold 0.01
use_denoising True
denoiser OPENIMAGEDENOISE
Adaptive Runtime Computation. To approximate the runtime for adap-

tive interpolation, we rescale the runtime of each tile to sum up to
total_runtime ramp.up_runtime, and sum up the time it takes to render
each of the requested tiles with ramp_.up_runtime. For the GPU time compu-
tation, all needed qk are stored in memory during the processing. They are
in 1/16 resolution thus for a 96-frame sequence only 40 MB are used (1704
maps due to boundaries with 51  120px at 32 bits). Input/Output costs are
excluded from the measurements and all images are expected to be stored in
the RAM.
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APPENDIX

Controllable Frame Interpolation:
Additional Results

D.1 Additional Results

Additional quantitative evaluation on SNU-FILM

[Choi et al., 2024, X-

TEST [Sim et al.,, 2021, and VIMEO-90K-SEPTUPLET [Xue et al., 2019
datasets is provided in Tables D.1 and D.2.

Table D.1: Quantitative evaluation against prior methods &NU-FILM datasets.

SNU-EAsY SNU-M EDIUM SNU-H ARD SNU-EXTREME

PSNR SSIM LPIPS PSNR SSIM LPIPS PSNR SSIM LPIPS PSNR SSIM LPIPS
SoftSplat-L; [Niklaus and Liu, 2020] ~ 40.24 0.984 0.0185 36.06 0.966 0.0335 30.50 0.900 0.0635 2514 0.787 0.1308
XVFI-Vimeo [Sim et al., 2021 40.00 0.983 0.0177 3537 0963 0.0322 2956 0.883 0.0751 24.14 0.765 0.1550
ABME [Park et al., 2021 39.74 0.983 0.0228 3585 0.966 0.0380 30.62 0.901 0.0668 25.44 0.792 0.1271
VFIFormer [Lu et al., 2023 40.28 0984 0.0180 36.08 0967 0.0337 30.28 0.898 0.0691 24.96 0.786 0.1461
RIFE [Huang et al., 2022 39.74 0.982 0.0131 3545 0.962 0.0236 29.93 0.891 0.0481 24.86 0.777 0.0981
FILM-L; [Reda et al., 2022 40.19 0984 0.0186 36.03 0.966 0.0320 30.49 0.899 0.0575 2520 0.785 0.1068
AMT-G [Lietal., 2023 40.10 0984 0.0198 3591 0.966 0.0331 30.42 0.899 0.0606 25.06 0.786 0.1214
UPRNet LARGE [Jin et al., 2023 40.33 0984 0.0188 36.19 0967 0.0343 30.50 0.900 0.0672 24.99 0.785 0.1433
EMA-VFI [Zhang et al., 2023 40.19 0984 0.0185 36.14 0967 0.0335 30.65 0.899 0.0664 25.27 0.785 0.1402
SGM 50%[Liu et al., 2024] 40.36 0984 00186 36.13 0.966 0.0326 30.64 0.899 0.0633 2538 0.788 0.1223
CFA-RIFE [Zhong et al., 2025 40.09 0984 0.0190 3593 0.965 0.0325 30.47 0.899 0.0614 2542 0.790 0.1236
VFIMamba [Zhang et al., 20244 4044 0984 0.0184 3623 0967 0.0338 30.74 0.902 0.0651 25510794 0.1267
GIMM [Guo etal., 2024 40.13 0.983 0.0105 36.09 0.966 0.0188 3086 0903 Q0382 2571 0.792 0.0779
Ours-Pg o 39.63 0.983 0.0190 36.00 0.966 0.0328 30.84 0902 0.0591 2563 0.792 0.1112
SoftSplat-L ¢ [Niklaus and Liu, 2020]  39.90  0.982 0.0109 3571 0.963 0.0199 30.19 0.892 0.0425 24.80 0.770 0.0973
FILM-L g [Reda et al., 2022 4014 0983 0.0120 3591 0965 0.0215 30.37 0.895 0.0432 25.09 0.778 0.0891
PerVFI [Wu et al., 2024 38.07 0.974 0.0141 3459 0955 0.0245 29.82 0.887 0.0470 25.03 0.775 0.0902
LDMVFI [Danier et al., 2024 38.74 0979 0.0145 3404 00950 0.0284 2857 0.868 0.0599 2394 0.751 0.1224
Ours-Py o 39.47 0.982 0.0128 35.80 0.965 0.0221 3063 0898 0.0432 2544 0785 00857
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Table D.2: Quantitative evaluation against prior methods 8MEO-90K-7F and X-

D.2
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TESTdatasets.
VIMEO -90K-7F X-TEST-2K X-TEST-4K
PSNR SSIM LPIPS PSNR SSIM LPIPS PSNR SSIM LPIPS
. . 4 . . “ " " u

SoftSplat-L ; [Niklaus and Liu, 2020] 35.75 0.958 0.0312 28.97 0.807 0.1456 24.81 0.736 0.2970
XVFI-Vimeo [Sim et al., 2021 3479 0.951 0.0313 2517 0.692 0.2483 22.77 0.690 0.3012

ABME [Park et al., 2021 35.84 0.958 0.0309 29.15 0.813 0.1613 Out of Memory
VFIFormer [Lu et al., 2022 36.19 0.960 0.0297 Out of Memory Out of Memory
RIFE [Huang et al., 2022k 34.04 0945 0.0233 28.95 0.803 0.0882 25.36 0.716 0.1989
FILM- L; [Reda et al., 2022 35.83 0.958 0.0278 30.33 0.838 0.0772 Out of Memory
AMT-G [Lietal., 2023 36.16 0.960 0.0279 29.26 0.804 0.1540 Out of Memory

UPRNet LARGE [Jinetal.,, 2023 36.11 0.959 0.0292 27.12 0.752 0.2389 Out of Memory
EMA-VFI [Zhang et al., 2023 3623 0.959 0.0292 28.11 0.754 0.2193 Out of Memory
SGM 50%][Liu et al., 2024] 35.54 0.956 0.0297 29.34 0.798 0.1530 Out of Memory
CFA-RIFE [Zhong et al., 2025 3481 0.952 0.0307 30.43 0.840 0.1015 27.31 0.772 0.2377
VFIMamba [Zhang et al., 20244 3623 0.959 0.0289 31.03 0.855 0.1011 Out of Memory

GIMM [Guo et al., 2024 36.14 0960 Q0150 3169 0860 Q0524 3087 0839 Q1116
Ours-Pgo 35.49 0.956 0.0296 30.28 0.847 0.0667 29.34 0.813 0.1166
SoftSplat-L ¢ [Niklaus and Liu, 2020] 35.17 0.950 0.0178 28.35 0.781 0.0925 24.59 0.697 0.2075
FILM-L g [Reda et al., 2022 3564 0955 0.0183 30.28 0.835 0.0546 Out of Memory

PerVFI [Wu et al., 2024 33.54 0.939 0.0241 29.82 0.831 0.0489 Out of Memory
LDMVFI [Danier et al., 2024 33.39 0.938 0.0258 23.92 0.642 0.1915 Out of Memory
Ours-P1 o 35.25 0.953 0.0192 30.110.842 Q0449 2912 0804 Q0757
User Study

To evaluate the perceptual improvement of our assisted and non-assisted
versions, we conduct a web-based user study.

User Study Interface. In this study, participants were asked to "select
which result they think is better, e.g. it looks more natural, has fewer ar-
tifacts, etc., and indicate if it is a strong or weak preference” as shown in
Figure D.1. Each participant was asked to do at minimum 40 comparisons
and optionally continue to do all comparisons. Each sequence, method pair,
and the order it appears on the screen was sampled at random.

Method Selection.  For the comparisons, we select the top-performing
methods in our quantitative evaluation based on PSNR and LPIPS scores
- GIMM, CFA-RIFE, PerVFI, FILM- Lg -, as well as a generative method -
LDMVFI. We compare every method with our unassisted and our assisted

interpolation results, as well as compare them with each other.



D.2 User Study

Figure D.1: A screenshot of the interface used in our user study. The user is prompted
to select if they prefer the left or right video, looping back and forth, and
indicate if it is a strong or weak preferen@gye rom the baily bweebs by Blender Animation Studio.

Data Selection.  To select a fair set of sequences for all methods, we choose
to sample 10 sequences from the DAVIS dataset, using the rst frames as in
our quantitative evaluation.

However, for several sequences all methods show a very good quality recon-
struction, thus, to avoid comparing almost equal images, we decided to not
sample from the following sequences - bear, blackswan, boat, bus, car-turn
dog, elephant, goat, hike, kite-walk , mallard-fly , mallard-water ,
motocross-bumps motorbike , paragliding , paragliding-launch , rhino ,
scooter-black , soapbox and tennis .

Finally, we sample the following 10 scenes - breakdance, dog-agility ,
drift-chicane , drift-turn , horsejump-low, parkour, scooter-gray |,
stroller , surf , swing. We choose to add a frame triplet from animated
movie THE DAILY DWEEBSsas 11-th comparison to represent different con-
tent type with very non-linear movement comparisons.

Assisted Interpolation. For several sequences in the sampled set of com-
parisons, our baseline version already shows very good results and no in-
teraction is necessary. The following are not included for comparisons with
our assisted version - drift-chicane , parkour , stroller , surf .

Results. In total, 26 participants cast 1598 votes, with a minimum of 12
different users voting for each distinct query. The full result breakdown per
sequence and comparing method pair is provided in Table D.3. The interac-
tion time includes the interpolation time for all intermediate low framerate
previews but excludes the time for the nal 32  rendering.
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Table D.3: Full user study results. For each sequence the rst row corresponds to our
unassisted method and the second row corresponds to the user-assisted out-
put. In each cell we show percentage of votes as (strong preference for ours
j weak preference for ourstrong preference for theifsveak preference for

theirs)
Sequence FILM  LDMVFI  PerVFl CFARIFE  GIMM  Ours (unassisted) 'm‘?rriifgo”
breakdance 14572900 643600 316280 0315415 (87715 -
712370  77230j0 75250[0 3154150 2362150 3§620j0 06:59
donadil 077230 3§620j0 385480  3§6200 0235423 -
g-agility 083170 504370 474770  69350j0  §69230 1562230 07:52
ditchicane 1759240 937010 6339000 246970 755350 -
dritturn 465400 366400 2157147 85150j0 21362914 -
85150j0 10G0j0j0 633800  9380j0 504370 5446/0j0 06:29
_— 6436100  7921j0j0  693L0j0  10G0j0j0  5G50i0j0 -
horsejump-low 225400 851500 544600  1040j0j0 633800 7164290 06:37
parkour 632940 100000 90730  8§1400 2859103 -
<cooter-ara 937j0j0  85150j0 851500 57430j0 1569150 -
gray 92i8i0j0  10G0j0j0  85150j0  85150j0  31j62i8j0 1562230 04:39
stroller 3YSY100 93700 55440 93700 1473103 -
wurt 792500 861030  937j0j0  10G0j0j0 034623 -
swin 693L0j0  9280j0 633800 851500  §2323/46 -
9 10G0j0j0  10G0j0j0 10G0joj0  10G0j0j0  7i867j0 54460j0 04:16
dweehs 92i8i0j0  928j0j0  10G0j0j0  10G0j0j0  4§540j0 -
10G0j0j0  10G0j0j0  1040j0j0  928j0j0  85150j0 3523380 05:53
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APPENDIX

Ef cient Optical Flow: Additional Detalls
and Results

E.1 Flow Dataset Generation Details

For the data generation, we use the CycLES renderer to generate 335 frames
from 3 sequences of the B.ENDER movie CHARGE as listed in Table E.1. Sam-
ple frames from each of the sequences can be seen in Figures E.1-E.3.

To improve the quality of the rendered motion vectors, we remove lens
ares and volumes, and disable motion blur to decrease noise levels. Fol-
lowing [Mehl et al., 2023, we render super-resolved motion vectors at 16K
resolution with four ground truth values for each pixel. The complete Python
script used to apply scene adjustments is provided in Listing E.1.

Table E.1: List of rendereCHARGE sequences.

Shot Start Frame End Frame

010.0050 101 196
040.0040 101 264
060.0130 101 175
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Listing E.1: Blender scene setup script
import bpy

# Choose to render RGB or Flow pass
render_flow = False

for scene in bpy.data.scenes:

width = 1024
aspect.ratio = width / scene.render.resolution _x
height = int (round (scene.render.resolution.y * aspectratio))

scale = 16 if render_flow else 8
scene.render.resolution.x = width * scale
scene.render.resolution.y = height « scale

scene.render.usemotion _blur = False
scene.render.engine = "CYCLES”
scene.cycles.device = "CPU"

n_samples = 1 if render_flow else 1024
scene.cycles.samples = nsamples
scene.cycles.adaptivemin _samples = n_samples > 1
scene.cycles.adaptivethreshold = 0.01
scene.cycles.useadaptive _sampling = True
scene.cycles.denoiser = "OPENIMAGEDENOISE"
scene.cycles.usedenoising = (not render_flow)

# Removing very rare but strong fireflies
scene.cycles.sampleclamp_direct = 50.0

# Removing lens flares and overlays
scene.usenodes = False

collection = bpy.data.collections.get("flares”)
if collection:
bpy.data. collections .remove(collection)

for view _layer in scene.view_layers:
view _layer.use_pass.combined = True

# Removing volumes
for mat in bpy.data.materials:
if mat.use_nodes:
for node in mat.node_tree.nodes:
if node.bl_static_.type == "OUTPUT MATERIAL" n
and node.is_active_output:
for link in node.inputs[”Volume”]. links:
mat. node_tree . links .remove(link)
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E.2 Complete Measurements and Results

In Table E.2 we provide full benchmarking results, corresponding to all run-
time and memory usage plots.

Table E.2: Full correlation volume sampling isolated benchmarking results depending
on one variable. We report the runtime and peak memory usage of each imple-
mentation, as well as the runtime improvement over the on-demand sampling
method.OONhdicates that the method fails with an out-of-memory error.

Runtime (mean  std), ms Peak Memory (mean  std), MB
Variable Value Default On-Demand Ours Improvement Default On-Demand Ours
256 28 O 272 0 53 0 80.6% 40 3 0 8 0
Input Image 512 28 O 318 5 54 1 82.9% 27 0 12 0 34 0
Width 1024 29 0 388 11 57 2 85.4% 291 0 47 0 136 2
RTX 3090 2048 80 O 816 15 67 8 91.8% 4090 0O 184 0 588 58
4096 OOM 2644 48 302 37 88.6% OOM 737 0 2926 1023
256 16 O 197 0 32 0 83.9% 40 3 0 8 0
Input Image 512 16 1 233 4 33 1 86.0% 27 0 12 0 34 0
Width 1024 16 1 273 10 35 2 87.3% 291 0 47 0 136 2
RTX 4090 2048 42 0 381 12 42 6 89.0% 4090 0O 184 0 588 58
4096 OOM 1176 33 138 21 88.2% OOM 737 0 2926 1023
256 24 0 385 0 49 0 87.4% 4 0 30 8 0
Input Image 512 25 2 443 6 50 5 88.7% 27 0 12 0 34 0
Width 1024 26 O 510 15 51 3 90.0% 291 0 47 0 136 2
A100 2048 60 O 720 22 62 10 91.4% 4090 0 184 0 588 58
4096 683 3 1932 83 201 37 89.6% 71286 0 737 0 2926 1023
8192 OOM 8011 193 1665 318 79.2% OoOoM 2944 0 15384 7345
256 22 0 351 0 41 1 88.2% 40 3 0 8 0
Input Image 512 22 O 388 6 41 1 89.5% 27 1 12 0 34 0
Width 1024 23 0 439 15 45 2 89.8% 291 0 47 0 136 2
GH200 2048 24 0 591 20 48 5 91.9% 4091 0O 184 0 588 58
4096 191 25 1186 33 124 34 89.5% 71288 0 737 0 2926 1023
8192 OOM 3459 61 1004 276 71.0% OOM 2944 0 15384 7345
1 8 0 18 0 3 0 82.0% 4056 0 150 0 535 0
Number of 8 12 0 149 6 14 2 90.4% 4091 O 184 0 585 51
Iterations 16 16 0 296 11 26 3 91.3% 4091 0O 184 0 587 56
GH200 24 20 0 444 16 38 4 91.5% 4091 0O 184 0 588 57
32 24 0 591 20 48 5 91.9% 4091 O 184 0 588 58
64 24 0 151 5 46 5 69.7% 4090 0 150 0 472 58
Feature 128 24 0 297 9 46 5 84.5% 4090 0O 161 O 512 58
Dimensionality 256 24 0 591 20 48 5 91.9% 4091 0O 184 0 588 58
GH200 512 27 O 1177 40 49 5 95.8% 4091 0 243 0 744 58
1024 30 2 2350 81 51 6 97.8% 4091 O 446 0 1054 58

Full Optical Flow Benchmark Results

In Table E.4 we provide full results of all evaluated methods. The rst part
of the table contains methods that do not employ correlation volume sam-
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pling and do not bene t from performance improvements using our ef cient
volume sampling algorithm.

In Figures E.1-E.3, we provide additional qualitative comparisons.

We extend PTLFlow [Morimitsu, 2021] to evaluate the majority of methods

using checkpoints ned tuned on the Sintel dataset, unless otherwise noted.

We use correlation block size B = 8 for all results apart from MS-RAFT+,

CCMR, CCMR+ where block size B = 16 is used whenever the maximum
spatial dimension exceeds 1000 pixels. FlowFormer results were obtained
with their default tiling technique.

Table E.3: Quantitative evaluation orSPRING validation split.

1px error EPE Best Without Our
% # px # Runtime,s Ours,s Improvement
GMFlow [Xu et al., 2024 3.6 0.37 0.97 n/a
PWC-Net [Sun et al., 201§ 1.1 0.19 0.09 n/a
Flow-1D [Xu et al., 2021 1.5 0.17 0.25 n/a
DIP [Zheng et al., 2024 0.6 0.15 1.00 n/a
FlowFormer [Huang et al., 20224 0.6 0.13 1.83 n/a
FlowFormer++ [Shi et al., 2023 0.6 0.13 1.84 n/a
SCV [Jiang et al., 2021 2.1 0.18 3.40 n/a
HCVFlow [Zhao et al., 2024 0.7 0.13 0.34 n/a
MS-RAFT+ [Jahedi et al., 2024b 0.5 011 1.62 1.69 4%
RAFT [Teed and Deng, 2020 0.7 0.15 0.33 0.33 +0%
CCMR [Jahedi et al., 20244 0.7 0.12 1.31 1.60 18%
CCMR+ [Jahedi et al., 20244 0.5 0.14 4.09 4.25 4%
SEA-RAFT [Wang et al., 2024 0.5 0.12 0.13 0.17 23%

Spring Dataset Benchmark
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In addition to the 8K dataset used for most experiments, we perform runtime
measurements on the RING [Mehl et al., 2023 dataset and report results in
Table E.3. Despite this dataset having only Full HD resolution, i.e.lower res-
olution than what we are targeting, in many cases our method can provide
signi cant runtime improvements.



E.2 Complete Measurements and Results

Figure E.1: Qualitative comparison across different evaluation scales on a frame from
010.0050 shot. Image from Charge by Blender Studio.
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Figure E.2: Qualitative comparison across different evaluation scales on a frame from
040_.0040 shot. Image from Charge by Blender Studio.
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E.2 Complete Measurements and Results

Figure E.3: Qualitative comparison across different evaluation scales on a frame from
060_0130shot. Image from Charge by Blender Studio.
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Table E.4: Extended quantitative evaluation of optical ow estimation methods 8K a
dataset. We split the results depending on the evaluation scale and report
endpoint-error (EPE), 1px outlier rate, as well as metrics for pixels with large
motion (magnitude over 128px). Best result of each metric is highlighted in
bold, best performing scale for each method is underli@€alVhdicates that
the method fails with an out-of-memory error, whil@ - not applicable.

Metrics Runtime
1px error EPE LM-1px LM-EPE Default On-Demand Ours
Ys 43.8 2.95 94.2 24.55 944 03 n/a
GMFlow [Xuetal., 2023 a4 47.0 2.74 86.3 28.67 7039 1.3 nla
Ys 4238 3.89 935 47.99 53.623.0 n/a
Ya 303 3.32 78.3 47.30 759 225 nia
PWC-Net [Sun et al., 2018 Vs 24.4 326 613 57.16 1717 29.9 n/a
Y1 26.0 6.65 76.1 128.30 577.043.1 nia
Ys 36.7 3.13 95.2 37.15 71114 n/a
E'io"hv;ésD [xuetal, 2021 Ya 28.1 2.39 83.6 29.84 2163 32.9 n/a
9 Y2 23.8 2.23 713 31.60 779.3 143 n/a
Ys 283 2.43 84.3 29.03 2746 36 nia
Ya 225 223 604 33.70 8235 35 n/a
DIP [Zheng etal., 2023 Y2 20.8 2.77 45.9 57.00 2876.5 10.8 n/a
Y1 19.8 4.00 512 85.62 11353.737.7 n/a
Ys 332 2.62 88.9 26.21 789.03.6 nia
Ya 25.0 219 678 22.23 1784.8 4.1 n/a
FlowFormer [Huang etal., 20224 | 19.2 231 52,0 33.88 4998.6 16.3 n/a
Y1 16.9 3.22 56.4 58.16 16323.5 46.6 n/a
Ys 32,0 253 88.5 2254 793.21.7 nia
. Ya 24.1 200 663 20.07 1796.6 3.6 n/a
FlowFormer++ [Shietal. 2023 ) 18.9 246 519 32.20 5018.9 115 nia
Y1 16.8 341 553 55.70 16397.332.7 n/a
Ys 353 2.59 85.8 29.64 942.8127.5 nia
Scv/[Jiang et al., 2021h Ya 237 201 608 2324  3060.0 221.4 n/a
Y2 191 2.83 46.1 46.45 14518.3 892.7 nia
Ys 323 2.61 91.0 28.68 108.73.3 n/a
HCVFlow [Zhao etal., 2024 Ya 23.4 199 709 25.37 297.1 30.0 nia
Y2 17.9 2.08 544 32.92 1085.4 14.8 n/a
Ys 324 2.62 90.2 26.80 71107 562.5 6.3 1114 13.0
Ya 237 204 69.7 20.88 2669 1.1 1063.7 9.1 2083 17.4
RAFT [Teed and Deng, 2020 Y2 19.2 5.40 49.5 22.42 OOM 28285 31.4 996.9 25.4
Y1 22.9 4556 51.1 66.52 ooM 10998.6 709 45914 715
. Ys 20.1 1.94 63.7 22.65 ooM 4359 1.4 3311 137
m;ﬁ“ﬂ [Jahedietal, 2024 157 1.63 40.9 19.82 ooM 1399.4 4.6 1076.3 38.4
Y2 14.6 1.92 345 32.05 ooM 5482.8 252  4861.8 465.2
Ys 25.9 2.14 75.9 24.49 3359 57 465.6 9.7 3433 125
' Ya 17.5 188 503 27.75 ooM 13451 19.2 1138.0 40.1
CCMR [Jahedi etal. 20244 Y2 15.8 2.16 39.7 42.88 ooM 52185 9.3 44363 46.3
Y1 18.0 4.08 45.7 76.99 ooM 214261 387.8  18694.4 669.9
Ys 20.9 1.92 62.5 25.12 ooM 1022.7 18.8 887.9 324
CCMR+ [Jahedi et al., 2024k Ya 14.6 166 409 26.26 oOM 3559.3 12.0 3173.0 74.8
Y2 145 2.16 371 48.99 ooM 14119.0 24.6  13200.6 504.0
Ys 283 230 81.3 21.60 29703 88.8 0.8 353 0.9
Ya 211 201 543 19.23 135.4 24.4 184.4 16 109.4 1.4
SEA-RAFT [Wang etal., 2029 Y2 16.8 2.93 39.8 39.86 ooM 6227 43 4233 2.9
Y1 175 17.63 49.2 107.39 0ooM 2610.0 22.1 1902.2 106.3
Ys 28.3 230 81.3 21.60 29.80.2 88.7 08 354 10
SEA-RAFT Ya 214 186 539 1620 1452 0.3 249.0 1.4 129.8 2.6
(Cascaded) Y2 15.8 1.90 36.7 18.61 ooM 7125 2.9 459.0 3.2
Y1 133 2.70 316 21.56 0ooM 2868.3 59.0 2000.8 35.3
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Declaration of the Use of Al-Based Tools

The following table lists the generative arti cial intelligence tools used
within this thesis.

Al-Based Use Case Comments
Tool

ChatGPT / Revision of text The tool was used throughout the entire thesis

GPT-40 passages to generate suggestions for improving clarity and
grammar, the suggestions were selectively incorpo-
rated into the nal text.

GPT-40 Translation of text ~ Translation of the abstract from English to German.
ChatGPT Plot code genera- The initial code for generating some of the plots in
tion Chapters 5-6 was generated by the tool and further

re ned manually.
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