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Abstract

Orthodontic, orthognathic and various other maxillofacial treatments are pre-
scribed to correct dental misalignments and jaw deformities, ultimately improv-
ing functionality and aesthetics. For many patients, improved post-treatment fa-
cial appearance is considered a top priority.

Increasingly, digital tools are being employed to capture patient data, assess in-
dividual needs, plan treatments, predict outcomes, and visualize information in
an intuitive and effective way. These advancements enable more personalized,
accurate, and accessible care for patients. The prediction of post-treatment facial
appearance through simulation is especially valuable, as the predictions can be
used to refine the treatment plan and build healthy expectations for the patient.

In this thesis, we expand on existing simulation pipelines in digital dentistry.
Prior work has contributed sophisticated simulations based on the finite element
method, providing practical clinical insights in orthognathic surgery. These sim-
ulations support complex boundary conditions and physically-based tissue be-
haviour, resulting in explainable, patient-specific predictions.

Nonetheless, several limitations hinder the clinical utility of these tools — we iden-
tify three key challenges. First, simulations are primarily used for prediction,
which represents only a small fraction of the treatment planning process, leaving
surgeons with significant manual workload where simulation support is minimal.
Second, no well-validated orthodontic simulators exist, limiting their reliability in
clinical practice. Finally, preparing high-quality simulation data requires exten-
sive manual effort and expert knowledge to process geometric models, creating a
bottleneck in usability and adoption.

We address these limitation across three major contributions. First, we develop
a differentiable FEM model for virtual surgery planning (VSP) in orthognathic
surgery, demonstrating its ability to optimize the parameters of a blendshape-
based treatment model. This makes the simulator a more tightly integrated part of
the VSP process. By leveraging simulation gradients obtained through sensitivity
analysis, our model allows surgeons to visualize parameter effects in real time
and tailor outcomes to specific clinical objectives, making simulation-based VSP
tools more accessible for clinical workflows.
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Second, we introduce a novel, in-vivo dataset of plausible orthodontic deforma-
tions, free from confounding factors, and use it to evaluate a FEM model incor-
porating jaw, lip, and contact deformation. We show the dataset’s effectiveness
by performing an ablation study that demonstrates the importance of lip and jaw
effects, and through differentiable simulation we test the model’s sensitivity to
tissue parameters.

Finally, we propose a multi-linear dento-facial shape model that bridges the gap
between separately acquired lip and tooth scans. Using a ray-casting approach
for tissue thickness estimation, this model accurately represents the lip region,
and enables the generation of missing data and the alignment of intra-oral and
tacial scans, which has the potential to benefit clinical visualisation and streamline
simulation mesh construction.

Our findings demonstrate that simulation tools, particularly differentiable FEM,
offer valuable benefits for digital dentistry. By addressing key challenges in ac-
curacy and data preparation, we show how these methods can be integrated into
practical tools, improving treatment predictability and patient outcomes.

iv



Zusammenfassung

Orthodontie, orthognathe Chirurgie und verschiedene andere maxillofaziale Be-
handlungen werden zur Korrektur von Zahnfehlstellungen und Kieferdeforma-
tionen eingesetzt, um sowohl die Funktionalitit und Asthetik zu verbessern. Fiir
viele Patientinnen und Patienten ist das posttherapeutische Gesichtsprofil eine
zentrale Prioritat.

Digitale Technologien werden zunehmend zur Erfassung patientenspezifischer
Daten, zur bedarfsgerechten Behandlungsplanung, zur pradiktiven Modellierung
von Therapieergebnissen sowie zur intuitiven und effektiven Visualisierung von
Informationen eingesetzt. Diese Fortschritte ermdglichen eine prézisere, persona-
lisierte und besser zugangliche Patientenversorgung. Besonders wertvoll ist die
Simulation des postoperativen Gesichtsprofils, da die Vorhersagen dazu genutzt
werden konnen, den Therapieplan zu optimieren und realistische Erwartungen
fiir die Patientinnen und Patienten zu etablieren.

In dieser Dissertation erweitern wir bestehende Simulationspipelines in der di-
gitalen Zahnmedizin. Friithere Arbeiten haben fortgeschrittene Simulationen auf
Basis der Finite Element Method (FEM) entwickelt, die in der orthognathen Chir-
urgie wertvolle klinische Einblicke liefern. Diese Simulationen unterstiitzen kom-
plexe Randbedingungen und physikalisch basiertes Gewebeverhalten, wodurch
erkldrbare, patientenspezifische Vorhersagen ermdoglicht werden.

Dennoch gibt es mehrere Einschrdnkungen, die den klinischen Nutzen die-
ser Werkzeuge einschrianken — wir identifizieren drei zentrale Herausforderun-
gen: Erstens werden Simulationen primér zur pradiktiven Modellierung einge-
setzt, welche nur einen kleinen Teil des gesamten Behandlungsprozesses ab-
deckt. Dies fiihrt dazu, dass Chirurginnen und Chirurgen weiterhin mit erheb-
lichem manuellem Arbeitsaufwand konfrontiert sind, da wesentliche Planungs-
schritte nicht durch Simulationen unterstiitzt werden. Zweitens existieren derzeit
keine gut validierten orthodontischen Simulationsmodelle, was deren klinische
Verlasslichkeit einschrankt. Drittens erfordert die Generierung hochqualitativer
Simulationsdaten eine erhebliche manuelle Aufbereitung und spezifisches Fach-
wissen in der geometrischen Modellverarbeitung, was die breite Anwendbarkeit
und Integration in klinische Workflows erschwert.



Diese Dissertation berticksichtigt diese Einschrankungen durch drei wesentliche
Beitrdge: Erstens entwickeln wir ein differentiable FEM-Modell fiir die Virtual
Surgery Planning (VSP) in der orthognathen Chirurgie und demonstrieren, wie es
die Parameter eines blendshape-basierten Behandlungsmodells optimieren kann.
Dadurch wird der Simulator integraler Bestandteil des VSP-Prozesses. Durch die
Nutzung von Simulationsgradienten aus der Sensitivitdtsanalyse erlaubt unser
Modell eine interaktive Visualisierung der Parameterwirkungen in Echtzeit und
eine gezielte Anpassung an patientenspezifische klinische Zielsetzungen, wo-
durch simulationsbasierte VSP-Werkzeuge besser in chirurgische Workflows ein-
gebettet werden konnen.

Zweitens stellen wir einen neuartigen in-vivo Datensatz orthodontischer Defor-
mationen vor, der frei von storenden Einflussfaktoren ist, und nutzen diesen zur
Evaluierung eines FEM-Modells, das Kiefer-, Lippen- und Kontaktdeformationen
berticksichtigt. Die Effektivitdt dieses Datensatzes demonstrieren wir durch eine
Ablationsstudie, welche die Bedeutung der Lippen- und Kiefereffekte quantifi-
ziert. Zudem evaluieren wir mittels differentiable Simulation die Sensitivitdt des
Modells gegeniiber Gewebeparametern.

Drittens entwickeln wir ein multi-lineares dento-faziales Shape Model, das die
Liicke zwischen separat erfasste Lippen- und Zahnscans schliesst. Mittels einer
Ray-Casting-Methode zur Gewebedickenabschitzung ermoglicht dieses Modell
eine akkurate Reprdsentation der Lippenregion, die Generierung fehlender Daten
sowie das prézises Alignment von intraoralen und Gesichtsscans. Dies verbessert
potenziell die klinische Visualisierung und erleichtert die Konstruktion von Si-
mulation Meshes.

Unsere Ergebnisse zeigen, dass Simulationswerkzeuge, insbesondere differen-
tiable FEM, einen signifikanten Mehrwert fiir die digitale Zahnmedizin bieten.
Durch die gezielte Untersuchung zentraler Herausforderungen in Modellgenau-
igkeit und Datenaufbereitung demonstrieren wir, wie diese Methoden in praxis-
nahe Werkzeuge integriert werden konnen, um die Vorhersagbarkeit von Behand-
lungen und die Therapieergebnisse fiir Patientinnen und Patienten zu verbessern.
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CHAPTEHR

Introduction

The World Health Organization recognizes oral health as a cornerstone of
overall well-being, which “enables individuals to perform essential func-
tions, such as eating, breathing and speaking, and encompasses psychoso-
cial dimensions, such as self-con dence, well-being and the ability to social-
ize and work without pain, discomfort and embarrassment” [WHO, 2024].
Among all dental issues, dental deformity affects approximately 56% of the
global population [Lombardo et al., 2020, making it one of the most com-
mon problems requiring treatment. Severe dental deformity can lead to dif-
culties in chewing, swallowing, and speaking, as well as temporomandibu-
lar joint dysfunction and chronic pain. Even mild cases, while not function-
ally impairing, can affect facial appearance and impact psychosocial self-
con dence [Farkas, 1994; Larsen, 2017; Tuk et al., 2022

Depending on the severity of these conditions, treatment requirements also
vary. Severe dental deformations involving jaw abnormalities are classi ed
as dentofacial deformities and require surgical intervention by a maxillofa-
cial surgeon. Dental conditions, such as crowded, protruding, or irregular
teeth, are treated by orthodontists. Figure 1.1 illustrates examples of these
conditions, treatment options, and outcomes. A detailed discussion of the
medical background, including anatomy, conditions, and treatments, is pro-
vided in Chapter 2.

A crucial criterion in judging treatment quality is the post-treatment facial
appearance. Changes in soft tissue are among the most noticeable effects of
treatment, and patients often judge the quality of outcomes based on these
changes|Zarif Naja etal., 2016; Bravo et al., 1997]. Consequently, achieving
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Figure 1.1:

Conditions and treatments. (a) Teeth in malocclusion, with cross-kshizc-
cucci et al., 201J1(b) Before and after orthognathic treatment. Image cour-
tesy of DDS, OMFS Konstantin Kurakin and DDS, OMSF Andrei Laty-
shev. (c) Common orthodontic treatment options — xed braces and clear

aligners[Polekhina and Guner, 2022

a balanced facial appearance after treatment has long been a critical priority
for dental practitioners [Peck and Peck, 197{. In this dissertation, we focus
on dental and dentofacial deformities and develop methods for modelling
digital humans to simulate and predict the outcomes of common treatments.

Developing “medical digital twins” — homunculi derived from synergies be-
tween computer vision, graphics and medicine — has been a visionary goal
for decades [Gross, 1998. Digital methods are increasingly used to mea-
sure, assess, and plan treatments for dental deformation conditions, reduc-
ing clinician workload and improving patient outcomes. These methods
automate manual tasks, enhance measurement precision, and ensure thor-
ough documentation and reproducibility. Advanced computational models
provide predictive insights, while digital tools create detailed visualizations
that make complex information more accessible. For instance, in virtual or-
thognathic surgery planning, 3D visualizations enable precise measurement
of patient anatomy and optimal treatment planning [Chen et al., 2021].

In the eld of digitalized dental outcome prediction, prior research has
laid important groundwork, typically employing either simulation-based or
learning-based methods.



Physically-based simulation of orthognathic surgery has a long history. Re-
search efforts at the turn of the millennium introduced nite element models
(FEM) for patient-speci c anatomy. These methods model the patient's soft
tissue as a deformable solid and simulate its response to forces applied by
bone movement. Recent work re nes these methods to better capture sub-
tle aspects of facial biomechanics, simplify the clinical work ow, or study
complete systems in action.

Koch and Roth laid down the fundamental approaches for orthognathic
FEM, testing diverse simulations with mass-spring models, volumetric -
nite elements, and linear and non-linear materials, while simultaneously cre-
ating the pipeline for processing surgical scans into patient models [Koch,
2000; Roth, 2002 Chabanas et al. embedded muscles into the simulation
mesh, and proposed a templated registration approach for rapidly adapting
to new patients [Chabanas et al., 2008 More recently, Kim et al. introduced
incremental FEM simulations with “sliding” effects around the lips and mu-
cosa, boosting prediction accuracy in this anatomically challenging region
[Kim et al., 2019]. Alcaiiiz et al. showed that coarser, computationally lean
models can still be clinically viable and run in seconds [Alcafiiz et al., 2021].

Simulation-based prediction has also been successfully integrated into com-
mercially available planning software. Two examples include Dolphin
and Mimics Materialise [Dolphin Imaging & Management Solutions, 2024;
Materialise NV, 2024]. Studies nd the accuracy these systems acceptable for
clinical use [Marchetti et al., 2011], however the technical and mental over-
heads of these tools lead some practitioners to prefer traditional methods
[Chen et al., 2021.

Broadly, the learning-based approaches to outcome prediction are split into
two approaches. The rst approach, “traditional ML”, is to use a dataset

of paired pre- and post- treatment cases and directly learn a mapping from
treatment input to output, conditioned on a representation of the treatment

plan [ter Horst et al., 2021; Tanikawa and Yamashiro, 2021.

The second approach is learning to mimic a physically-based simulator,
based on a large number of synthetic, simulated pre- and post- treatment
head shapes. By varying the treatment parameters of the simulator, multiple
outcomes, and thus multiple training points, are generated for each identity.
The bene ts of learning-based methods are the ability to learn treatment ef-
fects directly from data and rapid inference. However, the training datasets
are relatively small, or in the case of simulation-imitation consist of training
on one individual at a time [Lampen et al., 2024.



Introduction

Figure 1.2: Examples of the research areas. (a) A skull model from Chapter 3 highlight-
ing the regions affected by orthognathic surgery. (b) On the left, a simulation
mesh from Chapter 4, showing on the geometry and mock-up. On the right,
two parameter maps showing optimised per-element Young's modulus. (c)
From Chapter 5, a tooth model with a corresponding arch-ball (in green), can
be used to generate many plausible face shapes.

Despite promising results, the reproducibility of generalisability of these
methods is called into question. Reliance on small, proprietary datasets am-
pli es the risk of bias and hinders external validation efforts  [Khanagar etal.,
2027. Concerned with orthodontics, a review by Zhu et al. nds a “low level

of evidence indicating an estimated high overall accuracy of Al-generated
prediction” [Zhu et al., 2023.

In this thesis, we focus on simulation-based methods, as these have an es-
tablished support in the medical community, and their robustness, inter-
pretability, and lower reliance on large datasets makes them more likely to be
clinically embraced. Formulating the problem as a FEM simulation naturally
allows for patient-speci c geometry and physically-based tissue behaviour,
such as incompressibility, to be guaranteed. Additionally, it removes prob-
lematic dependencies on data which may introduce unfavourable bias to the
predictions, as discussed in more detail in Chapter 4.

While prior research has signi cantly advanced outcome prediction, con-
temporary digital methods still face three major challenges that hinder clin-
ical adoption: integration with clinical processes, validation of orthodon-
tic simulation, and automation in data pre-processing. Our work aims to
address these limitations by developing methods for predicting individual
post-treatment facial shape changes based on measurements of facial geom-
etry, teeth, bones, and the clinically prescribed treatment plan. We integrate
our work into a pipeline centred around physically-based simulation of fa-
cial tissue. Each of the three aforementioned issues is the focus of one chap-
ter of this thesis. We discuss each of the individual issues on the next page.



1.1 Treatment Parameter Optimisation

Chapter 3. Addressing Clinical UsesThe rst hurdle of any good software — it
must solve a user's problem, saving them time and effort. By closely
analysing how surgeon's plan treatments, we can observe that pre-
dicting the outcome is only one step of a larger planning pipeline.
Our rst contribution proposes a differentiable simulation to ad-
dress one of the other most fundamental steps — translating treat-
ment goal to an optimal bone movement.

Chapter 4. Validating Orthodontic Simulation Predictive simulation needs to be
robustly validated to be clinically accepted. While 3D scanning data
Is tremendously useful during simulation, a challenge arises when
pre- and post-treatment scans are compared. We nd that exist-
ing CBCT data, does not reliably capture the speci c local changes
needed to validate simulation accuracy. To circumvent this limita-
tion, we construct a novel dataset targeted at capturing orthodontic
movements under controlled conditions.

Chapter 5. Facilitating Automation Even the most robust simulators can be un-
derutilised if they prove too time-consuming or tedious for everyday
clinical work ows. Dentists and orthodontists lack the extra hours
for data processing and manual scan alignment — much less the time
it takes to learn how to run and de-bug the often specialised geom-
etry processing software. Our nal contribution addresses this bot-
tleneck by introducing a joint dento-facial shape model, that has the
potential to automate many pre-processing and registration tasks.

In the next sections we will describe these projects in more detail. An illus-
tration of the developed methods can be seen in Figure 1.2.

1.1 Treatment Parameter Optimisation

In Chapter 3, we focus on the virtual surgery planning (VSP) process and
identify that at the core of treatment planning there exists an inverse prob-
lem, where the treatment plan is optimised to guarantee a favourable post-
treatment facial appearance. We prototype a differentiable FEM simulator
and explore how it can enhance and simplify treatment planning, which is

ultimately necessary to integrate simulation-based virtual surgery planning

(VSP) tools into a clinical work ow.

The VSP process can be broken down into three stages. First, a consulta-
tion with the patient is conducted, during which diagnostic data such as
radiographs or 3D scans are collected. Second, the surgical team establishes
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the treatment goals based on the gathered information. Finally, the optimal
treatment plan is selected to achieve these goals, leveraging the surgeon's
expertise, clinical guidelines, and simulated predictions.

The goal of VSP, similar to traditional surgical planning, is to carefully
choose treatment parameters to achieve a desired treatment outcome. Com-
pared to traditional planning, VSP reduces planning time, enhances visual-
ization with 3D modeling, facilitates collaboration between remote surgical
teams, and supports advanced simulations, such as Finite Element Method
(FEM) analyses, all of which ultimately lead to improved patient outcomes
[Chen et al., 2021. Crucially, simulators can be used during VSP to verify
the treatment parameters by comparing a predicted outcome to the desired
one. However, estimating the optimal parameters amounts to solving a chal-
lenging inverse problem. In current clinical practice it is solved manually by
surgeons, who rely on their experience and intuition to iteratively re ne the
parameters, verifying them with simulated predictions.

Previous work in orthognathic surgery simulation has solely focused on
the forward problem, testing and improving the accuracy of predictions
[Koch et al., 1996; Koch et al., 2002; Chabanas et al., 2003; Kim et al., 2019;
Alcafiiz et al., 2021]. In our work, we de ne a parametric treatment model
based on surgeon input, and with analytically derived simulation gradients
we optimise it against an objective de ned on the visible facial 3D surface.
By using sensitivity analysis, we can easily explore the solution-space with
rst-order approximations, which allow the surgeon to interactively visu-
alise the effect of parameter variations on a given treatment plan. The ob-
jective function allows landmarks to be freely chosen, accommodating the
multiple methodologies in clinical planning. We show that even with a very
sparse set of guiding landmarks, our simulator robustly converges to a fea-
sible post-treatment shape.

While this work provides a compelling use-case for differentiable clinical
simulation, it does not address two practical issues. First, it does not present
a veri ed, validated simulator - as a prototype for a novel application, im-
proving the biomechanical accuracy of the simulator is left for further work.
Secondly, it relies on a complex manual pipeline for data preparation.



1.2 Simulation Validation and Optimisation

1.2 Simulation Validation and Optimisation

In Chapter 4, we evaluate a novel simulator of orthodontic treatment, which
also predicts the changes to the facial tissue, on our novel dataset of facial
changes of individuals wearing specialised dental obturators.

The facial changes induced by orthodontic treatment are generally smaller
than those caused by orthognathic surgery. Nonetheless, patients are still
perceptive to these changes[Zarif Naja et al., 2016; Bravo et al., 1997]. An
orthodontic treatment may last between six months and three years, and can
signi cantly impact on the everyday life of the patient. Simulate the treat-
ments can give patients more con dence about the quality of the outcome,
and increase their con dence and willingness to stick with the treatment.
However, such simulation requires an even greater level of precision and
accuracy in the geometric modelling and the simulation approach.

Validating the simulator typically relies on ground-truth data derived from
treatment outcomes. However, such data is inherently noisy, with confound-
ing factors like ageing or weight changes obscuring the subtle displacements
induced by orthodontic treatment. These factors are hard to remove or con-
trol, given the duration of the treatment.

Unlike orthognathic surgery, which was the focus of Chapter 3 and has been
extensively studied in simulation research, orthodontic treatment remains
under-explored. We believe one of the reasons is the dif culty with which
data to reliably validate. Also there are no sophisticated simulations of
dento-facial interaction, with one existing study [Chen et al., 2012 treating
the hard and soft tissue as one connected mass, and prescribing orthodontic
treatment as a boundary condition on mesh vertices.

Our contribution is three-fold. First, we collect data using dental obtura-
tors. Such obturators accurately mimic the effect of orthodontic treatment
[Au et al., 2020], but since they are captured in one scanning session, they
remove the issues caused by the unrelenting passage of time. Second, we
develop and test a differentiable orthodontic simulation with contact, jaw
motion, and lip closure effects. Our evaluation includes ablation studies to
assess the impact of these models on simulation accuracy. Finally, we further
demonstrate how differentiable simulation can facilitate the optimisation of
material parameters, which allows for simulated outcomes to more closely
resemble captured data.

Nonetheless, limitations remain. Our optimisation approach succeeds at
improving the accuracy of given simulations, but only weakly generalises
across unseen treatment types, and does not generalise across patients. We
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conclude that material parameters are not the main cause of simulation in-
accuracy, but rather inconsistencies in data pre-processing leading to, for
example poorly modelled intraoral geometry. Such inconsistency arises in
large parts due to the manual, labour intensive simulation mesh prepara-
tion process. Therefore, in Chapter 5 we build shape-models of dentofacial
anatomy, which can reduce the reliance on manual work ows and pave the
way to further improvements in simulator accuracy and clinical adoption.

1.3 Dento-Facial Model

In the penultimate Chapter 5, we look beyond the simulator and focus on
developing a shape model that facilitates working with 3D scans of faces
and teeth — an essential step not only for preparing simulations but also
for advancing work ows in digital dentistry as a whole. Building on the
challenges outlined previously, this chapter addresses the limitations posed
by labour-intensive pre-processing work ows that introduce inconsistencies
into simulation data, particularly in the modeling of intraoral geometry.

We develop a statistical shape model of lips and teeth, designed to bridge
the gap between separately acquired facial and intraoral scans. Existing re-
search has largely focused on individual aspects of soft-tissue and dental
modeling, often neglecting the combined geometry critical to clinical appli-
cations[Lietal., 2017; Vlasic et al., 2005; Qiu et al., 2022; Milojevic et al., 2024;
Wu et al., 2016; Nauwelaers et al., 2021; Semper-Hogg et al., 2017 Our
model captures the relationship between lip soft tissue and the underlying
dental arch, allowing for seamless integration of these modalities. A novel
ray-casting approach is introduced to estimate soft-tissue thickness from CT
scans, while dental-arch segmentation is automated to reduce reliance on
manual work ows. Speci cally, we test both a linear and multi-linear ap-
proach to modelling the oral and dental geometry.

This approach addresses inconsistencies in data preparation by enabling
joint analysis of facial and dental scans, which improves the accuracy of
soft-tissue modelling, particularly in the lip region. Furthermore, the model
demonstrates the ability to infer dental-arch shapes directly from external
scans, paving the way for applications in orthodontics, prosthetics, and re-
constructive surgery. We apply our model to the alignment of intraoral
and face scans — to our knowledge there are no previous attempts at solv-
ing this problem using the priors given by a shape model; previous tech-
niques require multiple scans [Lo Russo et al., 2029. By reducing manual
pre-processing steps and improving data consistency, this work represents a
step toward more robust and clinically viable simulation tools.
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While promising, this work also identi es opportunities for future explo-
ration. Expanding the model to incorporate appearance and expression pa-
rameters could enable dynamic simulations, while further validation and
generalization will be critical to ensuring its adoption in diverse clinical set-
tings.

1.4 Contributions

The main contributions of this thesis are:

* We develop a differentiable model of orthognathic surgery and
demonstrate use-cases in treatment parameter optimisation and in-
teractive outcome visualisation. Prior work only considered the for-
ward problem of predicting outcomes, without taking into account
the iterative surgery planning process, where surgeons incremen-
tally improve treatment parameters based on the predetermined
treatment goal and the simulated prediction. Speci cally, we de-
ne a parametric treatment model based on surgeon input, and with
analytically derived simulation gradients we optimise it against an
objective de ned on the visible facial 3D surface. By using sensitiv-
ity analysis, we can easily explore the solution-space with rst-order
approximations, which allow the surgeon to interactively visualise
the effect of parameter variations on a given treatment plan. The
objective function allows landmarks to be freely chosen, accommo-
dating the multiple methodologies in clinical planning. We show
that even with a very sparse set of guiding landmarks, our simulator
robustly converges to a feasible post-treatment shape. We evaluate
our method on two identities with multiple simulated orthognathic
conditions, which were crafted under the supervision of medical ex-
perts.

» We develop the rst contact-driven orthodontic simulation, and pro-
pose a novel strategy for validating it using a dataset of facial de-
formations induced by 3D printed mock-ups which were inserted
into the mouth of study participants. Computationally modelling
the soft-tissue changes caused by orthodontics is challenging due to
the small displacements caused by the treatment. Large precision
is required for geometric modelling, and consequently during data
collection. However, data gathered before and after treatment con-
tains spurious facial changes from many sources, such as ageing or
weight-change. In this work, a novel data-collection method based
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on specialised dental obturators is used to obtain a clean dataset
without confounding factors. The data quality is demonstrated by
comparison to a cone-beam CT (CBCT) dataset of treatment out-
comes. Using this dataset, we evaluate an FEM simulation with
models of contact, jaw motion, and active-lip deformation, perform-
ing ablation studies to assess their impact on accuracy. We also show
how differentiable simulation can optimize material parameters in
the implemented models. Our results demonstrate the utility of in-
vivo simulated data, and the evaluation of the simulator highlights
the role of the jaw and lip in contact-driven facial deformation.

* We explore the design of a multi-linear shape model of lips and
teeth. In contrast to previous literature, in which models of lips,
faces, and teeth were developed separately, we unify the scans and
demonstrate that bridging the gap between separately acquired lip
and tooth modalities allows us to tackle clinically important prob-
lems in digital dentistry.

1.5 Publications
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This dissertation is based on the following peer-review and submitted pub-
lications:

* D.Dorda, D.Peter, D.Borer, N.B.Huber, I.Sailer, M.Gross,
B. Solenthaler, B. Thomaszewski, Differentiable Simulation for
Outcome-Driven Orthognathic Surgery Planning , Symposium on
Computer Animation 2022

* D.Dorda, D.Peter, A.Latyshev, L. Azevedo, N.B. Huber, B.G 6zc,
I. Sailer, M.Gross, B.Thomaszewski, B. Solenthaler, Evaluating a
Differentiable Facial FEM Model with In-Vivo Simulated Data for
Orthodontic Treatment Outcome Prediction , Computational Biome-
chanics for Medicine XIX Workshop at MICCAI 2024

* D.Dorda, D.Peter, N.B.Huber, M.Gross, B.Solenthaler, Joint
Dento-Facial Model , submitting to Medical Image Understanding
and Analysis Conference 2025

This dissertation includes the contents of all above papers as well as addi-
tional implementation and evaluation details not present in the papers.
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Related Work

In this Chapter, we will discuss some of the background information re-
quired for a complete understanding of the following chapters, from both a
technical, simulation perspective, as well as a medical, applied one. Speci -
cally, we will give an expanded overview of:

1. The medical context
2. FEM theory

3. Simulation pipeline design

2.1 Dental, Oral and Maxillofacial Medicine

The rst evidence for dental intervention dates back to approximately 12,000
years ago in Italy, where archeological ndings of teeth with distinct drill
marks suggest early attempts to treat tooth decay. Almost every civilisation
since pre-history has developed its own approach to identify, prevent and
treat dental disorders. Whilst most historical documents concern themselves
with treating and extracting decaying teeth, evidence of rudimentary or-
thodontic practice has been found as far back as ancient Greece and Etruria.
The eld of modern orthodontics and orthognathics emerged in the late 19th
and early 20th centuries, with pioneers such as Edward Angle (1855-1930),
Norman William Kingsley (1829-1913), and Simon P. Hullihen (1810-1857),
establishing diagnostic and treatment standards [Kezian, 20243. This rich
history shows, without a doubt, the importance of dental health in human
life. It offers a connection to past generations who faced many of the same

11
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Figure 2.1: Anatomy of the face, highlighting the soft and hard tissues which play a
role in malocclusion disorders and may be affected by treatment. Diagram

modi ed from[Lynch and Jaffe, 2006

healthcare concerns we do today. Their drive to understand and improve
oral health mirrors our own efforts to advance treatment and care today.

In this section, we will review the medical background relevant to our pro-
posed digital methods. We will start with an overview of oral and facial
anatomy, examine conditions that are related to, and could be impacted by
our work, and nally summarise the common treatment options for the out-
lined conditions. The aim of this Section is then to better position the future
chapters in the context of current dental practice.

Oral and Facial Anatomy

12

To understand the pathologies and treatments affecting the face, as well as to
understand our models introduced in later chapters, it is necessary to have
an overview of the relevant anatomy. While the face contains some of the
most intricate anatomy of the entire human body, we will thankfully make
some simplifying assumptions in our models that spare us from having to
review all anatomical minutiae, such as the roles of individual muscles and
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tendons. Figure 2.1 shows an anatomical diagram of structures that signif-
icantly in uence facial appearance, are relevant in maxillofacial treatments,
and are thus a primary consideration during simulator design.

We will brie y describe the structures identi ed there, and highlight their
role in facial mechanics:

* Hard Tissue

— Cranium —the bony structure that encloses and protects the brain,
forming the upper part of the skull. The shape strongly deter-
mines facial appearance, and remains unchanged during treat-
ments except when in uenced by growth (e.g. in adolescence).
Cranium shape can be measured from CBCT, or inferred from face
shape using statistical methods.

Maxilla — The upper jawbone, a part of the cranium which sup-
ports the upper teeth and forms part of the nasal cavity and eye
socket. Often operated on during orthognathic surgery; it can be
widened, narrowed, or translated to improve occlusion and aes-
thetics.

Mandible — the lower jawbone, supports the lower teeth, and is
essential for mastication and speech. Connected to the cranium
via the temporomandibular joint (TMJ), which gives it a complex
6-DOF movement. Like the maxilla, its shape can be modi ed via
orthognathic surgery.

Teeth — Hard, calci ed structures essential for oral health. The po-
sition of the teeth signi cantly in uences the facial pro le by ex-
erting pressure on the lips and establishing an occlusion pattern
that determines jaw alignment, and can be adjusted via orthodon-
tic treatment. Their shape can be measured with optical intra-oral
3D scanners, or reconstructed from CBCT.

Temporomandibular joint — one of the most complex joins of the
human body, due to its support for both sliding and rotational
motion. Due to the mix of hard and soft tissues, it is also hard to
reconstruct its structure with CBCT scans. Specialised equipment
and methods exist for measuring its movement pro le in individ-
ual patients, however it is also common to assume, as we do, that
the mandible is transformed rigidly, and the movement is veri ed
by clinicians.

13
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* Soft Tissue

— Muscle — Soft tissues that facilitate jaw movement and facial ex-
pressions. Reconstruction of individual muscles from CT scans is
challenging due to similar density pro les shared with other soft
tissues.

— Fat — Connective tissue that provides cushioning and contributes
to facial volume and contour. The volume of fat tissue can change
over time due to diet and ageing.

— Fascia — A connective tissue that supports, compartmentalizes and
connects other soft tissue structures. By rigidly connecting distant
facial structures, it can lead to complex non-local deformations.
Mechanical properties change with age. We do not model the ef-
fects of fascia explicitly, and to the best of our knowledge there
do not exist works that measure and model its in uence on facial
dynamics.

— Skin — The outermost layer of tissue covering the face. The surface
can be measured using 3D scanners or reconstructed from CT.

Throughout the thesis, we will primarily use aggregate geometric represen-
tations of soft and hard tissues. That s, soft-tissues which are in reality made
up of muscles, fat, skin and connective tissues (fascia) will be represented as
a homogenous soft body. For hard tissue, we will separate the represen-
tation of the skull and the jaw, and when relevant the teeth as well. This
coarse anatomical classi cation is suf cient to introduce the common condi-
tions addressed in this thesis.

What goes wrong?

14

Understanding dental and facial anatomy allows us to recognize the con-
ditions that drive individuals to seek treatment. These conditions vary in
severity, affecting both oral health and overall well-being. We categorize
them by their impact, noting the specialists involved and, for the purposes
of this thesis, the extent to which treatment can alter facial shape. This dis-
cussion is based on two comprehensive medical textbooks [Reyneke, 2010
and [Proftet al., 2018].

Restorative Dentistry. Restorative dentistry focuses on repairing or re-
placing damaged or missing teeth. Tooth damage or loss can result from
acute trauma, chronic conditions such as bulimia or bruxism (involuntary
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Figure 2.2: lllustration of the three classes of occlusion according to Angle's classi ca-
tion: Class | (normal occlusion), Class Il (retrognathism or overbite), and
Class Il (prognathism or underbite), based on the alignment of the rst mo-
lars and the position of the lower jaw relative to the upper jaw.

teeth grinding), poor oral hygiene, or ageing. These issues can cause pain,
chewing dif culties, and aesthetic concerns.

Minimally invasive treatments include veneers, which are arti cial crowns
placed over teeth. For missing teeth, prosthodontists use implants, which
can signi cantly impact facial appearance by supporting lip tissue, restor-
ing a fuller and more natural look. Although restorative dentistry is not
directly addressed in this thesis, the simulation methods developed herein
— particularly the contact-driven model in Chapter 4 — could be adapted for
such applications.

Orthodontics.  More severe deformations, like malocclusions and irregu-
larities in the teeth and jaws, are the domain of orthodontists. Treating these
conditions can result in moderate to signi cant facial changes.

To categorize different types of malocclusion, orthodontists use the Angle
classi cation, a system introduced by Edward Angle in the late 19th century
that remains widely used today. This classi cation de nes malocclusions
based on the relationship between the upper and lower jaws, particularly
the position of the rst molars. As illustrated in Figure 2.2, the three primary

classes are:
* Class | — The upper and lower rst molars have a normal rela-
tionship, but crowding, spacing, or other irregularities may still be
present.

» Class Il — The upper jaw and teeth are positioned forward relative to
the lower jaw (retrognathia), often resulting in an overbite.

» Class lll — The lower jaw is positioned forward relative to the upper
jaw (prognathia), creating an underbite.

15
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Beyond these classi cations, orthodontists also diagnose and treat various
other dental irregularities that affect function and facial aesthetics. These
include crossbitewhere the upper and lower teeth do not align properly in
the buccolingual direction; facial asymmetry caused by discrepancies in jaw
growth or tooth positioning; and diastemawhich refers to excessive spacing
between teeth.

In general, these conditions can cause social stigma due to facial appearance,
functional dif culties with chewing, swallowing and speaking, sometimes
linked with TMJ issues, and can increase susceptibility to trauma and oral
disease. The conditions likewise have many causes, mostly arising from ab-
normal or irregular growth.

Orthodontic treatment involves the use of xed or removable appliances,
such as braces or aligners, to gradually move teeth into proper alignment.
These devices apply controlled forces to the teeth, guiding them into a more
functional and aesthetically pleasing arrangement. In more complex cases,
particularly in growing patients, orthodontists may employ strategies like
growth modi cation to in uence jaw development or dental compensation

to adjust tooth positioning in response to skeletal discrepancies.

Orthognathic surgery. Orthognathic surgery addresses severe dentofa-
cial deformities, which are characterised by both skeletal and dental mis-
alignments. Common manifestations include under- or over-development
of the maxilla or mandible and can lead to malocclusions, facial asymme-
try, and open bite. Severe cases can arise from congenital disorders such
as hemifacial microsomia — an under-development of the mandible, and the
second most common birth defect. The associated symptoms are similar
to those treated by orthodontics but are generally more pronounced, rang-
ing from noticeable facial imbalances to severe functional impairments (e.g.,
chronic TMJ pain). In the worst cases, the symptoms can be completely de-
bilitating.

Treatment typically follows a multi-phase plan:

* Planning: An in-depth assessment of facial and skeletal structures
guides the choice of surgical procedures to restore function and aes-
thetics.

» Pre-surgical Orthodontics: Teeth are realigned such that, after the
surgery, the jaws will be in an optimal occlusion.

» Surgery: The maxilla, mandible, or chin bones are cut, repositioned,
and xed in place. Surgeons, guided by experience and empirical

16
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Figure 2.3: The four most common surgical cuts performed during orthognathic surgery
are the: Bilateral Split Ramus Osteotomy (green), Vertical Mandibular Ra-
mus Osteotomy (blue), Le-Fort Osteotomy (red), and the Genioplasty (yel-
low). Diagram modi ed fronfLynch and Jaffe, 2006

studies, determine the necessary movements to achieve the desired
outcome, and decide on the best surgical procedures to implement —
common ones are visualised in Figure 2.3.

» Post-surgical Orthodontics (optional): Further alignment ne-tunes
occlusion and aesthetics.

* Retention: A retention phase ensures the stability of the nal result.

Because of the complexity and signi cant patient burden associated with
these procedures, orthognathic surgery is one of the most common appli-
cations of surgical simulation. The routine use of 3D CBCT scans in these
cases provides comprehensive pre-treatment data, enabling precise digital
planning and virtual outcome prediction. To explore how advanced digital-
human models can further improve quality of care, treatment outcomes, and
patient satisfaction, we now consider the details of treatment planning.

Planning treatments

The overall process varies from one patient to another, depending on the
complexity and nature of the condition. Nonetheless, it typically follows
the stages outlined below, with numerous opportunities for digital tools to
facilitate and enhance each step:

1. First Point of Contact (FPOC)During this preliminary consultation
— often with a general practitioner or a primary care dentist — the
patient presents their concerns and may undergo basic diagnos-
tic procedures. These preliminary records (which can include in-
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traoral scans, two-dimensional photographs, or panoramic radio-
graphs) are often digitized to ensure accurate communication with
the specialist. For most patients, the rst specialist referral is to an
orthodontist, who will receive these digital records as part of the
patient's brie ng.

. Specialist Consultation.Orthodontists, prosthodontists, or maxillo-

facial surgeons will then conduct a detailed evaluation, typically
in a systematic fashion. They examine the patient's overall medi-
cal and psychosocial pro le, facial and dental aesthetics, occlusion,
and temporomandibular joint (TMJ) condition. At this stage, addi-
tional diagnostic tools — such as 3D cone-beam computed tomogra-
phy (CBCT) scans or intraoral scans — may be employed to build a
comprehensive digital database for the patient. By leveraging these
advanced imaging and scanning technologies, specialists can more
precisely measure facial parameters, plan tooth movements, and
identify any skeletal or soft tissue anomalies.

. Treatment Planning.Using the digital database created in the previ-

ous stage, the clinical team determines realistic treatment goals in
consultation with the patient. These goals may emphasize aesthetic
improvements, functional restorations, or both, and they will re ect
the patient's preferences as well as objective clinical needs. Digital
treatment planning software plays a vital role here, allowing var-
ious specialists to collectively simulate outcomes and compare al-
ternative approaches. This multidisciplinary coordination ensures
a uni ed vision of the patient's treatment plan, while digital visu-
alization helps the patient gain clearer insight and give informed
consent.

. Treatment Execution.Once the plan is nalized, the team proceeds

with the prescribed regimen, which can span from a few weeks to
several years, depending on the complexity. Digital tools continue
to provide support during active treatment. For instance, computer-
aided design and manufacturing (CAD/CAM) may be used to fab-
ricate custom appliances such as orthodontic aligners or surgical
splints. Additionally, digital tracking of tooth movement and mid-
course adjustments can enhance precision, reduce treatment time,
and improve patient compliance.

. Follow-up Assessment. Post-treatment evaluation determines

whether the established goals have been met. Key performance
indicators include changes in facial pro le, occlusal function, sta-
bility of the outcome, and the patient's own satisfaction. Digital
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records gathered throughout treatment, including periodic scans
and radiographs, allow for objective comparisons between planned
and actual results. If treatment objectives are not fully realized,
further digital simulations can guide secondary interventions or

re nements. These follow-up steps reinforce a feedback loop that
continuously improves clinical decision-making and patient out-

comes.

The patient's condition and corresponding treatment objectives can be eval-
uated at three distinct levels:

» Macro-aesthetigavhich concern overall facial proportions;

* Mini-aesthetics involving how the dentition aligns with the broader
facial structure; and

* Micro-aestheticsfocusing on the positioning of individual teeth.

Among these, simulation can be most advantageous for re ning macro-
aesthetic outcomes. By allowing clinicians to visualize and adjust treat-
ment plans, simulation often facilitates compromises among competing ob-
jectives. Recently, greater emphasis has been placed on understanding and
prioritizing the patient's speci ¢ preferences, rather than adhering strictly

to traditional notions of “optimal function.” As a result, simulations offer
patients an opportunity to make more informed decisions about their treat-
ment.

Simulations can also help determine whether the desired facial changes are
achievable within the biological constraints of tooth movement, while en-
couraging proactive management of risks such as retention challenges and
periodontal issues. In severe cases marked by notable skeletal deformi-
ties, solely relying on orthodontic treatment may deteriorate facial aesthetics
and introduce long-term complications, indicating the need for orthognathic
surgery.

General tools, such as the shape model introduced in 5, can be integrated
into scanning and data processing pipelines at various clinical stages in-
cluding the rst-point-of-contact, consultation, and data gathering phases.
Incorporating these tools can streamline the assembly of digital databases,
thereby increasing the likelihood of their adoption. Finally, simulation re-
mains relevant not only for treatment planning but also during treatment ex-
ecution and in follow-up evaluations, providing a comprehensive resource
throughout the patient's care journey.
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2.2 Finite Element Method - Background Theory

Throughout this thesis, we are interested in modelling how facial soft tissue
deforms under various external loads. We model these deformation me-
chanics using the Finite Element Method. Additionally, we will often have a
speci ¢ simulation target, or objective, which the simulated solution should
resemble. To identify simulation parameters which yield the desired simu-
lated outcome, we use differentiable FEM.

In this Section, we give a brief introduction on the FEM theory that under-
pins our deformable soft-tissue model, as well as highlighting common as-
pects the simulations coming up in Chapters 3 and 4, such as discretisation
approach, constitutive models and solvers used for both forward and in-
verse problems. The simulations used there, whilst differing in application
and speci cs, share many fundamental aspects which can be discussed to-
gether.

Continuum Mechanics

20

We will begin with a discussion of continuum mechanics — study of materials
modeled as continuous, rather than discrete, media, where deformation and
internal forces are described using elds of displacement, strain, and stress.

As a guiding example and eventual application, we will be considering the
soft-tissue of the face. Speci cally, we will model the volume of tissue be-
tween the skin and skeleton as a deformable solid, as shown in Figure 2.4;
this volume makes up our object. During this discussion, we will derive
the equations that describe how the tissue deforms under an applied force,
how it resists that deformation, and the principle of minimum potential energy
which will de ne the equilibrium point we aim to calculate, where internal
material forces and external loads are balanced. Along the way, we will de-
velop the notion of deformation, stress, and strain energy; we'll also cover
our material model and discuss the design choices underpinning it.

Geometry and Deformation. The shape of a solid object — such as our tis-
sue volume from Fig. 2.4 — can be described by a domainW  R3; a set
containing all the points of the object at rest. These rest points are also re-
ferred to as material points. We de ne the boundary of W asdW, and further

subdivide this boundary to two regions, dW; and dWy, which describe the

tractionand essentiaboundary regions —i.e. regions where a force is applied,

and regions whose position should not change.
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Figure 2.4: (a) ldealized continuum deformation of a “face”. The rest shé#ewith
points X, is mapped by to its deformed con guration, where the points
move to positions x. The essential bound@We remains xed, while ex-
ternal forces applied on the traction bounddiyy drive the deformation.
(b) A discretized realization of this model: A section of the tetrahedral mesh,
where the N vertices of the tetrahedra form the mesh nodes. Their positions
are represented by the vecko2 RSN,

A deformation of the object will be caused by external forces. It can be de-
scribed by a deformation mapf : W ! RS, which maps material points
X 2 W to their deformed positions X.

x = f(X) (2.1)

This is a very general notion of “deformation” — it describes the complete
transformation of the object, including translations and rotations, which do
not necessarily contribute to how “stretched” the material is. The rst step
to describing the stretch is to consider the deformation gradient
Nf

F= —. 2.2
This 3 3 matrix describes the localstretching and rotation of a in nitesimal
point of the material in W. It does not contain any translation components
— a good start — and it will be useful when discussing the notion of strain
energy
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Energy and Stress.  Having described the geometric deformation of an
object, we consider the fundamental property of what makes an abstract
object adeformable solid how it reacts when poked.

The behaviour of a speci ¢ material can be described by how much energy it
takes to deform it. For example, more energy is required to bend a stiff steel
rod than a soft, rubber one. We use an energy density functionY, to describe
the energy per in nitesimal unit volume that it takes for a material point

to deform into a given shape. In the most general case, the energy density
depends on many factors, such as the speed at which the deformation is
applied, or the speci c path that the material deforms through.

In the special case of hyperelastic materials, however, the energy density de-
pends only on the rest and deformed states. Such materials are conservative,
meaning that there are no energy losses due to plasticity or internal friction.
We will discuss the validity of this assumption in the next paragraph. For
now, this assumption let us simplify the equation for the strain energy of a
deformed object. It takes the form of a functional E, that integrates Y over
the domain: z

E[f] = WY(F(X)) dXx, (2.3)

We also notice, due to our hyperelastic assumption, that the Y depends only
on the deformation gradient F, and as suchY : R® 3! R. Our material of
choice, and its energy density function, is described next.

Material. We will be modelling the soft-tissue as a non-linear, isotropic
Neo-Hookean material. This material is often chosen to represent soft-tissue
due to two desirable properties:

» Rotational invariance, which makes it suitable for modelling large
deformations.

* Incompressible behaviour, which is a key property of uid- lled bi-
ological tissues.

Alternative material models exist at both ends of the complexity spectrum.
On the simpler end, corotated linear elasticity is commonly used in com-
puter graphics due to its computational ef ciency. However, it does not
enforce volume preservation, which is a crucial property of soft tissues. The
Neo-Hookean model, while still computationally ef cient, better captures
this behaviour and is therefore preferable for our application.

On the more complex end, tissue deformation could, in principle, be mod-
elled as a process involving biological adaptation, such as bone remodelling.
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It is well established that the hard tissues of the jaw can change shape over
time due to orthodontic forces, a process driven by bone resorption and
deposition. However, our focus is on soft tissue deformation given the
movement of underlying hard tissue. This allows us to treat soft tissue
as an elastic material while incorporating any long-term bone adaptation
through boundary conditions from complementary models. Moreover, bone
remodelling effects are particularly signi cant in adolescent patients, where
growth patterns introduce additional complexity. In these cases, predicting
treatment outcomes requires an entirely different modelling approach that
accounts for individual skeletal development, which is outside the scope of
this work.

A potential limitation of our model is its assumption of isotropy. Soft tissues
such as muscle and fascia exhibit anisotropic behaviour due to their inter-
nal brous structure, leading to directional differences in their mechanical
response. While incorporating anisotropy could improve accuracy in prin-
ciple, it remains an open challenge. From a modelling perspective, the ap-
propriate constitutive laws and parameterisation are still under debate, and
from an experimental standpoint, measuring individual muscle and fascia
geometry would require MRI scans, which are impractical for routine den-
tal applications. Furthermore, the relative in uence of anisotropy on soft
tissue deformation in the context of orthodontic forces remains unclear, as
the surrounding tissues, including skin and fat, may exhibit more dominant
isotropic behaviour. Given these considerations, an isotropic Neo-Hookean
model provides a practical and well-founded approximation.

The speci ¢ form of the Neo-Hookean we use is de ned in terms of invari-
ants The invariants, I4, I, and I3, characterize different aspects of deforma-
tion and are commonly used in hyperelastic models due to their convenient

properties. Speci cally, these invariants describe the deformation in a way

that separates volumetric and deviatoric effects: 1, and I, encode the mate-
rial's response to shear and elongation, while I3 represents volume changes.
We express the strain energy in terms of these invariants because they re-

main unchanged under rigid body rotations, simplifying the formulation.
h i
I, = tr(FTF), l,=1tr (FTF)? , I3= (detF)?. (2.4)

The rotational invariance follows from the polar decomposition of the defor-
mation gradient, F = RQ, where R is a pure rotation and cancels out in the
computation of FTF, leaving only the symmetric stretch component Q.

Based on these invariants, the energy density is then:

V(19 = 2 log(ls) 3+ 5log?(ls) 5)
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where mand | are the Lame coef cients, expressed in terms of the materials
Poisson's ratio n and Young's modulus Ey asm= % and| = (1“%{—1“2“)
Young's modulus measures a material's stiffness, de ned as the ratio of
stress to strain under uniaxial loading. Higher Ey values indicate stiffer
materials, while lower values correspond to more exible ones, as seen in

soft tissues. Poisson's ratio n describes how a material contracts laterally
when stretched, given by the ratio of transverse to axial strain. Nearly in-

compressible materials, like soft tissue, have n  0.49, meaning they retain

volume even under deformation.

In summary, the Neo-Hookean model provides a good balance between ac-
curacy and complexity for many soft-tissue applications.

Principle of Minimum Potential Energy. The principle of minimum po-

tential energy states a conservative system is in stable equilibrium when its
total potential energy is at a minimum point. The total potential energy P
is a sum of the strain energy and the negative of the work done by external
forces, which all depend on the deformation:

P[f]= E[f] W[f] (2.6)

Here E, as described above, measures the energy stored in the deformed
solid. The work potential W is the energy transferred to the body by external
forces, such as gravity, springs, or (non-frictional) contacts.

An equilibrium occurs when 9P = O0; intuitively, at the equilibrium point
any variation of the displacement {f causesP to increase, because the in-
crease in elastic energy is greater than the work done by the external forces.
This also implies the necessary equilibrium condition - that the body expe-
riences zero net force. Indeed, the principle can be derived from the laws
of linear momentum balance. A full derivation of this principle is found in
[Holzapfel, 2000].

We use the nite element method to approximate a numerical minimum of
Eg. 2.6. The nite element method turns the current problem — optimising
over an in nite-dimensional space of deformation maps, through integrals
over continuous domains with no analytical solution — into a discrete, alge-
braically solvable non-linear optimisation.
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Discretisation

We discretise the problem over a nite number of points, or nodes, in W,
which we label fXq, Xo, ..., XNg, and which we can stack into a coordinate
vector X 2 RS8N, For each node X;, we will calculate the deformed posi-
tion x; = f(Xj), and using an interpolation scheme de ned by these key
mappings we will calculate the value of E — as we will see this will make it
feasible to evaluate the integral over W from Eq. 2.3.

We use linear tetrahedra to divide the domain. Each tetrahedral element is
made of four nodes, and inside the tetrahedron we use barycentric interpola-
tion to calculate the value of f (X). For elementewith nodes X, X2, X3, X4
we have:

f(X)=FX+b 8X2e (2.7

Where, by de nition, the linear mapping is de ned by the deformation gra-
dient, which can be calculated from the node positions. The formula for this
is given below:

F=DsD,. (2.8)

Here, Ds and D, are matrices of edges:

Ds= (X1 Xa), (X2 Xa), (X3 X4) (2.9)
Dm= (X1 Xa), (X2 Xg), (X3 Xy) (2.10)

Due to their simplicity, linear tetrahedra are perhaps the most common

choice for mesh discretisation in computer graphics, but there are other
options that must be considered. Two such options are hexahedral ele-
ments and quadratic tetrahedral elements, which contain more nodes and —
through higher-order interpolation — can better represent curved edges and

stress gradients.

However, this added expressive power comes at a cost: a more complicated
data processing and meshing pipeline is required, and numerical integra-
tion techniques are needed onceFis no longer constant within each element.
While mesh re nement can partially compensate for the limitations of linear
elements, our goal of an ef ciently runnable simulation pipeline for clinical
settings leads us to accept linear tetrahedra, as they simplify geometry pro-
cessing steps. Furthermore, many limitations of medical simulations arise
from insuf cient measurements or unmodeled physical effects, where more
complex discretisation schemes do not necessarily yield better accuracy.
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Discrete Potential Energy

Let's turn our attention back to the Energy Functional 2.3; we can substitute
our discretised function for f, and exploit the fact that each tetrahedron is
disjoint to arrive at the following result:

E= & We Y(F(9) (2.11)

where We is the volume of element e

Likewise, we will treat external forces as acting on the nodes of tetrahedra.
For example, a constant gravitational force can be modelled as

W=3 Werge (2.12)
e
where r, g and eare the density of the material, gravity, and the barycentre

of the element. Throughout the thesis, we will use other external forces, but
the overall simulation approach will remain constant.

Forward Solve
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Thus, we express the potential energy P as a sum over elements with nodes
Xij. To minimise P, or equivalently to nd the point at which  xP = 0, we
use Newton's method. This requires us to evaluate the gradient and Hes-
sians, xP and {lxx P at the mesh nodes. Due to the linearity of the deriva-
tive, we can calculate {lxP and fixx P with respect to each tetrahedron's
nodes independently, and for each node i, we can sum up the contributions
of all tetrahedra to which node i belongs.

We use line search to guarantee an energy minimising descent step, and stop
when the residual kfxP k < 10 °. Our line search consists of iteratively
halving the step size computed from the Newton step, until a lower energy
level is reached, or the step size becomes too small. To account for boundary
conditions, we set the corresponding entries of flxP and fix x P to zero. This
is a Dirichlet boundary condition that allows us to de ne a static position
for areas of tissue which are xed to the bone.

The steps of our forward simulation are outlined in Algorithm 1.

Implementation details We implement our simulation in C++ 14. The cal-
culation of F, the per element energy, and its derivatives is done using sym-
bolic auto-differentiation using Maple, and via its code-generation module
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Algorithm 1: Forward simulation

Require: x, X — nodal positions in deformed and material space
while not converged do

f  calculate _gradient( x) . Calculate%—f(
bc_filter(  f)
if kfk < ethen

return x . Simulation converged.
end if
K  calculate _hessian( x) . %ZTF;
bc filter(  K)

dx linalg _solve( K,f)
a Line Search @dx)
X a dx)

end while

we include the expressions in our program. To solve the linear system for
each Newton step, we use a Cholesky decomposition, and apply diagonal
regularisation when encountering inde niteness.

Inverse Solve

We wish to optimise an objective function T(x(p),p) over a set of simulation
parameters p. For example, in Chapter 3, we wish to minimise the difference
between goal and outcome over the parameters of a treatment modeland in
Chapter 4 we will minimise the difference between simulated and scanned
facial geometry over heterogeneous element stiffness. We base our method

on sensitivity analysis, and make use of the Jacobian g—; to iteratively min-

imise T. 9 can be calculated from the implicit function theorem:

dp
df  ffdx gf
—=_"_"4 T = 2.13
dp fxdp Tp (2.13)
dx a L
== - = 2.14
) dp X p (2.14)

. . e . _ P
where f is the energy gradient at equilibrium, f = ‘%—X

While optimisation based on this rst-order gradient is possible, the conver-
gence is very slow, and many expensive forward simulation steps would be
required, as at each iteration the equilibrium point x has to be re-evaluated.
Instead, we use the second order method inspired by the work of [Zehnder
et al., 2023. The proposed optimiser is a Sparse Gauss Newton method,
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which becomes especially ef cient for optimising over many parameters,
such as in the context of optimising per-element stiffnesses in Chapter 4.

Our inverse optimisation loop, in Algorithm 2, is similar to Algorithm 1
except for a nested forward solve, and the fact that the gradient and sparse
hessian approximation involve evaluating and assembling a larger array of
gradient matrices based off the derivatives of the objective and simulation
functions.

Algorithm 2: Inverse simulation

Require: x, X, p —nodal positions and optimisation variables
while not converged do

x  forward _simulation( x, X, p)
rhs  objective _gradient
if krhsk < ethen
return p . Inverse solve converged.
end if
SGNK  assemble sgn
dp linalg _solve( K,f)
a Line Search (dp)
p adp

end while
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2.3 Input modalities

Throughout the work, and in medical engineering in general, a diverse set of
multi-modal data can be used to construct our digital patient models. Each
modality offers unique advantages, and presents unique dif culties during
processing and use. We will discuss these here. The main modalities we
work with are:

» Cone-Beam Computed Tomography (CBCT)
» High-Resolution 3D Face Scans

* Intra-oral Scan (IO Scan)

CBCT. The Cone-Beam Computed Tomography is a radiographic imag-
ing technigue that uses a conical X-ray beam and a at-panel detector ro-
tating around the patient, capturing the entire scan volume in a single pass.
The images it produces are three-dimensional density grids, with intensi-
ties measured in Houns eld units. In the CBCT scans, as in traditional CT
and X-Ray scans, the shapes of the hard and soft tissues can be differentiated
due to the large density differences between them. CBCT is often used in the
dental eld, because it exposes the patient to a 96% less radiation compared
to conventional CT [Signorelli et al., 2016], whilst still providing detailed 3D
information about bone and tooth structures.

These 3D images are crucial for the diagnosis of complex orthognathic condi-
tions, and they are often taken at the behest of the orthodontist or maxillofa-
cial surgeon. Before treatment, they provide a baseline for evaluating cran-
iofacial structures and identifying potential surgical challenges (e.g., prox-
imity to critical anatomical landmarks). During or after the intervention,
these scans help monitor changes in skeletal and dental positions, con rm
the success of the planned procedures, and detect any complications or need
for further corrections.

We faced several challenges of working with CBCT:

* Noise and artifacts:Diffraction of X-rays between teeth and re ec-
tions from commonly worn metal braces can introduce signi cant
artifacts, which obscure or distort the underlying anatomy.

» Tissue shape differenc&BCT scans are frequently acquired with pa-
tients in the supine position, altering the resting shape of soft tissues.
Alternatively, a “chin rest” may be used to standardize head orien-
tation, but this too leads to tissue deformation. Moreover, to reduce
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radiation exposure, the scan area is often restricted, capturing only
a portion of the skeletal structures.

» Segmentation complexityAccurate segmentation of CBCT data is
challenging due to variability in density and the presence of arti-
facts. We developed a custom segmentation pipeline which also
employed specialized software tools. Detailed information on our
pipeline is provided in Appendix A.

Face Scans. For many clinical scenarios, 3D optical face scans are the su-
perior method for measuring a patient's geometry and appearance. In con-
trast to CBCT imaging, optical face scans confer several advantages:

1. Non-invasive optical scanning does not use harmful radiation, and
doesn't require physical contact.

2. Fast acquisitionDepending on the device, taking an optical scanis as
simple as capturing a photo or recording a video. It enables the cap-
ture of multiple static expressions, or even a dynamic performance.

3. Surface appearance captuiehe skin colour can be acquired, which
is crucial not only for visualisation, but also for tasks that require
precise alignment between face scans, which can then be guided by
small features such as spots and blemishes.

4. Geometric resolutianSmall geometric details such as wrinkles can
be captured at higher resolution than in CBCT, which can further
enhance the quality of the visualisation.

There are many research-based and commercially available methods for 3D
face scanning. Most methods rely on multi-view stereo or structure-from-
motion to reconstruct the 3D surface given a series of 2D photographs. The
raw output of these methods are coloured point-clouds which we then reg-
ister to a common topology to use for downstream tasks.

We have found that there are several challenges for face-scan processing
when it comes to maxillofacial medicine:

» Small deformationsEffects of treatment are on the order of millime-
tres — this means that the scanning set-up should be as standardised
as possible, and that the registration and alignment of separate scans
needs to be performed very carefully, in order not to introduce ge-
ometric errors that are larger than the deformation we are trying to
observe.
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* Micro-expressions For medical evaluation, patients are usually in-
structed to maintain a “neutral expression” during the scan. How-
ever, the neutral expression varies between people, and even for
the same individual at different times. This is due to “micro-
expressions” that are subconsciously held, for example due to stress.
As such, precise pairwise comparison between scans becomes af-
fected by this when changes are small.

* Registration Due to the aforementioned issues, registering facial
scans to the same topology is challenging. Facial appearance is nec-
essary to obtain good point-to-point correspondences, as discussed
in Chapter 4.

In this work, we use a variety of tools and techniques to process, align and
visualise face scans. Once again, we put the technical details in Appendix A.

IO Scans. Unsurprisingly, IO scanners are to teeth what facial scanners are
to faces. Commercial products yield a 3D mesh that represents the geometry
of the tooth surface. Some scanners, such as the iTero scanner developed by
Align Technology, provide additional segmentation utilities, that transform

the raw unstructured scan into a series of segmented meshes representing
the individual teeth. We primarily use intra-oral scans in Chapters 4 and 5.
For this dissertation, alignment of 10 scans to face scans can be done either
by using an intermediate CBCT representation, which naturally contains the
face and dental surface, or by using multiple face scans, such as in the work
of [Lo Russo et al., 2020.
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CHAPTEHR

Differentiable Orthognathic Surgery
Planning

This chapter is based on the following manuscript:

Differentiable Simulation for Outcome-Driven Orthognathic Surgery
Planning, D.Dorda, D.Peter, D.Borer, N.B.Huber, I.Sailer, M.Gross,
B. Solenthaler, B. Thomaszewski,Symposium on Computer Animation 2022

3.1 Introduction

As discussed in the previous Chapter, the planning of orthognathic surgery
often revolves around identifying the desired outcomes, especially in terms
of facial symmetry and proportion, which strongly affect the patient's per-
ception of the outcome [Farkas, 1994.

The tools developed for virtual surgery planning (VSP) allow for precise
treatment plans to be created, which can guarantee the optimal outcomes
[Buchanan and Hyman, 2013. VSP provides a systematic and mathemat-
ically principled way of evaluating treatment plans through simulations,
leading to better predictions of post-treatment outcome when compared to
traditional methods [Chen et al., 2021.

Nonetheless, the planning process is labour intensive, and necessitates the
collaboration of an interdisciplinary medical and technical team [Chen et
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al., 2021; Lee et al., 2021 Unfortunately, VSP work ows are already time-
intensive in the measurement and planning stages. This has become the
new barrier to adoption; for “simple” cases, traditional methods are still
preferred [Chen et al., 2021.

This creates a need for advanced planning tools, which must nonetheless
easily integrate into the clinical process [Chen et al., 2021.

Meanwhile, research on medical applications of FEM continues to enhance
forward simulation, focusing on more accurate modelling of materials and
physical effects [Yanping et al., 2014; Kim et al., 2019; Vautrin et al., 202]. A
predetermined treatment plan serves as the input to these methods. How-
ever, when we take a broader look at the VSP work ow, we see that the
initial step of VSP is determining a treatment target. It is then the treatment
target which implicitly de nes the treatment plan. In practice, several itera-
tions of the treatment plan are created, each aiming to more accurately reach
the target.

From this perspective, treatment planning becomes an inverse problem,
where the treatment parameters which act as input to the simulator need
to be optimised to yield an outcome as close as possible to the desired tar-
get. Developing an automatic method to optimise the treatment plan from
a given target promises to simplify the way the tool is used in practice.
Differentiable simulation offers a methodology for solving such problems,
with many recent examples in graphics and robotics [Ichim et al., 2017;
Kadlecek and Kavan, 2019; Srinivasan et al., 2021; Huang et al., 2021;
Zehnder et al., 2017; Zehnder et al., 2022.

We explore how to apply these techniques in the medical domain, and anal-
yse the bene ts they can yield. Speci cally, we start with a parameterised
model of double jaw surgery, and and de ne an objective function based on
commonly measured clinical landmarks. We optimise the parameters of our
treatment model, and show that the common landmarks are suf cient for
driving an optimisation process. Further, we use sensitivity analysis to give
rst-order estimates of surgical outcome around a given equilibrium point.
With this technique, the surgeon can rapidly explore the simulation space,
which can bene t collaborative treatment planning and patient communica-
tion.

The main contribution of this Chapter lies in formulating and solving an
inverse treatment planning problem via differentiable simulation. This for-
mulation is agnostic to the forward simulation model we have used—an im-
provement in simulation accuracy will yield corresponding improvements
to the inverse problem solution. This has allowed us to test our method on a
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simple set of plausible surgical meshes from two models, which were crafted
under the supervision of medical experts. Nonetheless, it means that vali-
dation against data from a diverse patient population is necessary before
this method can be used clinically. Such diverse testing data would allow
the forward simulation model to be tuned—taking into account material pa-
rameters and physical effects—and it would allow the treatment model to
be validated against the full range of clinical conditions.

We are hopeful that differentiable simulation can be one of the keys to creat-
ing easy-to-use, widely available surgical simulation tools for future doctors.

3.2 Background and Related Work

Orthognathic surgery.

The treatment which we model, the double jaw osteotomy, can be used to
address both Class Il, Class Il and asymmetric cases due to its powerful
long-term effect on the facial pro le, and low complication risk  [Buchanan
and Hyman, 2013]. During this procedure, a section of the mandible (lower
jaw-bone) and maxilla (upper jaw-bone) are cut, moved into a new position,
and xed in place with metal braces [Reyneke, 2019. An example illustrating
the occlusion classes is shown in Figure 3.1.

Virtual surgery planning (VSP).

Orthognathic surgery is planned by an interdisciplinary team of surgeons,
orthodontists and technicians. Inits rst stage, landmarks are identi ed on

the soft-tissue and bony surface [Rasmussen et al., 2020; Lee et al., 2021;
Reyneke, 2010. The inter-landmark distances are compared to optimal ref-
erence values, which allows the treatment goal to be de ned [Peck and Peck,
1970; Steiner, 1960; Andrews, 201b The treatment goal can be de ned with
respect to different sets of landmarks, which inadvertently prioritise differ-

ent surgical outcomes [Rasmussen et al., 202D

To support the range of clinical methods, we do not rely on speci ¢ land-
marks, but allow them to be freely chosen. For our experiments, we use
a landmarking procedure based on [Peck and Peck, 1970 and [Hossein-
zadeh Nik et al., 2019 for malocclusion and asymmetry correction. The
landmarks used are visualised in Figure 3.1, and are further discussed in
Section 3.3.2.
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Figure 3.1: Visualisation of occlusion classes and the landmarks which are used during
treatment planning. The labelled landmarks are the nasion (N), pronasale
(Prn), upper lip (Ls), lower lip (Li), Pogonion (Pg) and Tragion (fPeck
and Peck, 1970 The bipupilary and midsagittal lines are also labelled.

Many software products have been built to facilitate VSP [Lin and Lo,
2019. There are ongoing efforts to create a uni ed environment for per-
forming all the necessary tasks of VSP, including medical image registration,
3D surface extraction, cephalometric analysis, virtual osteotomy, interactive
bone movement, and post-operative soft-tissue prediction [Lee et al., 2021;
Yuan et al., 2017. Despite the value provided by outcome predictions, clini-
cal software seldom supports the generation of simuation-based predictions.
This can partly be attributed to the dif culty inherent to setting up and run-
ning the simulation [Lin and Lo, 2015]. Differentiable simulation offers a
larger feature set, and the promise to simplify existing simulator functions,
which incentivises its inclusion into future medical software.
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Facial tissue modelling and outcome prediction.

Modelling and simulation of facial tissues in orthognathic surgery has been
accomplished using data or biomechanics based methods. Early data-driven
work relies on statistical analysis of the relationship between the displace-
ment of soft and hard tissue landmarks in pre- and post- surgical states [Abe
et al., 2019. Modern approaches use machine learning to predict healthy
bone shape[Xiao et al., 2021 or soft-tissue [Lampen et al., 2023. Inference
is usually fast and easy to perform. However, it comes at the cost of pro-
hibitively large training datasets, the loss of an interactive environment for
exploring the solution space, and no hard constraints on the physical viabil-
ity of the predictions.

Physics-based mass-spring[Koch et al., 1994 and hyperelasitc [Chabanas
et al., 2003 models of soft tissue were amongst the rst simulation ap-
proaches to be developed and tested. Hyperelastic modelling contin-
ues to be used for recent works [Alcafiiz et al., 2021; Kim et al., 2019;
Vautrin et al., 2021]. Recent works often investigate previously unmodelled
physical phenomena, such as time-dependent bone healing [Vautrin et al.,
2021], lip and mucosa sliding [Kim et al., 2019], bone-cutting forces [Yan-
ping et al., 2014, or constrained motion models of the TMJ [Olszewski et
al., 2004. Several of these lines of enquiry parallel problems from computer
graphics [Zoss et al., 2018. Most commonly, material parameters are set
from values reported in medical literature [Xu and Yang, 2014, and treat-
ment parameters (i.e. bone movement) are assumed to be the input.

Differentiable simulation.

Differentiable physics solvers allow for complex inverse problems to be
solved using gradient-based methods, and have found many applications
in computer graphics and engineering. They have been used for shape opti-
misation [Zehnder et al., 2017, or for estimating material parameters of soft
robots [Hahn et al., 2019 or cloth [Liang et al., 2019. There is increasing
support for differentiable models of phenomena such as contact [Geilinger
et al., 202Q, cutting [Heiden et al., 2021], and plasticity [Huang et al., 2021].

In facial applications, Sifakis et al. develop an anatomic muscle model
whose activations are optimised through a differentiable nite element sim-

ulation to match motion capture data [Sifakis et al., 2003. Ichim et al. gen-
eralise the muscle models and control a physics-based facial performance
with blendshapes [Ichim et al., 2017]. Kadlecek and Kavan optimise facial
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Figure 3.2: An overview of our data, and pipeline. a) The anatomic model: tetra-

hedral meshX and surface scan. b) Landmarks used during treatment
planning (grey), and their goal positions (yellopeck and Peck, 1970;
Reyneke, 2010set the target vectoxt. c) Treatment parametens de-

ne blendshape-based deformation of surgically affected regions, shown in
colour. The remaining bone surface is xed in place. d) The forward simu-
lator (blue arrows) predicts post treatment outcox(p). The differentiable
solver (green arrows) optimispgo minimise T(x(p), Xt), the difference be-

tween prediction and goal.

material properties [Kadlecek and Kavan, 2019. Impressive results for fa-
cial animation have been achieved by combining differentiable quasi-static
solvers with neural networks [Srinivasan et al., 2021. Despite some specu-
lation about the utility of differentiable simulation for medical applications
[Ichim et al., 2017; Kadlecek and Kavan, 2019, there have been no follow up
works that apply these techniques to the clinical process.

3.3 Methods
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We create a bespoke differentiable simulator based on the nite element
method, and show two applications that simplify surgical planning. In Sec-
tion 3.3.1, we outline the forward simulation, including data processing and
the parametric treatment model. In Section 3.3.2, we describe how treatment
targets are set. We then calculate simulation gradients and use them for pa-
rameter optimisation and rapid rst-order outcome prediction.



3.3 Methods

3.3.1 Simulation

Data processing.  Our anatomical model is made from a cone-beam CT
(CBCT) and a 3D facial surface scan[Beeler et al., 2010; Beeler et al., 2011
We create a tetrahedral simulation mesh of the facial soft tissue, which we
treat as the volume bounded by the skin surface on the outside and the
bone surface on the inside. The rest-state vertex positions are referred to
asX 2 RN 3 where N' 4 10%is the number of vertices. Vertex positions
of the deformed mesh are referred to as x. The facial scan is used to generate
high-quality visualisations of the low-resolution deformed simulation mesh,
using an embedding technique similar to [Mezger et al., 2009. Since estab-
lished processes are used for extracting surface data from CBCTSs, registering
them to the face scan, creating a tetrahedral simulation mesh and rendering
our results, we leave the details of these steps to the Appendix.

Vertex types.  Our simulation mesh models the facial soft tissue, and we
distinguish several types of vertices on its boundary. Vertices correspond-
ing to the points on the bone whose position is unaffected by treatment (e.g.
on the skull) are xed in-place using a Dirichlet boundary condition. Using
the bone surface in this manner lets us keep the skull hollow, drastically re-
ducing the number of vertices in the simulation. Vertices which lie on the
osteotomised bone surface, and move during surgery, are referred to as ac-
tive vertices X, . Vertices on which the treatment goal is de ned are referred
to as target vertices Xt. In our examples, these vertices are the landmarks
on which treatments are de ned, and we place them on the surface of the
skin. These collections of vertices are visualised in the pipeline Figure 3.2b
and 3.2c, and their role in the simulation is described in the sections below.

Treatment Model.

We model a simultaneous bilateral sagittal split osteotomy (BSSO) and a
two-segmental LeFort | osteotomy [Reyneke, 2019. The bony regions af-
fected by these procedures were identi ed with the help of a surgeon (see
Figure 3.2c), who also guided us in sculpting several surgically plausible
modi cations to the jaw shape. By taking the difference between the start-
ing position and the plausibly modi ed meshes, we obtain a blendshape for
the boney surface of our simulation mesh. We can compute the goal posi-
tions of the active vertices as

N

p
fa(p) = Xa + & piB; (3.1)
i=1
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Where eachB; is a blendshape vector, and Ny, is the total number of blend-
shapes. The overall parameter vector de ning all transformations is denoted
by p. Our process optimises for p, thus nding combination of blendshape
weights which result in a soft-tissue deformation that best satis es the treat-
ment goal. The only constraint on the treatment model is that it must be
differentiable with respect to p. As such, blendshapes were chosen to rep-
resent the treatment because they allow us to easily set-up and demonstrate
the inverse problem optimisation.

Forward simulation.

40

Our forward simulation uses a linear FEM, and takes as input X, Xa, and
p. We use a quasistatic simulation scheme, where each set of inputs maps
to an equilibrium state x(p) de ned implicitly through an energy minimisa-
tion problem (note x's dependence onp in the equilibrium state). The total
energy of the system is de ned as

Ewot (X, X, p) = Enn (X, X) + Ea(Xa,Xa(p)), (3.2)

where Eny is a Neo-Hookean elastic energy induced by the deformation of
the soft-tissue elements, and E, is a virtual potential energy which drives
the active vertices to their goal position.

For the elastic energy, we use an hyper-elastic material [Sifakis and Barbic,
2014, whose parameters are identi ed from literature as 0.9 g/ml, 5 kPa,
and 0.47 for density, Young's modulus and Poisson's ratio respectively [Xu
and Yang, 2014, and are assumed to be homogeneous and isotropic.

The virtual potential energy is an L, penalty between the target and current
positions of the active vertices, with k = 10° as a stiffness weight which
ensures that active vertices end up imperceptibly close to their goals:

1 o
En = EkaA XA(p)k% . (33)

At an equilibrium point (for a speci c choice of parameters) Xx(p), the elastic
and virtual forces balance, which corresponds to the minimum energy state,
and satis es the equilibrium condition

Ewot _ TEnH | TEA

ix = x + x =0 . (3.4)

We nd the local minimum of Equation 3.2 by applying Newton's method.
We rst calculate a search direction by solving the linear system %f X =
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