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Abstract

The popularity of streaming services has significantly increased in recent years
but so have the customers’ expectations to regularly receive access to novel high-
quality film content. Movie production, however, is still a very specialized and
labour intensive process such that it is extremely challenging to efficiently pro-
duce novel high-quality content at scale. Therefore, this thesis focuses on de-
veloping machine learning methods with the goal of improving or simplifying a
number of tasks that occur in movie production. The term ‘Machine Learning’
itself is widely used and combines many different subfields. In the scope of this
work, we primarily focus on applications of generative models.

For the purpose of this thesis, we coarsely structure the movie production pipeline
into the following steps: (1) Capturing and Editing, (2) Post-Processing, (3)
Streaming and Distribution, as well as (4) Quality-Assessment and propose ma-
chine learning models for tasks in each of these steps.

Regarding capturing and editing, an application that has gained popularity re-
cently is face swapping. This for example allows to replace a stand-in actor or
stunt double with a celebrity, have long deceased actors appear in new content,
or to portray a celebrity at a younger age. While currently employed solutions for
achieving this are very labour intensive, we propose an algorithm for automatic
neural face swapping in images and videos. Our progressively trained multi-way
comb network is capable of rendering photo-realistic and temporally consistent
results at megapixel resolution.

In the context of post-processing, upscaling is frequently applied for different rea-
sons. For new content, it allows to save computation time by doing the bulk of
previous operations in low resolution and for old legacy content it allows to en-
hance the image quality. Especially in the case of legacy content where additional
degradations such as blur and noise are present, a more general image enhance-
ment technique would be desirable. To this end, we propose using normalizing
flows to model the distribution of target content and use this distribution as a
prior in a maximum a posteriori formulation. We present experimental results
for several different degradations on datasets varying in complexity and show
competitive results when compared with state-of-the-art approaches.
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Concerning distribution, streaming is starting to become the most common form
of consuming media content. As a consequence, the significance of efficient com-
pression schemes is growing. Therefore as a first step, we present a deep image
compression method that is able to go from low bit-rates to near-lossless qual-
ity by leveraging normalizing flows to learn a bijective mapping from the image
space to a latent representation. We demonstrate further advantages unique to
our solution and compare our approach with state-of-the-art auto-encoder-based
methods.
In addition to this, we demonstrate how to leverage knowledge distillation to ob-
tain equally capable image decoders on a subset of images, at a fraction of the
original number of parameters. We develop a student decoder with a reduced
model size by a factor of 20 and achieve a 50% reduction in decoding time.

In the context of Quality Assessment, analyzing a viewer’s behaviour is a com-
mon method to gain deeper insight into how audience engage with a movie plot.
An important aspect is facial expressions, which can be related to the induced
viewer’s emotions. As a first step, we present a method for facial expression
classification that can be used for audience understanding. We propose a deep
generative model that learns to disentangle static and dynamic representations of
data from unordered input. We demonstrate our method on synthetic and a real
video data featuring various facial expressions.

Overall, this thesis shows that generative models are powerful tools that can be
applied on different tasks during movie productions, resulting in more efficient
high-quality pipelines.
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Zusammenfassung

Die Popularität von Streaming-Diensten hat in den letzten Jahren erheblich zu-
genommen und so auch die Erwartungen der Kunden, regelmäßig neue hoch-
wertige Filme zu erhalten. Die Filmproduktion ist jedoch nach wie vor ein sehr
spezialisierter und arbeitsintensiver Prozess. Es ist daher eine große Herausfor-
derung, neue und hochwertige Inhalte in großem Umfang effizient zu produzie-
ren. Deshalb konzentriert sich diese Arbeit auf die Entwicklung von Methoden
des maschinellen Lernens mit dem Ziel, eine Reihe von Aufgaben, die bei der
Filmproduktion anfallen, zu verbessern oder zu vereinfachen. Der Begriff “Ma-
schinelles Lernen” ist mittlerweile weit verbreitet und vereint viele verschiedene
Teilbereiche. Im Rahmen dieser Arbeit konzentrieren wir uns in erster Linie auf
generative Modelle, die in der Lage sind, unterschiedliche Datentypen (z.B. Bil-
der) aus zufällig gezogene Zahlen zu generieren.

Im Rahmen dieser Arbeit teilen wir die Filmproduktion grob in folgenden Schrit-
te: (1) Aufnahme und Bearbeitung, (2) Nachbearbeitung, (3) Streaming und Ver-
teilung sowie (4) Quality-Assessment. Für jeden dieser Schritte schlagen wir neue,
lernbasierte Methoden, für bestimmte Aufgaben vor.

Was die Aufnahme und Bearbeitung betrifft, ist eine Anwendung, welche in
letzter Zeit an Popularität gewonnen hat, das Face Swapping. Face Swapping
ermöglicht zum Beispiel, einen Ersatzschauspieler oder ein Stuntdouble durch
einen prominenten Schauspieler zu ersetzen, verstorbene Schauspieler in neu-
en Inhalten auftreten zu lassen oder einen Schauspieler jünger darzustellen.
Während die derzeit verwendeten Lösungen hierfür sehr arbeitsintensiv sind,
schlagen wir einen lernbasierten Algorithmus zum automatischen Gesichtstausch
in Bildern und Videos vor. Unser progressiv trainiertes Multi-Identitäts Comb-
Modell ist in der Lage, fotorealistische und zeitlich konsistente Ergebnisse in
Megapixel-Auflösung zu generieren.

Im Rahmen der Nachbearbeitung wird häufig der Prozess der Hochskalierung
angewendet. Beispielsweise lässt sich bei neuen Inhalten Rechenzeit einsparen,
indem der Grossteil der vorherigen Operationen in niedriger Auflösung durch-
geführt wird. Weiters kann von alten Inhalten die Bildqualität verbessert wer-
den. Vor allem bei älteren Inhalten, bei denen zusätzliche Verschlechterungen wie
Unschärfe und Rauschen vorhanden sind, wäre eine allgemeinere Bildverbesse-
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rungstechnik wünschenswert. Aus diesem Grund schlagen wir vor, mit Hilfe von
Normalizing Flows die Verteilung der Zielinhalte zu modellieren und diese Ver-
teilung als Prior in einer Maximum-a-posteriori-Formulierung zu verwenden. Zu-
dem präsentieren wir experimentelle Ergebnisse für mehrere verschiedene Ver-
schlechterungen auf Datensätzen mit unterschiedlicher Komplexität und zeigen
im Vergleich zu den aktuellsten Ansätzen wettbewerbsfähige Resultate.

Was das Ausliefern und das Bereitstellen der Filme an die Kunden angeht, so
wird Streaming immer mehr zur häufigst verwendeten Form zum Konsum von
Medieninhalten. Infolgedessen wächst das Bedürfnis nach effizienten Kompressi-
onsverfahren. In einem ersten Schritt stellen wir daher eine Methode für Bildkom-
pression vor, die in der Lage ist, von niedrigen Bitraten zu nahezu verlustfreier
Qualität zu gelangen, indem sie normalisierende Flüsse nutzt, um eine bijektive
Abbildung des Bildraums auf eine latente Repräsentation zu lernen. Wir demons-
trieren weitere einzigartige Vorteile unserer Lösung und vergleichen unseren An-
satz mit modernsten Auto-Encoder-basierten Methoden.
Darüber hinaus demonstrieren wir, wie die Wissensdestillation genutzt werden
kann, um gleichwertige Bild-Dekodierer für eine Teilmenge von Bildern mit ei-
nem Bruchteil der ursprünglichen Anzahl von Parametern zu erhalten. Wir ent-
wickeln einen Studenten-Dekodierer mit einer um den Faktor 20 reduzierten Mo-
dellgröße und erreichen eine Reduzierung der Dekodierzeit um 50%.

Im Zusammenhang mit der Qualitätsbewertung ist die Analyse des Zuschauer-
verhaltens eine gängige Methode, um einen tieferen Einblick in die Art und Weise
zu gewinnen, wie sich das Publikum mit einer Filmhandlung auseinandersetzt.
Ein wichtiger Aspekt ist die Mimik, die mit den Emotionen des Zuschauers in
Verbindung gebracht werden kann. In einem ersten Schritt stellen wir eine Me-
thode zur Klassifizierung von Gesichtsausdrücken vor, die für das Verständnis
über das Zielpublikum verwendet werden kann. Wir schlagen ein tiefes generati-
ves Modell vor, das lernt, statische und dynamische Repräsentationen von Daten
aus ungeordneten Eingaben zu trennen. Wir demonstrieren unsere Methode an
synthetischen sowie realen Videodaten, welche verschiedene Gesichtsausdrücke
enthalten.

Insgesamt zeigt diese Arbeit, dass generative Modelle leistungsstarke Werkzeuge
sind, die bei verschiedenen Aufgaben während der Filmproduktion eingesetzt
werden können, was zu effizienteren und qualitativ hochwertigen Pipelines führt.
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C H A P T E R 1
Introduction

Social Media Platforms are omnipresent and digital images and videos have
become a central part of our daily lives. For example, Facebook has more
than 8 billion video views per day [TC, 2015] and more than 2.1 billion peo-
ple use YouTube [Statista, 2021]. It is even the case that images and videos
are used to communicate and comment on social media platforms like Red-
dit or messaging apps like Signalor WhatsApp. Cisco estimates that in 2022
more than 80% of all IP traf�c will be video traf�c [Cisco, 2017].
Besides the rise of quantity of multimedia content, video's visual quality
(higher resolution, high-dynamic range, and higher framerate) has been in-
creasing drastically and is crucial to being competitive. It is estimated that
by 2023 around 66% of the globally installed �at-panel TVs will be Ultra-
HD (UHD), i.e., a pixel resolution of at least 3.840 � 2.160[Cisco, 2018].
Meanwhile, most prominent big media and entertainment studios have
launched streaming services, where proprietary �lms and series are exclu-
sively shown and distributed. With rise in competition, the main goal of
these services is ful�ll users expectations, e.g., by regularly publishing new,
exclusive, and high-quality �lms and series. Hence, there is a general inter-
est in making successful high-quality productions easier and faster.

In this thesis, we focus on machine learning methods to improve and sim-
plify tasks on the movie production pipeline. The term machine learning is
widely used and combines many different sub-�elds. In the scope of this
work we focus primarily on Generative Models. Generative models are a set
of mathematical functions which are able to generate any type of informa-
tion from random noise. Usually, these models are trained to learn a map-
ping from a low dimensional space to a speci�c output domain, e.g., images.
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Introduction

While the concept of generating images from random numbers is interesting
in itself, another exciting question is how these models organize the low di-
mensional space, i.e., does the training of these models introduce a structure
or can we enforce a certain structure to the latent space? In particular, is
a generative model capable of disentangling certain information, e.g., static
from dynamic information. A structured latent space is useful in many as-
pects. Besides the possibility to generate images with speci�c properties,
the knowledge about structure in the latent space can be also exploited for
classi�cation tasks. In a different setting, for instance the encoder-decoder
setup, we additionally learn a mapping from the desired domain e.g. im-
ages to the low dimensional space (encoder). While the architecture slightly
changed, the question from the previous paragraph remains: how does the
model store properties ( features) in the low dimensional space. But in con-
trast to the previous setup, the encoding enables the enforcement of a certain
structure.

Motivated by the versatile properties and the overall recent success of gen-
erative models, the goal of this thesis is to �rst analyze speci�c tasks of the
movie production pipeline and second apply generative models to improve
particular solutions. We hypothesize that the structured low dimensional
space learned by generative models can be exploited for interesting and
novel approaches to improve the production pipeline.

For the purpose of this thesis, the movie production pipeline is composed
of the following steps: (1) Capturing and Editing, (2) Post-Processing, (3)
Streaming and Distribution, and (4) Quality-Assessment.

Capturing and Editing For new productions, the �rst stage is primarily cap-
turing the raw video material, in particular, recording the scenes and video
editing. An interesting topic that has gained popularity in movie production
recently is the application of face swap. Face swap is the process of substitut-
ing the face of a source identity, e.g. a stand-in actor or stunt double, with the
face of a target actor, e.g. the celebrity. The problem of replacing a celebrity
with a stand-in is actually a long standing problem. In 1973, Bruce Lee died
during the making of the movie Game of Deathand had to be played by a re-
placement actor. Whereas CGI was not available at that time, they had to use
printed cardboard to impersonate the dead actor. After almost 40 years, the
problem still persists and it is even more relevant these days. Over the years
popular movie franchises such as Terminator, Star Wars and The Fast and
the Furious attracted a lot of viewers and led to enormous fan communities.
To satisfy the demand for new content, novel sequels and side stories have
to be produced. Although, the dif�culties with side stories is the mismatch
of the actor's age between now and the time the main story was �lmed. The
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probably most known face swaps, which got a lot of media attention, were
made for The Fast and the Furious 7and Star Wars Rogue One. Due to the
decease of the actors Paul Walker and Carrie Fisher, the producers had to
arti�cially bring them back to life for a few shots of the �lm.

Chapter 3 investigates how deep generative models can be used for the ap-
plication of face swap. In order to swap a face from one person to another, a
method is needed that allows the comparison of facial expressions between
identities. Our framework follows recent work on face swap [Perov et al.,
2020], where a generative model is used to learn a common low dimensional
space that is shared among the identities. However, the size of previous ar-
chitectures limits the number of concurrently trained identities to two and
constrains the output resolution to 256 � 256 pixels. As a result, the gener-
ated images have low resolution and can not be used for the production of
HD �lms. To overcome this limitation we propose a new architecture that al-
lows the concurrent training of up to 8 identities and the generation of faces
in high resolution (1024 � 1024). The network is trained on video sequences
from a new challenging dataset, consisting of HD recordings of multiple
identities in different lighting conditions. Our evaluation shows that our
model is capable of swapping the facial expression between all identities
and generating sharper and temporally more stable results compared to the
state-of-the-art methods.

Post-processing The second stage of the movie production pipeline is post-
processing. After capturing the recordings and rendering the missing en-
vironmental details such as background and lighting, the movie has to be
checked to see whether it ful�lls all image quality requirements. This in-
cludes for example the inspection for artifacts, which could be introduced
through the rendering process, or the examination for sharpness of details.
As already pointed out before, post-processing is not only used for novel
content but also for remastering old movies and TV shows. The analog TV-
signal was used world wide, and it was transmitted using one of three stan-
dards. The vertical resolutions of these standards were at most 576 lines
with a frame rate of 25 frames per second (fps). Hence, most of the content
that was produced before the era of digital TV has low image resolution.
Since then, the tech-industry grew drastically. LCD panels used by com-
puter monitors and TVs got higher spatial and temporal resolution (increas-
ing frame rate), and more colors.
Examples of application that can be related to the mentioned problems are
Super-Resolution, which is the task of increasing the image resolution of cer-
tain videos, Frame-Interpolation, the task of predicting a frame between two
frames to increase the frame rate, orGeneral Image Enhancement, which tack-
les tasks such as image inpainting, denoising or artifact-removal.
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Introduction

In Chapter 4 we examine the usage of normalizing �ows, a new architec-
ture of generative models proposed by [Rezende and Mohamed, 2015], for
generic image restoration. As a result, we present a novel, two phase ap-
proach, that utilizes a �ow based image prior for image enhancement. While
in Chapters 7 and 3 the aim was to learn a certain structure in the latent
space, we now require the low dimensional space to be well behaved and
easy to explore. The main idea of our approach is, to �rst learn a probabil-
ity distribution of high quality target images. This distribution is also called
image prior, and it captures the features and properties of the images in the
dataset. Since our model is based on invertible transformations, it allows a
one-to-one mapping from image space to a simple base distribution that is
easy to evaluate, which is crucial for the second phase. To restore a degraded
image, we �rst compute the mapping into the base distribution. Since the
image prior was only trained on high quality images, the degraded image
will have a low likelihood. With the reverse mapping to the image space and
the structured base distribution, we can explore the space for similar looking
images with higher likelihood. Our experiments show, that our model can
be applied to enhance images containing compression artifacts, for denois-
ing and inpainting. In addition, it also outperforms state-of-the-art image
prior models on the same tasks.

Streaming and Distribution The third stage is the release phase, hence the
distribution of the �lms. The overall scheme of distributing �lms to the cos-
tumers heavily changed in recent years. Before these changes happened, the
process to release blockbusters was mostly the same. The movies were �rst
shown in the cinemas, then sold via VHS, DVD and Blu-ray and eventually
broadcasted in free TV. Nowadays, the physical media served its time. The
current trend clearly goes in the direction of streaming, where the customers
can view the media content when- and wherever they want.
Meanwhile, streaming platforms have been widely accepted by the cus-
tomers. However, the popularity of those services led to some dif�culties in
the �rst lockdown during the coronavirus outbreak. Major streaming por-
tals such as YouTube and Net�ix had to reduce the quality of their videos in
Europe, as an increase in home usage strained the internet bandwidth of Eu-
ropean internet service providers [TheVerge, 2020]. Net�ix also announced
at that time, that reducing the stream bitrate could reduce the network traf�c
by 25%. These circumstances and the vast increase of video traf�c underlines
the importance of new and �exible image and video codecs.

We explore in Chapter 5 the capabilities of normalizing �ows for lossy image
compression. Generally, the proposed approach follows the idea of recent
neural lossy image compression works by [Ballé et al., 2016; Balĺe et al., 2018;
Minnen et al., 2018], where generative models are used to learn a low dimen-
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sional space of symbols, i.e. integer values and a probability distribution
used for entropy coding. The mapping to the low dimensional space serves
as a dimension reduction method with the objective of dropping visually
less important information. As a result, the size of this space constrains the
reconstruction quality and is �xed once trained. Additionally, multiple con-
secutive compression-decompression steps applied on an image lead to a
decreasing visual quality. To improve on that we propose an architecture,
based on invertible transformations, that allow a quasi lossless re-encoding.
Speci�cally, multiple compression operations on the same image do not af-
fect the image quality. The proposed model is trained on images of a public
dataset and our evaluations show that the model covers a wide range of
quality levels and additionally allows a progressive transmission scheme.

We analyze in Chapter 6 the most recent generative image compression
model proposed in [Mentzer et al., 2020]. We investigate how the stated
model can be used for video compression and further, if the decoder's
knowledge can be distilled into a smaller and computationally more ef�cient
architecture. The model proposed by Mentzer et al. focuses on the low bi-
trate setting. In fact, their model with the highest compression setting, needs
on average 0.12 bpps for real world images. To achieve this high compres-
sion rate, they introduce a powerful decoder with millions of parameters
and an discriminator network, that penalizes the generation of fake looking
images during training. While the network produces amazing looking re-
sults, it moves the heavy computation into the decoding process. However,
this is contrary to the desired compression scheme where the encoder is as
complex as needed and the decoder is slim and simple. To overcome this
problem, we introduce a content-speci�c decoder. Our decoder is based on
the pre-trained HiFiC models but has only 5% of its size, with the trade-off
of sending content-speci�c parameters alongside the image encodings. The
model is trained with knowledge distillation, in particular, with a teacher-
student scheme on a subset of video frames. Our experiments show, that our
distilled decoder retains the reconstruction quality of HiFiC and the decom-
pression operation is twice as fast. Further, we show that the cost of sending
the additional parameters are amortized over the size of the test set.

Quality Assessment The last stage considered in this work is the Quality
Assessment. In contrast to the previous stages, it is not the image and video
quality which should be inspected in this phase, but rather the story of a
show or series, respectively and how the media gets perceived by the audi-
ence. To evaluate the perception of a �lm, often a focus group screening is
used. During this formal screening, the detailed response of the audience,
mostly consisting of 25-30 viewers, gets documented. In some cases, the
faces of the audience are also recorded. Afterwards, the facial expressions,
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e.g. excitement, astonished or yawning, can be mapped to parts of the �lm.
Analysis then can further tell which of the screened parts are funny, interest-
ing, or in the worst case, tiring.

We present in Chapter 7 preliminary work on facial expression classi�cation.
We propose a deep generative model to learn a disentangled representation
of static and dynamic information of video frames. To achieve this behav-
ior, we extend the de�nition of the variational auto encoder (VAE) proposed
in [Kingma and Welling, 2014 ] by factorizing the approximate variational
posterior into two parts, to capture both static and dynamic information.
Since it is an unsupervised learning approach, this method does not require
any labeled or segmented data. Given a single frame, without prior knowl-
edge about the content, it is almost impossible to decide which information
is static or dynamic. Because of this reason, we provide multiple random
frames of a single sequence as input. By stacking the video frames in pairs
of two and encoding the various combinations with a convolutional neural
network, the model is able to determine which information is speci�c and
which is common between frames. We tested our method on two synthetic
and a real world datasets and show that the desired disentanglement works
for all of them. We further present how the proposed model can be used
for facial expression classi�cation and visualize preliminary results. Since
the model is able to separate the appearance of the face (static) from facial
expression (dynamics), we can learn a classi�er on the learned dynamics. We
successfully show that a two dimensional space for the dynamics is suf�-
cient to span a manifold over common expressions like smiling or excite-
ment. This is suitable for evaluating the reactions of the audience of focus
screening groups, where usual only unlabeled recordings of the participants
are available.

1.1 Contribution

The main contributions of this thesis are:

� We propose an algorithm for automatic neural face swappingin im-
ages and videos. To the best of our knowledge, our proposal is the
�rst method capable of rendering photo-realistic and temporally co-
herent results at megapixel resolution. To this end, we introduce
a progressively trained multi-way comb network and a light- and
contrast-preserving blending method. We also show that while pro-
gressive training enables generation of high-resolution images, ex-
tending the architecture and training data beyond two people al-
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1.1 Contribution

lows us to achieve higher �delity in generated expressions. When
compositing the generated expression onto the target face, we show
how to adapt the blending strategy to preserve contrast and low-
frequency lighting. Finally, we incorporate a re�nement strategy into
the face landmark stabilization algorithm to achieve temporal stabil-
ity, which is crucial for working with high-resolution videos. We
conduct an extensive ablation study to show the in�uence of our de-
sign choices on the quality of the swap and compare our work with
popular state-of-the-art methods.

� We propose the use of normalizing �ows to model the distribution
of the target content and to use this distribution as a prior in a max-
imum a posteriori (MAP) formulation. By expressing the MAP op-
timization process in the latent space through the learned bijective
mapping, we are able to obtain solutions through gradient descent.
To the best of our knowledge, this is the �rst work that explores
normalizing �ows as prior in generic image enhancement problems.
Furthermore, we present experimental results for a number of dif-
ferent degradations on data sets varying in complexity and show
competitive results when comparing with the deep image prior ap-
proach.

� We propose a deep image compression method that is able to go from
low bit-rates to near lossless quality by leveraging normalizing �ows
to learn a bijective mapping from the image space to a latent repre-
sentation. We demonstrate further advantages unique to our solu-
tion, such as the ability to maintain constant quality results through
re-encoding, even when performed multiple times. To the best of
our knowledge, this is the �rst work leveraging normalizing �ows
for lossy image compression.

� The proposal of using knowledge distillation to obtain equally ca-
pable image decoders at a fraction of the original number of pa-
rameters. We investigate several aspects of our solution including
sequence specialization with side information for image coding. Fi-
nally, we also show how to transfer the obtained bene�ts into the
setting of video compression. Overall, this allows us to reduce the
model size by a factor of 20 and to achieve 50% reduction in decod-
ing time.

� We present a deep generative model that learns disentangled static and
dynamic representationsof data from unordered input. Our approach
exploits regularities in sequential data that exist regardless of the or-
der in which the data is viewed. The result of our factorized graphi-
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cal model is a well-organized and coherent latent space for data dy-
namics. We demonstrate our method on several synthetic dynamic
datasets and real video data featuring various facial expressions and
head poses.

1.2 Publications

This thesis is based on the following publications:

� L. Helminger, A. Djelouah, M. Gross, RM. Weber. Disentangled Dy-
namic Representations from Unordered Data. In Symposium on Ad-
vances in Approximate Bayesian Inference (AABI), 2018

� J. Naruniec, L. Helminger, C. Schroers, RM. Weber. High-Resolution
Neural Face Swapping for Visual Effects. In Computer Graphics Fo-
rum, 2020

� L. Helminger, A. Djelouah, M. Gross, C. Schroers. Lossy Image
Compression with Normalizing Flows. In International Conference on
Learning Representations (ICLR), Workshops, 2021

� L. Helminger, M. Bernasconi, A. Djelouah, M. Gross, C. Schroers.
Generic Image Restoration With Flow Based Priors. In Conference on
Computer Vision and Pattern Recognition (CVPR), Workshops, 2021

� L.Helminger, R. Azevedo, A. Djelouah, M. Gross, C. Schroers. Mi-
crodosing: Knowledge Distillation for GAN based Compression,
Preprint. Under Review, 2021
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C H A P T E R 2
Background

In this chapter, we give a brief outline to the machine learning models that
are used in this thesis. We �rst introduce the concept of generative models
and explain their overall objective. Afterward, we describe three commonly
used types of generative models, discuss their objectives and provide recent
applications.

The area of machine learningis broad and its �eld of application goes from
the generation of paragraphs of coherent text [Devlin et al., 2019] to the pre-
diction of a protein structure [Jumper et al., 2021]. While there are vari-
ous sub�elds, a main distinction in machine learning can be made between
generative and discriminative models. Discriminative models aim to learn
a predictor for a speci�c task, i.e. to discriminate between certain classes
given observations. The goal in generative modeling is to solve a more gen-
eral problem, namely learning a joint distribution over all de�ned variables.
Well known generative models from statistics and classical machine learn-
ing are for example Gaussian Mixture Modelsor Hidden Markov Models. To
achieve that, we have to �rst model the abstraction of the real world and
further simulate the generation process of a data sample. A type of data
commonly used, and most relevant for the works presented in this thesis,
are images. A data point (image) contains millions of variables (pixels) and
the aim of a generative model is to capture the dependencies between the
variables. For example, pixels in close proximity have similar color and, in
a global view, pixels are organized into recognizable objects (e.g. faces). The
challenge is to model and capture those complex dependencies for the set of
all images.
Let's consider a probability distribution p(x) de�ned over data points X in
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Background

some high-dimensional space X . In case of the previous example, where
X is the space of all possible images, data points that look like real im-
ages should have a high probability and images that look like random noise
should have a low probability. However, in most cases, we are not only
interested in the numerical value but rather in probabilistic inference and
synthesizing new data points that look like real examples drawn from the
distribution p(x). Speci�cally, we want to synthesize newdata points which
are not in the data set. Having this property can be helpful for various kinds
of applications, e.g. the generation of unseen faces (see Chapter 3). Thus, a
generative model should learn a probability distribution over a high dimen-
sional space, where sampling, inference and evaluation is computationally
and analytically tractable.

Let's assume that x is a random sample generated by an unknown underlying
process, which has a true but unknown distribution p� (x). The goal of gen-
erative models is to approximate the underlying process with a new model
pq(x) with parameters q. Next, we can learn suitable parameters q such that
the new distribution pq(x) approximates the true probability distribution
p� (x) for every data point x: pq(x) � p� (x). Ideally, pq(x) should be pow-
erful and �exible enough to capture the structure of the true distribution
p� (x). In the era of deep learning, the model pq(x) is usually implemented
as a deep neural network. Having a �exible model allows to automatically
discover and learn regularities.

The approximation of the true probability distribution p� (x) and its un-
derlying generative process can be achieved in multiple ways. In recent
years, �ve main approaches have emerged, which are commonly used for
this task, namely: Variational Auto-Encoders [Kingma and Welling, 2014;
Kingma and Welling, 2019 ], Generative Adversarial Networks [Goodfellow
et al., 2014b], Normalizing Flows [Rezende and Mohamed, 2015], Auto-
regressive Models [van den Oord et al., 2016] and Diffusion Probabilistic
Models [Sohl-Dickstein et al., 2015; Ho et al., 2020].

The latter, Diffusion Probabilistic Models, gained a lot of attention recently.
The idea behind these models is to slowly and systematically destroy the
structure of a data distribution through an iterative forward diffusion pro-
cess. By using the learned reverse process, the model restores the structure
in the data, and allows to generate samples according to the data distribu-
tion. Since Diffusion Probabilistic Models and Auto-regressive Models were
not used in our work, we are not further discussing their applications.
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2.1 Variational Auto-Encoder

Figure 2.1:Schematic visualization of a Variational Auto Encoder

2.1 Variational Auto-Encoder

As discussed in the introduction of this chapter, generative models aim to
approximate the process of generation and the true unknown probability
distribution p� (x). Instead of considering only the observed distribution,
one could also assume that underlying latent variables z control the genera-
tion process of a sample. In this case the distribution of the data is described
by the likelihood pq(xjz) and the latent variables follow a prior distribution
p(z). The marginal distribution of a single datapoint is then given by:

pq (x) =
Z

pq (x j z) p (z) dz, (2.1)

where x is the observed data point and z the unobserved (latent) variable.

To describe the idea behind this factorization we consider following exam-
ple. We want to approximate the distribution of all possible images. Gener-
ating an image from scratch is hard, since it could contain arbitrary objects.
Intuitively it helps, if the model knows in advance what the content of the
image should be, before starting the generation process. Introducing the la-
tent variables, makes this separation possible and enables the model to learn
a structured latent space.

The main problem of using neural networks for latent variable models is
the maximum likelihood optimization. This is due to the integral in the
marginal distribution de�ned in Equation 2.1 which has no analytical so-
lution. Consequently, the model is not differentiable w.r.t. the parameters
and hence it can not be optimized by gradient descent algorithms.

This also relates to the intractability of the true posterior distribution pq(zjx),
as it can be seen when deriving it with the basic identity:

pq (zjx) =
pq (x, z)
pq (x)

. (2.2)
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Since the marginal likelihood (or model evidence) is intractable, also the true
posterior distribution is intractable. As an effect, algorithms like the Expec-
tation Maximization (EM) algorithm [Dempster et al., 1977], where an ana-
lytical posterior distribution is necessary, cannot be applied.

A possible way to overcome this dif�culty is to use approximate inference
techniques, methods which allow to approximate the posterior pq(zjx).

In [Kingma and Welling, 2014 ] the authors propose to approximate the true
posterior with an inference model qf (zjx), also called encoderor approximate
posterior. Given a datapoint x it outputs a distribution over the possible val-
ues of z, which could have generated the datapoint x. It is implemented as
neural network with (variational) parameters f , which are optimized such
that:

qf (zjx) � pq (zjx) . (2.3)

In a similar fashion they introduce a probabilistic decoder pq(xjz) which pro-
duces a distribution over all datapoints x that can be generated by a given
vector z. A visualization of the network is depicted in Figure 2.1.

The parameters of both networks, q and f , are optimized by maximizing the
Evidence Lower Bound (ELBO), which is de�ned as:

L (q, f ; x) = � DKL
�
qf (zjx) jj p (z)

�
+ Eqf (zjx) [log pq (xjz)] , (2.4)

with DKL being the Kullback-Leibler-Divergence and Eqf (zjx) [log pq(xjz)]
the expected log likelihood. The Kullback-Leibler-Divergence can be inter-
preted as the regularization term for the variation parameter f . It forces
the approximate posterior to be close to the prior distribution p(z). The
expected log likelihood can be seen as the reconstruction loss. Usually a
Gaussian or Laplacian distribution is used, to obtain a MSE or L1, respec-
tively as reconstruction loss. More details on the derivation of the ELBO and
more insights about the individual terms are provided in [Doersch, 2016;
Kingma and Welling, 2019 ]

In recent years, a lot of research was done in the �eld of variational in-
ference and improvements on the framework of VAEs. A direction of re-
search explores possible architectures of the prior distribution p(z). In-
stead of using a standard normal prior, more complex distributions can be
used. In [Sønderby et al., 2016] the authors introduce a hierarchical infer-
ence model, where each stochastic layer conditions the next layer. In a sim-
ilar fashion, [Tomczak and Welling, 2017] propose the usage of a prior con-
sisting of a mixture of distributions, which allows more �exibility to learn
better models. Research has also been done for hyperspherical[Davidson et
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2.2 Generative Adversarial Networks

Figure 2.2:Schematic visualization of a Generative Adversarial Network

al., 2018] or graph structured [Kipf and Welling, 2016 ] latent spaces.
A different direction of research analyzes the structure of the data man-
ifold in the latent space induced by the prior p(z) [Larsen et al., 2015].
In particular, in methods that disentangle certain properties of the in-
put domain [Li and Mandt, 2018; Hsu et al., 2017; Higgins et al., 2017;
Locatello et al., 2018]. In Chapter 7 we introduce preliminary work to dis-
entangle facial expressions from facial appearance by learning a factorized
approximate posterior for both static and dynamic information.

Further, interesting to mention is also the connection of VAEs to neural com-
pression methods. In [Ballé et al., 2017] the authors derive how neural
compression methods, which are usually learned by optimizing the rate-
distortion objective, can be related to VAEs. More related work on neural
image- and video compression methods are given in Chapter 5 & 6.

2.2 Generative Adversarial Networks

An alternative approach to learn a data distribution p� (x) was proposed
by [Goodfellow et al., 2014a]. Instead of factorizing the distribution and
learning a generative process, the authors introduce a new generative model
estimating procedure that overcomes the dif�culties of deep generative
models, e.g. approximating the intractable marginal likelihood distribution.
The main idea of the presented framework is to learn two networks. A net-
work that is trained to generatesamples that look like real examples drawn
from the real data distribution p� (x), and a second network that's aim is to
discriminatebetween generated samples and real samples. Commonly, these
two networks are called generator and discriminator, respectively. Since the
generator works against the discriminator, the latter is also presented as the
adversary. To generate samples, the generator takes as input random noise
and passes it through a deep neural network. The output is then fed to the
discriminator which determines if its real or fake. Both the generator and
discriminator are commonly implemented by deep neural networks.
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Let z be a sample from a prior distribution p(z). The generator Gqg(z) with
parameters qg learns a distribution pG(z) and a mapping from the noise vec-
tor z to a data sample x0. The discriminator Dqd

(x) takes as input a sam-
ple from the data domain, and outputs the probability that x was sampled
from the true data distribution rather than from pG. An illustration of this
network is given in Figure 2.2. The optimization objective is twofold: On
the one hand, the discriminator D is trained to maximize the probability of
assigning the correct label (real or fake) to both the real samples and sam-
ples generated by G. On the other hand, the generator G is simultaneously
trained to minimize log (1 � D(G(z))) . The latter can be interpreted as max-
imizing the generator's capability to deceive the discriminator.

Taking together both objectives, the �nal loss can be written as a two-player
minimax game between G and D, with value function V (G, D):

min
G

max
D

V (G, D) = Ex� p� (x) [log (D (x))]

+ Ez� p(z) [log (1 � D (G (z)))]
(2.5)

The research in generative adversarial networks (GAN) is immense and di-
verse. In general, GANs are used to generate various types of data modal-
ities, e.g. natural text, audio samples (speech) or images[Chen et al., 2018a;
Kong et al., 2020; Radford et al., 2016]. However, most research has been
done on images. Two very recent implementations of the GAN framework
are StyleGAN [Karras et al., 2019] and its successor StyleGAN2 [Karras et
al., 2020]. Besides producing realistic looking images, both architectures also
provide a structured latent representation which can be used for tasks such
as face segmentation[Pakhomov et al., 2021] or image composition with la-
tent space regression[Chai et al., 2021].

For the work presented in this thesis, we did not train a GAN from scratch.
The reason for this decision was the fact that GANs require a long training
time and additionally a large amount of data. Further, they are occasionally
very tedious to train due to instabilities during the optimization process.
However, in Chapter 6 we show how to overcome this problem and utilize
a pre-trained GAN to train a less complex and smaller network for image-
and video compression, and achieve almost similar quality to the original
model. We also believe, that an additional adversarial loss can be helpful to
further improve the reconstructed image quality of the model introduced in
Chapter 3.
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2.3 Normalizing Flows

Figure 2.3:Schematic visualization of Normalizing Flows

2.3 Normalizing Flows

The third generative model that was applied in the work presented in this
thesis, is the framework of normalizing �ows. In contrast to the previ-
ously described models, which learn an approximation of the data distribu-
tion p� (x), the authors of [Rezende and Mohamed, 2015] propose a method
which allows exact likelihood prediction. By applying a sequence of invert-
ible and volume-tracking transformations on a simple distribution, e.g. a
standard normal distribution, complex and multi-modal distribution can be
learned. In probability theory, this is also known as Change of Variableand is
commonly used to generate random variables of arbitrary shape.

Borrowing the notation from [Papamakarios et al., 2019], let's consider two
random variables X and Z that are related through the reversible transfor-
mation T : Rd ! Rd, x = T (z). In this case, the distribution of the two
variables are related as follows:

pX (x) = pZ (z) jdet JT (z)j � 1 , where z = T� 1 (x) (2.6)

where z = T� 1 (x) and JT (z) is the Jacobian of T. Here, the determinant pre-
serves total probability and can be understood as the amountof squeezing
and stretching of the space induced by the transformer T. The objective of
normalizing �ows [Rezende and Mohamed, 2015] is to map a base distribu-
tion pZ (z) to an arbitrary distribution pX (x) through a change of variable.
In practice, a seriesT1, . . . ,TK of such mappings are applied to transform the
base distribution into a more complex multi-modal one.

Let T� 1 be the composition of transformations T� 1
1 , . . . ,T� 1

K such that:

T� 1 (x) = T� 1
1 � . . . � T� 1

K (x) = z (2.7)

x
T� 1

K ! hK� 1
T� 1

K� 1 �! hK� 2  ! � � �  ! h1
T� 1

1 ! z . (2.8)
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The probability density function pX (x) can then be computed as follows:

pX (x) = pZ

�
T� 1 (x)

� K

Õ
k= 1

�
�
�
�det

dhk� 1

dhk

�
�
�
� , (2.9)

where we de�ne hK , x and h0 , z. It is clear that computing the determi-
nant of these Jacobian matrices, as well as the function inverses, must remain
easy to allow their integration as part of a neural network. This is not the
case for arbitrary Jacobians and recent successes on normalizing �ows are
due to the proposition of invertible transformations with easy to compute
determinants.

Let x 2 X be a vector of a high-dimensional space. For the purpose of this
thesis, we consider X to be the space of natural images and x an arbitrary
data point (image). Further let Tq be a composition of invertible transfor-
mations with parameters q and pZ (z) be a simple distribution, that is easy
to evaluate, e.g. a standard normal distribution. The �ow based generative
model is then de�ned as follows:

x = Tq (z) with z � pZ (z) . (2.10)

Recent works have shown the great potential of using normalizing �ows as
generative models [Kingma and Dhariwal, 2018; Dinh et al., 2017] where an
image observation x is generated from a latent representation z.

To learn the �ow based generative model pq (x) with parameters q, we min-
imize the negative log-likelihood over a dataset D = f x(1) , . . . ,x(N )g. The
objective is de�ned as:

L nll (D ; q) =
1
N

N

å
i= 1

� log pq( x̄( i) ). (2.11)

where x̄( i) = x( i) + x with x � U (0,a) and a is determined by the discretiza-
tion level of the data.

Normalizing �ows gained a lot of popularity recently and the research topics
in this area are diverse. An important direction in terms of �exibility is the
research for more complex and powerful invertible transformations [Hooge-
boom et al., 2019b; Durkan et al., 2019; Kingma and Dhariwal, 2018]. More
�exibility would allow the model to learn more dependencies and correla-
tions between the variables. The concept of normalizing �ows is also ex-
plored for applications such as lossless image compression [Hoogeboom et
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al., 2019a] or even for more practical application such as neural importance
sampling for 3D rendering [Müller et al., 2019].

In Chapter 4 we show how the one-to-one mapping, from the base distri-
bution to image space, provided by normalizing �ows, can be exploited for
blind image restoration. Later, in Chapter 5 we apply the concept of nor-
malizing �ows on the problem of lossy image compression. The invertible
transformations enable a wide range of possible quality levels up to almost
lossless compression.

In the following section, we brie�y discuss various types of layers, i.e. in-
vertible transformations and the factor-out layer, which were used for the
�ow based models proposed in this thesis.

2.3.1 Invertible Transformations

The goal of invertible transformations is twofold: transform the feature
space, and introduce dependencies between the variables of the input vec-
tor, e.g. the pixels of an image. Since these dependencies can be also seen
as a coupling of variables, the invertible transformations are also known as
coupling layers. There exist several variations of coupling layers but the core
idea is to construct a bijective function with an easy to compute determinant
of the Jacobian. This could be achieved by splitting the input into two par-
titions: (i) a partition that parameterizes the invertible transformation; and
(ii) a partition which gets bijectively transformed. The output of a coupling
layer is the concatination of partition (i) and the transformed partition (ii).
This separation allows to use an arbitrarily complex conditioning function,
e.g. a deep neural network, that predicts the parameters for the invertible
transformation.

Activation Normalization: The ActNorm layer was introduced
by [Kingma and Dhariwal, 2018 ] as an alternative for batch normaliza-
tion for small mini batches. It performs an af�ne transformation on the
activations using a learned scale and bias parameter per channel. The
initialization of these parameters is data dependentand set such that the post-
actnorm activations per channel for a mini-batch follow a standard normal
distribution.

Additive Transformation: The most basic transformation is the additive
transformation. Given an input tensor x with partitions (xa, xb), the additive

17



Background

layer is de�ned as the following mapping:

f (x) = (xa, xb + NN(xa)) , (2.12)

where NN(�) is modeled as a neural network. The partitioning is random
and de�ned during the initialization of the model. The inverse is easy to
compute and the determinant is equal to 1.

Af�ne Transformation: Another simple and powerful mapping is the
af�ne transformationintroduced by [Dinh et al., 2015]. The computational
details are listed in Table 2.1 The scale and bias parameters are learned by a
neural network NN(�).

Function Reverse Function Log-Determinant

xa, xb = split (x)

log s, t = NN(xb)

s = exp ( log s)

ya = s � xa + t

yb = xb

y = concat (ya, yb)

ya, yb = split (y)

log s, t = NN(yb)

s = exp ( log s)

xa = (ya � t) / s

xb = yb

x = split (xa, xb)

sum ( log (jsj))

Table 2.1:Computational details of the af�ne transformation

Invertible 1 � 1 Convolution: In [Kingma and Dhariwal, 2018 ] the authors
also proposed a coupling layer to replace the random permutation of chan-
nels between the transformation with a learned invertible 1 � 1 convolu-
tion. The weights of the convolution W can be further seen as a gener-
alized permutation of the channels. The cost of computing det (W) with
the naive approach is O

�
c3

�
. Through a reformulation the cost can be

reduced to O (c) by parameterizing W in its LU decomposition: W =
PL (U + diag (s)) . Then the log determinant can be simply computed by
log jdet (W)j = sum( log (s))

Factor-out Layer: The architecture of our model is based on the Real NVP
introduced by [Dinh et al., 2017]. The objective of factoring-out parts of
the base distribution is to allow a coarse to �ne modeling by introducing
conditional distributions and dependencies on deeper levels. Formally this
is expressed for one level as

[z0, h0] = T� 1
2 (x) and z1 = T� 1

1 (h0) (2.13)

18



2.4 Summary

with two invertible transformations T� 1
1 and T� 1

2 . The latent representation
is then given by z = [ z0, z1]. Later, in Chapter 5 (Figure 5.2) we illustrate
our �ow based image compression architecture, with two factor-out layers,
where the input features are split into two parts h and z.

2.4 Summary

In this chapter we discussed the basic generative model frameworks we
used in this thesis. The provided summaries can be used as a reference for
the upcoming Chapters.
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C H A P T E R 3
High-Resolution Neural Face Swapping
for Visual Effects

The swapping of the appearance of a target actor and a source actor while
maintaining the target actor's performance is a longstanding and challeng-
ing problem in visual effects. The problem typically arises in cases in which
a character needs to be portrayed at a younger age or when an actor is not
available or is perhaps even long deceased. Other applications include stunt
scenes that would be dangerous for an actor to perform but still require high-
quality face images.

In the �lm and TV industry, a variety of approaches for face swapping
have been explored over the years, and the ones in use today are typi-
cally elaborate and labor-intensive computer-graphics methods. They re-
quire great care on set as well as extensive frame-by-frame animation and
post-processing by digital-effects professionals. The methods have only very
recently matured to the point that �lmmakers have become more willing to
brave the “uncanny valley” and show detailed views of virtual actors. Ex-
amples include Paul Walker in The Fast and the Furious 7and Peter Cushing
and Carrie Fisher in Star Wars Rogue One.

While those results are impressive, they are expensive to produce and typ-
ically take many months of work to achieve mere seconds of footage. In
contrast to these computer-graphics approaches, deep-learning methods for
face swapping have attracted considerable attention in recent years. Those
methods allow for an automatic, data-driven processing pipeline. Many ap-
proaches exist, typically employing either auto encoders [Liu et al., 2017b;
Korshunova et al., 2017], GANs [Dong et al., 2017; Natsume et al., 2018b], or
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morphable models [Dale et al., 2011; Nirkin et al., 2018]. However, several is-
sues arise when these methods are used in high-resolution video face swap-
ping. 3D model-based methods are capable of producing high-resolution
images, but they currently lack temporal stability in the generated faces, re-
sulting in unrealistic, rapidly changing appearances. GANs and auto en-
coders often have dif�culty generating high-resolution images due to mem-
ory limitations, instability of the training procedure, and the choice of data
samples.

In this Chapter we present a method to generate high-resolution, photo-
realistic, and temporally stable face swaps. We achieve this through the
following core contributions:

1. We introduce a progressively trained, multi-way comb networkthat
embeds input faces in a shared latent space and decodes them as
any of the selected identities while maintaining the input face ex-
pression. This allows for richer, more realistic results than in the
typical single-source, single-target setting.

2. We propose a full face-swapping pipeline including a contrast-
and light-preserving compositing step and a landmark stabiliza-
tion procedure that allows for generating temporally stable video
sequences.

3. Finally, we report a comprehensive ablation study demonstrating
the in�uence of particular design choices and procedures on swap-
ping quality.

We demonstrate our method on challenging high-resolution video data
gathered in a variety of settings and lighting conditions. We also compare
our work with a number of state-of-the-art face-swapping methods, show-
ing that our method is a major step toward photo-realistic face swapping
that can successfully bridge the uncanny valley. As our system is also ca-
pable of multi-way swaps—allowing any pair of performances and appear-
ances in our data to be swapped—the possible bene�ts to visual effects are
extensive, all at a fraction of the time and expense required using more tra-
ditional methods.

3.1 Related work

A vast literature exists on the synthesis, editing, manipulation, and trans-
fer of facial imagery in pictures and video. To survey existing work, we
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3.1 Related work

will use the following categories: encoder-decoder (autoencoder) methods, GAN-
based image-to-image translation, and geometry-based morphable models. We will
brie�y review existing methods and also relate our work to recent reenact-
mentand puppeteeringmethods.

3.1.1 Encoder-Decoder Methods

In [Liu et al., 2017b] the authors introduced a model with a strong in�uence
on the present work. Although their model structure is quite different, fea-
turing dual encoders and decoders based on the VAE-GAN framework, a
key idea from their work is the concept of a shared latent spacefor encoded
images, which is enforced via tied weights in several of the layers of the
encoders and decoders closest to the encoded bottleneck.

The work of [Korshunova et al., 2017] approaches the problem of face swap-
ping from the perspective of style transfer, in which the identity of a face
is the style and the dynamic behavior is the content. They use a multiscale
texture network with both content and style losses measured in a VGG-19
feature space.

In [Yan et al., 2018], the authors explore a Y-shaped, single-encoder, dual-
decoder architecture that can be seen as a limiting case of our model struc-
ture. During training, they introduce warp distortions to the input im-
ages while tasking the decoders with reconstructing the undistorted images,
akin to denoising autoencoders. [Zhao et al., 2019] show impressive face-
swapping performance using an encoder-decoder architecture with a multi-
task objective including face alignment and segmentation goals. However,
their model requires extensive labeled training data and is, at its core, a su-
pervised method, while our work is self-supervised. [Natsume et al., 2018a]
employ several encoder-decoder networks, each specializing in different fea-
tures extracted from an input image (binary mask, isolated face, and facial
landmarks) and use a separate generator to combine the target face with a
source image.

3.1.2 GAN-Based Methods

Generative adversarial networks (GANs) [Goodfellow et al., 2014a] have be-
come immensely popular for image synthesis and have recently entered the
megapixel-and-beyond domain, most notably due to a progressive-training
approach described by [Karras et al., 2018; Karras et al., 2019]. The general
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approach that has proved most successful for face swapping is image-to-
image translation using conditionalGANs [Dong et al., 2017; Isola et al., 2017;
Wang et al., 2018a]. This approach, however, introduces a requirement for
paired data, which can be dif�cult to produce. Subsequent methods have
been developed to relax or altogether circumvent this paired-data require-
ment [Zhu et al., 2017].

In an application speci�c to faces, [Natsume et al., 2018b] compose the out-
put of two separator networks—one for the face and one for hair, similar in
form to the work described in [Natsume et al., 2018a]—and use a GAN to
“verify” and tune the result. [Shu et al., 2017b] take the interesting approach
of treating face representation as a rendering problem and use a GAN to
create surface normal, albedo, lighting, and alpha matte information from
input images to allow for more compelling image edits. [Pumarola et al.,
2018] perform facial-expression synthesis and animation from single images
by conditioning on action units from the Facial Action Coding System [Ek-
man and Rosenberg, 1997]. GAN-based facial animation has seen impressive
subsequent development in recent work by [Zakharov et al., 2019]. Recently
the authors of [Nirkin et al., 2019] presented a face-swapping and reenact-
ment pipeline that can generalize to novel faces based on very few exam-
ples. However, due to the proposed face view interpolation, the results are
slightly smoothed and inadequate for high resolution.

3.1.3 Geometry-Based Methods (Morphable Models)

Three-dimensional morphable models [Blanz and Vetter, 1999] are explicit
parametric representations of the geometry of the human face. In their clas-
sic form, 3D morphable models live in a vector space spanned by a basis
of exemplars learned from images paired with 3D scans. Recent work has
expanded the capabilities for creating such models, allowing them to be
learned from sets of 2D images using deep encoder-decoder networks [Tran
and Liu, 2018]. In the context reviewed here, morphable models are distinct
from the detailed geometric models that can be made to capture individual
faces in high �delity [Alexander et al., 2009; Zollhöfer et al., 2018].

[Blanz et al., 2004] applied morphable models to face swapping, although
with results falling short of photo-realistic. [Dale et al., 2011] got impres-
sive results by using 3D models to better align source and target images,
which were then combined using an edit-based technique and additional
post-processing. [Yang et al., 2011] use a geometric approach to perform
transfers of individual facial components, while [Shu et al., 2017a] achieve

24



3.2 High-Resolution Face-Swapping Pipeline

excellent results by specializing in manipulating the eyes in images to elim-
inate closed eyes and look-aways. In [Lin et al., 2012] the authors create
a 3D model from a single frontal 2D image of a person's face, employing
color transfer and a multi-resolution spline technique to achieve seamless
blending. [Nirkin et al., 2018] present an approach for face swapping us-
ing semi-supervised data, with 3D models employed to register points for
transferring image intensities from source to target.

3.1.4 Reenactment and Puppeteering

It is important to distinguish face swappingfrom the face reenactmentprob-
lem [Thies et al., 2016; Kim et al., 2018; Geng et al., 2018; Suwajanakorn et
al., 2017; Garrido et al., 2015; Kim et al., 2019]. While at �rst sight the prob-
lems appear very similar, in the latter case, the behavioral performance is
copied from the sourceto the target face appearance, while the identity re-
mains intact. In face swapping, we have essentially the opposite situation:
The behavioral performance is left intact, while the identity is copied from
the sourceto the target appearance. Recent studies have shown that, while
face reenactment manipulations are often dif�cult to detect by human ob-
servers, face swaps are typically easy to spot [Rössler et al., 2019], which
illustrates the challenges inherent in our present work.

3.2 High-Resolution Face-Swapping Pipeline

We now present our complete method for performing photo-realistic face
swaps at megapixel resolution (see Figure 3.1). The following outline sum-
marizes the steps we take for exchanging identity s (the appearancesource)
and identity t (the behavior and background target):

1. For image xt , detect the face and localize the facial landmarks.

2. Normalize the face to 1024� 1024 resolution, saving normalization
parameters.

3. Feed the normalized face into the network and save the output x̃s of
the s-th decoder.

4. Reverse image normalization using saved parameters from step 2
on image x̃s and blend the resulting image with image xt using the
introduced compositing method.
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