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Abstract

Conversational agents powered by large language models (LLMs) are increas-
ingly capable of producing coherent, context-aware responses. However, they
often lack core social qualities, such as emotionally expressive behavior and con-
sistent personality traits that are crucial for trust, engagement, and believability
in long-term human-AlI interaction. This dissertation addresses these limitations
by introducing a modular and interpretable framework for modeling, infusing,
recognizing, and modulating personality and emotion in conversational agents.

First, a large-scale multimodal dataset of human—chatbot conversations was col-
lected in the wild, capturing more than 350 hours of text, audio, and video data
from 108 participants interacting with LLM-based chatbots over three weeks. The
dataset includes self-reports of emotional states, perceived chatbot emotions, and
free-form personality descriptors, providing a robust foundation for perceptual
modeling and affective inference.

Second, a novel personality model for LLM-based chatbots was derived from
the previously collected user-generated personality descriptors and additional
large-scale survey ratings. Exploratory factor analysis revealed eight inter-
pretable dimensions—some aligned with the Big Five, others unique to machine
interaction—highlighting the need for chatbot-specific personality representa-
tions.

Third, a real-time personality infusion technique was introduced. This method
dynamically rewrites chatbot responses to express target personality profiles
without altering their semantic content. Two experiments demonstrated that the
approach enables accurate and controllable personality conveyance across diverse
LLMs, improving perceived trustworthiness and conversational alignment.

Fourth, transformer-based unimodal and multimodal models were trained to pre-
dict both self-reported user emotions and perceived chatbot emotions. The re-
sults revealed a domain gap between human-human and human—chatbot emo-
tion recognition, largely due to reduced nonverbal expressivity and subjective
annotation variance. However, personalization strategies led to substantial im-
provements in classification accuracy.

Fifth, a new framework for personality-guided emotion modulation (P-GEM) was
developed. By warping the valence-arousal space according to a given personal-
ity profile using kernel density estimation, the framework ensures that emotional



transitions remain consistent with the chatbot’s personality. A tunable blending
parameter allows developers to balance emotional adherence and personality sta-
bility in a transparent, interpretable way.

Together, these contributions establish a comprehensive and extensible founda-
tion for designing affect-aware conversational agents that behave in emotion-
ally intelligent, personality-consistent, and user-aligned ways across diverse real-
world applications.
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Zusammenfassung

Konversationsagenten, die auf grossen Sprachmodellen (LLMs) basieren, sind zu-
nehmend in der Lage, kohdrente und kontextbezogene Antworten zu erzeugen.
Dennoch fehlt ihnen oft eine zentrale soziale Qualitit: emotional ausdrucksvolles
Verhalten und konsistente Personlichkeitseigenschaften, die fiir Vertrauen, En-
gagement und Glaubwiirdigkeit in langfristigen Mensch—KI-Interaktionen ent-
scheidend sind. Diese Dissertation adressiert diese Einschrankungen durch die
Einfithrung eines modularen und interpretierbaren Frameworks zur Modellie-
rung, Infusion, Erkennung und Modulation von Personlichkeit und Emotion in
Konversationsagenten.

Erstens wurde ein gross angelegter multimodaler Datensatz von Mensch—
Chatbot-Interaktionen im freien Feld erhoben, der iiber 350 Stunden Text-, Audio-
und Videodaten von 108 Teilnehmenden umfasst, die tiber drei Wochen hinweg
mit LLM-basierten Chatbots interagierten. Der Datensatz enthélt Selbstangaben
zu emotionalen Zustdnden, wahrgenommenen Chatbot-Emotionen sowie frei for-
mulierte Personlichkeitsbeschreibungen und bietet damit eine robuste Grundlage
fiir perzeptuelle Modellierung und affektive Inferenz.

Zweitens wurde ein neuartiges Personlichkeitsmodell fiir LLM-basierte Chatbots
aus den zuvor gesammelten nutzergenerierten Personlichkeitsbeschreibungen
und zusidtzlichen gross angelegten Umfragebewertungen abgeleitet. Eine ex-
plorative Faktorenanalyse ergab acht interpretierbare Dimensionen — teils im
Einklang mit dem Big-Five-Modell, teils spezifisch fiir die Mensch-Maschine-
Interaktion — und unterstreicht damit die Notwendigkeit chatbot-spezifischer
Personlichkeitsreprdsentationen.

Drittens wurde eine Echtzeittechnik zur Personlichkeitsinfusion eingefiihrt.
Diese Methode iiberschreibt Chatbot-Antworten dynamisch, um Ziel-
personlichkeitsprofile auszudriicken, ohne deren semantischen Gehalt zu
verdndern. Zwei Experimente zeigten, dass der Ansatz eine prézise und steuer-
bare Darstellung von Personlichkeit tiber verschiedene LLMs hinweg ermdglicht
und dabei die wahrgenommene Vertrauenswiirdigkeit sowie die Konversations-
kohédrenz verbessert.

Viertens wurden transformerbasierte unimodale und multimodale Model-
le trainiert, um sowohl selbstberichtete Nutzeremotionen als auch wahrge-
nommene Chatbot-Emotionen vorherzusagen. Die Ergebnisse offenbarten ei-
ne Doménenliicke zwischen der Emotionserkennung in Mensch-Mensch- und
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Mensch—Chatbot-Interaktionen, die grosstenteils auf reduzierte nonverbale Aus-
drucksstdarke und subjektive Annotationsunterschiede zuriickzufiihren ist. Per-
sonalisierungsstrategien fiihrten jedoch zu deutlichen Verbesserungen in der
Klassifikationsgenauigkeit.

Fiinftens wurde ein neues Framework zur personlichkeitsgesteuerten Emotions-
modulation (P-GEM) entwickelt. Durch eine Verzerrung des Valence-Arousal-
Raums entsprechend eines gegebenen Personlichkeitsprofils mittels Kerndich-
teschitzung stellt das Framework sicher, dass emotionale Ubergénge konsistent
mit der Personlichkeit des Chatbots bleiben. Ein einstellbarer Mischparameter
erlaubt es Entwicklern, das Verhiltnis zwischen emotionaler Anpassung und
Personlichkeitsstabilitat auf transparente und interpretierbare Weise auszubalan-
cieren.

Diese Beitrdge zusammen bilden eine umfassende und erweiterbare Grundlage
fiir das Design affektsensitiver Konversationsagenten, die sich emotional intelli-
gent, personlichkeitskonsistent und nutzerzentriert in einer Vielzahl realer An-
wendungskontexte verhalten.
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CHAPTER

Introduction

Conversational agents have undergone a rapid transformation in recent
years, evolving from deterministic, rule-based systems into large language
model (LLM)-driven architectures capable of producing contextually ap-
propriate and human-like responses [Brown et al., 2020; Susnjak, 2022;
Sanderson, 2023. These systems are now widely deployed in domains such
as education [Abdelghani et al., 2023], healthcare [Korngiebel and Mooney,
2021; Sallam, 2028 customer service [Gnewuch et al., 2017, and entertain-
ment [Ashby et al., 2023, where the quality of interaction plays a central role

in user satisfaction, trust, and task effectiveness [Smestad and Volden, 2019;
Kuhail et al., 2022].

As conversational agents become more linguistically competent, users in-
creasingly treat them not just as tools, but as social actors. Human inter-
action is inherently multimodal [Poria et al., 20194, affective [Izard, 2009,
and is shaped by both stable traits such as personality [Allport, 1927] and
dynamic states such as emotion [Russell, 198(. To be experienced as so-
cially intelligent, agents must not only infer and adapt to users' emotional
states[Oh et al., 2017; Fraser et al., 201]8 but also express a coherent per-
sonality [Shumanov and Johnson, 2021; Fernau et al., 2042even as emotion
evolves in response to context.

Despite their generative capabilities, LLMs offer little control over per-
sonality consistency or emotional expressivity [Ramirez et al., 2023; Gu
et al.,, 2023. Existing methods for inducing personality rely on ne-
tuning [Yang et al., 2018; Mo et al., 2018; Ait Baha et al., 2033—which limits
adaptability—or prompt engineering [Jiang et al., 2023; Han et al., 202
which can be fragile and linguistically sensitive [Webson and Pavlick, 2022;
Marvin et al., 2024]. Moreover, human-centric personality models like the
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Big Five [McCrae and John, 1992; Costa and McCrae, 1992may not re ect
how users perceive agent personality [Volkel et al., 2020; \olkel et al., 2027,
especially in LLM-powered interactions.

Similarly, existing emotion recognition systems are often trained on lab-

based or acted datasets[Busso et al., 2008; Poria et al., 2019a and focus
on categorical emotions labeled by external raters. However, real-world

chatbot interactions elicit subtle affective states, making generalization chal-
lenging [Maman et al., 2022; Komatani et al., 2023. Additionally, chatbot-

only modalities (e.qg., text) lack the full expressive range found in human—

human interaction, further increasing the domain gap [Clark et al., 2019;
Rapp et al., 2021.

This thesis addresses these limitations by developing a computational
framework for affect-aware, personality-consistent conversational agents.
The framework rests on the insight that personality and emotion are not
independent; instead, they jointly shape an agent's conversational behavior,
internal state, and perceived social presence. The goal is to build agents that
can (1) maintain a coherent personality over time, (2) recognize and respond
to user emotion using multimodal cues, and (3) express emotion in a way
consistent with their personality, supporting engagement, transparency, and
believability.

Our approach is grounded in a longitudinal dataset of real-world human—
chatbot interactions, collected in the wild from 108 participants over three
weeks. Based on this foundation, we rst derive a chatbot-speci ¢ personal-
ity model via psycholexical analysis. We then introduce a dynamic personal-
ity infusion method that rewrites responses in real time to re ect speci ¢ per-
sonality pro les. Next, we develop multimodal emotion recognition models
tailored to the human—chatbot setting to infer emotions in real time. Finally,
we present a personality-guided framework for emotion modulation based
on a warped affective topology that ensures personality-consistent chatbot
responses throughout conversations.

By jointly modeling both the perception and expression of affect, this work
bridges the gap between generative capability and social plausibility. The
broader objective is to enable conversational agents that not only function ef-
fectively, but behave in ways aligned with human expectations—especially
in emotionally sensitive applications such as education, mental health,
and companionship [Baidoo-Anu and Ansah, 2023; Liu and Sundar, 2018;
Chaves and Gerosa, 2020



1.1 Research Overview

Figure 1.1: Overview of the dissertation structure and research work ow. The gure il-
lustrates the ve work packages (WP0-WP4), beginning with a multimodal
human-chatbot interaction dataset (WPO0) that grounds both chatbot person-
ality modeling (WP1) and user emotion recognition (WP3). These analyt-
ical foundations feed into dynamic personality infusion (WP2) and culmi-
nate in a uni ed personality—emotion modulation framework for affect infu-
sion (WP4). Together, the work packages form an interpretable and modular
pipeline for building affect-aware conversational agents.

1.1 Research Overview

This dissertation is structured into four main work packages (WP1-WP4),
grounded in a foundational multimodal data collection (WPO) that pro-
vides the empirical backbone for both personality modeling (WP1) and emo-
tion recognition (WP3). The research proceeds from analysis to infusion to
modulation, culminating in a uni ed framework for dynamic, personality-
consistent emotional behavior (see Figure 1.1).

WPO: Multimodal Human-Chatbot Interaction Dataset. Given the
scarcity of real-world, multimodal data in human—chatbot interaction re-
search, we conducted a longitudinal data collection study with 108 par-
ticipants over three weeks. Participants conversed with a GPT-3-based
chatbot and provided self-reports on their own emotional states, perceived
chatbot emotions, and open-ended personality descriptors. The result-
ing dataset—comprising over 350 hours of synchronized text, speech, and
video—enabled grounded analyses of personality perception and affective
inference in naturalistic settings.
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WP1: Chatbot Personality Modeling. Leveraging the data from WPO, we
used a psycholexical methodology to derive a chatbot-speci ¢ personality
model through exploratory factor analysis [Kovacevic et al., 2024¢. The re-
sulting eight-dimensional trait space blends familiar human-aligned traits
with machine-speci ¢ phenomena. This nding challenges the direct ap-
plicability of human-centric models and underscores the need for agent-
speci ¢ personality representations.

WP2: Dynamic Personality Infusion. Based on the WP1 model, we
developed a dynamic personality infusion pipeline that rewrites LLM-
generated responses in real time to re ect a target personality prole [Ko-
vacevic et al., 20244. By decoupling personality expression from the gen-
erative model itself, the method enables controllable, consistent, and LLM-
agnostic personality shaping. Empirical evaluation, which consisted of an
interaction study and a large-scale user rating experiment, demonstrated
improved trust, conversational alignment, and perceived personality coher-
ence.

WP3: Multimodal Emotion Recognition. Using the WPO dataset, we
trained transformer-based unimodal and multimodal emotion recognition
models tailored to human—chatbot interaction [Kovacevic et al., 20244. Our
analysis revealed a marked domain gap compared to human—human set-
tings, with reduced facial expressivity and subtle affective cues, which neg-
atively impacts model performance. However, personalization techniques
led to substantial improvements in prediction accuracy (up to + 41% macro-
F), highlighting the importance of adaptation in this domain.

WP4: A Unied Personality-Emotion Framework. Finally, we intro-
duced the Personality-Guided Emotion Modulatior(P-GEM) framework,
which integrates personality and emotion into a joint topology over the
valence—arousal space[Kovacevic et al., 2029. Personality traits are pro-
jected into this space via a lexical mapping and kernel density estimation,
forming a gradient eld that guides emotion transitions. A blending pa-
rameter allows developers to tune the agent's behavior along a spectrum
between emotional adherence and personality coherence. The simulation
results show that P-GEM retains up to 77% of personality consistency oth-
erwise lost in sequential infusion methods, while still achieving expressive
and interpretable emotional behavior.

Together, these work packages form a comprehensive response to the core
challenges in affect-aware conversational Al. They offer a modular, inter-
pretable pathway from perception-aligned data collection to expressive,
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personality-consistent affect generation, enabling conversational agents that
better align with social expectations, emotional norms, and user preferences.

1.2 Principal Contributions

This thesis makes the following technical and empirical contributions:

Multimodal Dataset for Human—Chatbot Interaction. A large-
scale, longitudinal dataset of human—chatbot interactions, including

synchronized text, speech, and video data, along with self-reported
emotions, perceived chatbot emotions, and free-form personality de-
scriptors. This dataset provides a rare empirical foundation for affec-

tive modeling in conversational agents.

Chatbot Personality Modeling and Perception Analysis. A novel
personality model tailored to LLM-based agents, derived from hu-
man perceptions using factor analysis. The model captures both
human-aligned and chatbot-speci c traits, highlighting the diver-
gence between psychological theory and user perception in machine
interaction.

Dynamic Personality Infusion Pipeline. A rewriting-based person-
ality infusion method that enables real-time, LLM-agnostic control
of personality expression. Empirical results demonstrate high accu-
racy, controllability, and improvements in trust and user satisfaction
across models and scenarios.

Multimodal Emotion Recognition in Human—Chatbot Interaction.

A detailed evaluation of transformer-based unimodal and multi-

modal emotion recognition models, revealing the limitations of con-
ventional emotion recognition in conversation for chatbot-focused
settings and the bene ts of personalization for performance and user
alignment.

Uni ed Personality—Emotion Modulation Framework. The P-GEM
framework, which introduces a personality-driven topology over
the valence—arousal space to modulate emotion transitions in a con-
trolled and interpretable manner. This model bridges psychological
structure and affective generation, enabling agents to remain expres-
sive, yet consistent over time.
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1.3 Thesis Organization

This thesis is organized as follows.

Chapter 2 provides the theoretical background on personality and
emotion theories, as well as principles for modeling and assessing
these constructs in conversational agents.

Chapter 3 describes the data collection study, presenting the mul-
timodal human-chatbot interaction dataset gathered from over 100
participants, annotated with personality and emotion labels, and of-
fering both qualitative and quantitative insights into affective con-
versational behavior.

Chapter 4 introduces the novel chatbot personality model, derived
from user perceptions through a psycholexical approach and ex-
ploratory factor analysis, capturing chatbot-speci c personality di-
mensions.

Chapter 5 presents the dynamic personality infusion pipeline,
demonstrating how chatbot responses can be exibly adjusted to
express specied personality traits, validated through extensive
user studies.

Chapter 6 explores multimodal emotion recognition in human-

chatbot interaction, analyzing facial expressivity, emotion recogni-
tion performance, and the effects of personalization on model accu-
racy.

Chapter 7 integrates the previous ndings into a joint personality-
emotion framework that guides emotional expressivity while main-
taining consistent personality expression during conversational
transitions, validated through controlled simulations.

Chapter 8 concludes the thesis by re ecting on the overall research
trajectory, summarizing the contributions of each work package and
synthesizing their implications.
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1.4 Publications

In the context of this thesis, the following peer-reviewed publications have
been accepted. The contents of these publications form the basis for the cor-
responding thesis chapters as indicated below. Each publication was de-
veloped in close collaboration with co-authors; however, Nikola Kovacevic
was the lead author and contributed the majority of the conceptual work,
implementation, experimental design, and manuscript writing in all cases.

N. KOVACEVIC , C. HOLZ, M. GROSS, and R. WAMPFLER (2024).
The Personality Dimensions GPT-3 Expresses During Human-
Chatbot Interactions. Proceedings of the ACM on Interactive, Mobile,
Wearable and Ubiquitous Technologies, Volume 8, Issutrtcle No.:
61, pp. 1-36, presented at UbiComp/ISWC 2024, October 05-09,
Melbourne, Australia, DOI: https://doi.org/10.1145/3659626

This publication forms the basis for Chapter 4.

N. KOVACEVIC , T. BOSCHUNG, C. HOLZ, M. GROSS, and R.
WAMPFLER (2024). Chatbots With Attitude: Enhancing Chatbot In-
teractions Through Dynamic Personality Infusion. Proceedings of the
6th ACM Conference on Conversational User Interfaces (CUI'24), July 08—
10, Luxembourg, Luxembouydrticle No.: 23, pp. 1-11,

DOI: https://doi.org/10.1145/3640794.3665543

This publication forms the basis for Chapter 5.

N. KOVACEVIC , C. HOLZ, M. GROSS, and R. WAMPFLER (2024).

On Multimodal Emotion Recognition for Human-Chatbot Interac-

tion in the Wild. Proceedings of the 26th International Conference on
Multimodal Interaction (ICMI'24), November 04-08, San José, Costa,Rica
pp. 12-21, DOI:https://doi.org/10.1145/3678957.3685759

This publication forms the basis for Chapter 6.

N. KOVACEVIC , C. HOLZ, M. GROSS, and R. WAMPFLER (2025).

A Joint Personality-Emotion Framework for Personality-Consistent
Conversational Agents. Proceedings of the 25th International Conference
on Intelligent Virtual Agents (IVA'25), September 16—-19, Berlin, Germany
pp. 1-9, DOI: https://doi.org/10.1145/3717511.3747070

This publication forms the basis for Chapter 7.

This thesis includes the contents of all the above publications, as well as
additional implementation and evaluation details not present in the publi-
cations.
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CHAPTER

Related Work

This chapter presents foundational concepts and prior research that inform
multiple components of this thesis. While detailed literature reviews are
provided in the individual work packages, this chapter offers a uni ed back-
ground in affective computing, personality theory, and multimodal model-
ing. It also highlights critical challenges that arise when deploying large lan-
guage model (LLM)-based agents in real-world affective interactions. The
goal is to lay both conceptual and empirical groundwork for the models and
systems developed throughout this work.

2.1 Personality in Conversational Agents

A core theme of this thesis is the modeling and control of personality in

conversational agents. This section reviews foundational work on personal-
ity trait theory, discusses how users perceive personality in non-human sys-
tems, and outlines recent advances in modeling and engineering personality
traits in conversational agents, particularly those powered by large language
models.

2.1.1 Personality Trait Theory

Personality traits are stable, long-term tendencies that systematically shape
human behavior, preferences, and reactions across contexts[Allport, 1927;
Goldberg, 1992; Goldberg, 1993. These traits do not rigidly determine be-
havior but re ect probabilistic tendencies that in uence how people respond

to different situations.
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The most prominent model is the Five-Factor Model (FFM), also known as
the Big Five [McCrae and John, 1992; Costa and McCrae, 1992 which or-
ganizes human personality into ve traits: opennessconscientiousnes®x-
traversion agreeablenesand neuroticism Alternative models include HEX-
ACO [Ashton and Lee, 2007; Ashton and Lee, 2008, which adds honesty—
humility, and Eysenck's three-factor model [Eysenck, 1963. These models
were developed using the psycholexical approach [Goldberg, 1981], which
infers trait structure through factor analysis of adjective ratings.

These trait theories have proven useful in personalization [Benus et al.,
2019, recommender systems [Braunhofer et al., 2014; Recio-Garcia et al.,
2009; Ferwerda et al., 2017; Nunes and Hu, 201P and social computing.
However, their applicability to non-human agents has drawn increasing
scrutiny. Some researchers argue that projecting human personality traits
onto anthropomorphic or non-anthropomorphic systems may not account
for the unique behaviors and functions of these systems [Volkel et al., 202Q.

Human personality models like the Big Five are based on introspection and
social judgment in human interactions. When applied to arti cial agents,
they risk missing emergent, machine-speci c traits (e.g., serviceability. This
raises theoretical questions on whether existing models should be adapted,
or whether new taxonomies grounded in user perceptions of machines
should be constructed. This thesis adopts the latter view and introduces
perception-grounded trait modeling in Chapter 4.

2.1.2 Arti cial Personality and Perception
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Arti cial personality refers to the human tendency to attribute personality
traits to non-human systems [S. Endres, 1995, especially when those sys-
tems use natural language [Nass et al., 1994. Anthropomorphization is cen-
tral to this phenomenon [Frude, 1983, and has been extensively studied in
HCI and social robotics [Paiva et al., 2017.

Personality perception affects user acceptance, trust, and engagement|[Liu
and Sundar, 2018; Svikhnushina and Pu, 2021; Fernau et al., 2022 For ex-
ample, users prefer agents that exhibit empathy, politeness, or a matched
personality pro le [Shumanov and Johnson, 202]. Conversely, poorly de-
signed or overly judgmental agent personalities can reduce trust [Kocielnik
et al.,, 2014. These effects are especially salient in sensitive domains like
education [Fu et al., 2023, healthcare [Kocielnik et al., 2018], and decision
support [Hernandez et al., 2023.

Many commercial agents still rely on prede ned, static personalities [Lopa-
tovska, 202d, which can reinforce stereotypes or misalign with user expecta-
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tions [Pradhan and Lazar, 2021]. As a result, recent efforts focus on adaptive,
customizable agents|[Yorita et al., 2019.

While user attribution of personality to machines is well established, less is
known about how these perceptions shift with growing familiarity and the
increasing generative capacity of systems. Nass et al.[Nass et al., 1994 un-
derscore that even minimal linguistic or visual cues can invoke strong per-
sonality perceptions. With LLMs now capable of nuanced, uid language,
the scope of this anthropomorphization—and its potential for manipulation
or trust calibration—has expanded signi cantly.

2.1.3 Personality Modeling and Engineering

In conversational systems, personality modeling has drawn from human
trait theory, yet must be adapted to account for the unique semiotic signals
of arti cial dialogue. V olkel et al. [Volkel et al., 2020 showed that user-
perceived personality in voice assistants includes non-human traits (e.g., ar-
ti cial , serviceable suggesting a need for domain-speci ¢ taxonomies.

To operationalize such models, personality engineering techniques range
from rule-based generation [S. Endres, 1995 to ne-tuning and prompt-
based control [Ramirez et al., 2023; Jiang et al., 2023; Yang et al., 2018;
Mo et al., 2018; Ait Baha et al., 2023. These techniques enable stylistic
variation but often lack systematic trait de nitions and consistency over
time [Webson and Pavlick, 2022; Marvin et al., 2024.

This thesis responds by introducing a perception-aligned, eight-dimensional
personality model based on spontaneous user descriptors (Chapter 4).
Chapter 5 follows with a dynamic personality infusion pipeline that en-
ables consistent trait expression through GPT-based rewriting, decoupling
personality expression from the base LLM.

2.2 Emotion in Conversational Agents

This section introduces major theories of emotion representation, reviews
multimodal emotion recognition, and discusses strategies for generating
and modulating emotion in dialogue systems.

2.2.1 Emotion Representation and Taxonomies
Emotion representation is typically either categorical or dimensional. Cat-

egorical models de ne discrete classes (e.g., anger, disgust, joy, fear, sad-
ness, and surprise)[Ekman, 1992a; Ekman, 1992h while dimensional mod-

11
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els map affect along continuous scales of valence, arousal, and dominance
(VAD) [Russell and Mehrabian, 1977; Bradley and Lang, 1994.

Dimensional models offer more exibility for modeling affect dynamics.
VAD models are supported by physiological and psychological data and are
widely used in affective computing. Thereby, tools like the Self-Assessment
Manikin (SAM) [Bradley and Lang, 1994 are used to collect self-reported
VAD data through intuitive pictorial scales that minimize reliance on lan-
guage.

However, recent work challenges the suf ciency of low-dimensional repre-
sentations. Cowen and Keltner [Cowen and Keltner, 2017] argue that emo-
tion occupies a high-dimensional space of over 27 fuzzy categories with
continuous gradients. Their ndings emphasize the need for more nuanced
emotion representations, particularly for self-report data, as used in this the-
sis. While VAD is practical, it may obscure ne-grained distinctions relevant
in social interaction. For agents in high-stakes settings (e.g., therapy, tutor-
ing), richer models may yield more appropriate responses.

2.2.2 Emotion Recognition and Datasets

12

Emotion recognition (ER) spans multiple modalities. Text-based ER lever-
ages semantic and stylistic features|Aman and Szpakowicz, 2007; Strappar-
ava and Mihalcea, 2010; Li et al., 2020, audio-based ER uses vocal properties
such as pitch and intensity [Swain et al., 2018, and visual ER captures facial
expressions via deep convolutional neural networks (CNNs) [Ko, 201§.

Conversational ER models typically operate over utterance sequences, mod-
eling context and inter-speaker dependencies [Ghosal et al., 2019; Majumder
etal., 2019; Wang et al., 202B Widely used datasets include DailyDialog [Li

etal., 2011, MELD [Poria et al., 20194, and IEMOCAP [Busso et al., 2008.

However, most datasets rely on acted or lab-collected data with third-party
labels [Buechel and Hahn, 2017. These lack ecological validity [Maman et
al., 2024, especially for human—chatbot interaction, where facial expressiv-
ity is reduced and emotion is subtle [Clark et al., 2019; Rapp et al., 2021
Chapter 3 addresses this by collecting in-the-wild multimodal data with self-
reports and perceived emotion labels.

ER research is increasingly grappling with the disconnect between third-

party and self-reported emotion labels. This tension mirrors longstand-

ing debates in emotion theory between expressive behavior and felt expe-
rience [Scherer, 2005. By collecting self-reports and perceptions, this thesis
helps triangulate between internal states and external cues.
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2.3 Emotion Modeling and Modulation Strategies

Beyond recognition, agents must also expresemotion. Early systems used
rule-based emotion mapping [Cassell, 2000 or cognitive appraisal frame-

works [Scherer, 1999; Marsella and Gratch, 2014 Reinforcement learn-
ing has also been applied to emotion—policy alignment [Dang et al., 2011;
Casas et al., 202}

More recent approaches use stylistic rewriting, template blending, or re-
sponse ranking [Fraser et al., 2018; Richards et al., 2018; Irfan et al., 2020
While effective for surface expression, they struggle with consistency over
time or across contexts. Some systems couple personality and emotion,
e.g., using traits to modulate appraisals [Shvo et al., 2019. However, most
use human-centered trait models and do not adapt to machine-specic
traits [Wen et al., 2024.

This thesis proposes the P-GEM framework (Chapter 7), which projects per-
sonality traits into the valence—arousal space using kernel density estima-
tion. This yields a topological modulation of emotion updates, preserving
personality consistency while allowing expressive exibility.

Notably, early work in robotics and animation explored emotion decay and
blending using affective energy landscapes [Velasquez, 1998, while Smith
and Lazarus [Smith and Kirby, 2009] proposed structured models of affec-
tive change over time. P-GEM draws inspiration from these approaches but
implements them in a scalable, interpretable manner that integrates directly
with LLM-based systems.

2.4 Challenges for LLM-Based Agents

LLMs such as GPT-3 [Brown et al., 2020/, ChatGPT [Susnjak, 2022, and
GPT-4[Sanderson, 2023 display emergent behaviors, but lack controllabil-
ity. Prompt-based personality induction [Jiang et al., 2022; Jiang et al., 2023;
Ramirez et al., 2023 enables stylistic variation but suffers from fragility and
prompt sensitivity [Webson and Pavlick, 2022; Tamkin et al., 202]. Sim-
ilarly, emotion in LLMs is often unstable or shallow [Casas et al., 202L
Without internal state tracking or emotion memory, expression lacks co-
herence [Shvo et al., 2019; Liu et al., 2024 Erratic emotional behavior
has been shown to reduce trust and credibility [Hortensius et al., 2018;
Ball and Breese, 2000, especially in sensitive domains like education and
mental health [Kasneci et al., 2023; Korngiebel and Mooney, 2021; Baidoo-
Anu and Ansah, 2023]. Moreover, personality and emotion are typically
modeled separately [Egges et al., 2004, or joined via heuristics [Ritschel,

13
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2019. Few approaches support interpretable, gradient-based integration
aligned with user perceptions [Wen et al., 2024.

To address these limitations, this thesis proposes modular pipelines for
dynamic personality infusion (Chapter 5) and personality-guided emotion
modulation (Chapter 7), enabling affect control without modifying the base
LLM.

2.5 Summary

14

This chapter reviewed foundational concepts in personality and emotion
modeling, examined their application to conversational agents, and high-
lighted gaps in the current literature. It also critiqued the limitations of
LLMs in affect control, drawing from psychology and affective comput-
ing. The following chapters develop an integrated framework for build-
ing affect-aware, personality-consistent agents across perception, expres-
sion, and modulation layers.



CHAPTER

Data Collection Study

In Human—Computer Interaction (HCI), empirical data is essential not only
to understand how users interact with digital systems but also to design
systems that better align with human needs, behaviors, and expectations.
However, in emerging areas such as affective computing and conversa-
tional agents, existing datasets often lack the contextual richness, multi-
modal grounding, and emotional speci city needed for targeted investiga-
tions. To address these gaps, this thesis introduces a custom data collection
study, speci cally designed to generate high-quality empirical evidence sup-
porting the subsequent work packages.

Speci cally, we designed an interaction experiment to collect multimodal
human—chatbot conversation data in the wild. In our experiment, partici-
pants were asked to hold open-ended chitchat conversations with different
chatbot personas through speech, across different environments (at home,
at work, outside), and to provide live feedback on the conversations in
the form of self-reports. Simultaneously, their interaction data (audio in-
put, transcribed text, and webcam feed) was logged on a secure data collec-
tion server. The experiment took place from 7 October 2022 to 6 November
2022 and was approved by the ETH Zurich Ethics Commission (Application
2022—-N-65). In the following, the data collection procedure, participant re-
cruitment and onboarding, and relevant user study design choices as well
as data validation steps are explained in more detail.

15
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3.1 Participants

We recruited 140 participants (70 female, 70 male) through the University
Registration Center for Study Participants * of the University of Zurich. Of
these, 32 patrticipants did not produce any data, either because they ended
their participation before the of cial start or because they did not engage in
the experiment at all despite being registered. Furthermore, 22 participants
produced incomplete data, either because they ended their participation
during the experiment for personal reasons or failed to meet the compen-
sation requirements outlined in Section 3.2. The remaining 86 participants
(42 female, 44 male) completed the experiment in full and were compensated
for their participation.

The participants ranged in age from 18 to 41 years (mean = 25.4, SD = 3.9).
The majority were students at the bachelor's (21 participants) and master's
(42 participants) level from ETH Zurich and the University of Zurich. In an
onboarding questionnaire (see Appendix A for the full questionnaire), 87%
of the participants reported an English pro ciency level of C1 2 or higher,
and 58% indicated prior experience with chatbots. Participants started on
different dates to distribute participation over time and were required to
actively engage with the chatbots on at least ten different days over the three-
week period. On average, they engaged for 11 days (SD = 2).

3.2 Compensation

To incentivize sustained engagement, we designed a compensation scheme
combining base rewards with gami ed lottery incentives, similar to previ-
ous studies [Wamp er et al., 2022; Stieger et al., 2018. Two base compen-
sation levels were offered depending on reporting frequency: CHF 60 for
submitting an average of two self-reports per day (42 total), and CHF 110
for four per day (84 total) over the three-week period.

To further boost engagement, participants could earn tickets for a lottery
draw with a CHF 1,000 prize. Lottery tickets were awarded through a badge
system that recognized cumulative reporting effort: bronze (30 self-reports
= 1 ticket), silver (80 = 5 tickets), gold (150 = 10 tickets), and platinum (250
= 20 tickets). The more self-reports participants submitted, the higher their
badge level, and the greater their chances of winning. The lottery winner
was selected at the end of the study.

Lhttps://www.uast.uzh.ch/index , accessed 05.05.2025

2According to the Common European Framework of Reference for Languages (CEFR), C1 in-
dicates advanced pro ciency, allowing effective, uent, and spontaneous communication in
complex contexts.
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(a) Participant dashboard displaying real-time self-report statistics, participation progress, and
leaderboard ranking to incentivize continued engagement.

(b) Chat interface for engaging in voice-based conversations with chatbot personas, with responses
generated using structured prompt elements (see Table 3.1).

Figure 3.1: Screenshots from the data collection study illustrating (a) the participant
dashboard, which provided real-time feedback on participation progress and
self-report statistics, and (b) the chat interface, where participants engaged
in voice-based conversations with different chatbot personas.
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Table 3.1: Prompt elements and an example for using GPT-3 as a chatbot. The same
prompt structure is reused for each user utterance, with the oldest message
removed from the context window and the latest turn appended.

Prompt Element Example

(1) Chatbot persona You are Albert, a physicist from Germany who lives in the
USA. In your free time, you play the violin and go sailing.

(2) Task formulation Append one message to the following conversation as if
you were feeling angry and disgusted

Albert: It's one of these days again.

User: What do you mean?

Albert:  You know, when just everything goes wrong!
(3) Context window User: Oh, no! What happened?

Albert:  Nothing speci ¢, it's just one of those days where I'm
fed up with the way things are. | can't stand it any-
more!

3.3 Apparatus

Participants accessed the data collection system through a dedicated web
platform, developed to securely collect multimodal conversation data. To
ensure privacy and avoid malicious access, participants accessed the plat-
form using anonymized login credentials. User names were randomly as-
signed animal names.

The platform was implemented using Google's Flutter framework and con-
sisted of a dashboard displaying participation statistics (mean and total
number of self-reports, number of days active, number of days left, current
compensation level, and leaderboard; see Figure 3.1a) and a chat page for
engaging in conversations with the chatbots (see Figure 3.1b). The back-end
server, implemented using Node.js and hosted on university infrastructure,
handled database access, user state management, webcam input validation
and storage, as well as API queries to the large language model (OpenAl's
Python API) and Google Speech-to-Text (Google Cloud API) for voice tran-
scriptions. All server communications were secured via HTTPS.
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3.3.1 Large Language Model

We employed GPT-3 (text-davinci-002 as the underlying language model to
generate chatbot responses because it was the most capable model publicly
accessible via the OpenAl API at the time of data collection (October 2022).

Since GPT-3 is a generic text completion model lacking explicit instruction
ne-tuning or native conversational capabilities, we used prompt engineer-
ing to simulate natural, context-aware dialogue behavior. Each prompt com-
prised three components:

1. A brief persona description specifying the chatbot's background
and interests.

2. A task instruction detailing the emotional tone the chatbot should
convey.

3. A dynamic context window consisting of the previous ve conver-
sational turns (i.e., ten messages in total) tagged by speaker.

An example of this structured prompting approach is shown in Table 3.1.

Model parameters were selected based on a pilot study with 17 participants,
using the following settings: sampling temperature = 0.8, presence penalty =
2.0, and frequency penalty = 2.0. These parameters were chosen to promote
creative yet coherent responses without excessive repetition.

To further improve output quality, we implemented light post-processing:

Removal of redundant speaker tags occasionally inserted by the
model.

Filtering out multi-message generations, retaining only the intended
single-turn response.

Trimming incomplete sentences when outputs exceeded the API to-
ken limit.

These corrections ensured that participants consistently experienced con-
cise, coherent chatbot replies during their interactions.

3.3.2 Prompt Variations and Personas

To increase engagement and minimize conversational bias, we varied the
chatbot persona information embedded in the prompt by introducing three

distinct personas: Albert, Sarah, and Vincent. The personas differed
in name, gender (male, female, male), occupation (physicist, tour guide,
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Table 3.2: Overview of the three chatbot personas (Albert, Sarah, and Vincent) used in

the study, including visual representations, occupations, hobbies, and places

of origin.

Attribute Albert Sarah Vincent

Visual
Representation

Name Albert Sarah Vincent
Gender Male Female Male
Occupation Physicist Tour Guide Teacher
Hobbies Sailing, Music ~ Water Sports  Art, History
Origin Germany/USA Bahamas Scotland

teacher), hobbies (sailing and music, water sports, art and history), and geo-
graphic background (Germany/USA, Bahamas, Scotland). A static visual
representation of the assigned chatbot persona was shown alongside the
conversation interface (see Table 3.2 and Figure 3.1b).

In addition, to encourage more emotionally diverse interactions, the task
formulation was supplemented with a randomly assigned emotional state
based on Ekman's six basic emotions[Ekman, 1992a; Ekman, 1992h anger,
disgust, fear, joy, sadness, and surprise. This measure aimed to avoid an
overrepresentation of positive emotional contexts. While it would also be
feasible to manipulate the chatbot's personality directly, we intentionally re-
frained from doing so to preserve the language model's inherent behavioral
tendencies.

3.3.3 Audio Input
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To facilitate faster and more natural interactions, participants engaged with
the chatbot exclusively via spoken input. Typing was disabled. Speech
recordings were transcribed using Google's speech-to-text service, with par-
ticipants given the opportunity to review and edit their transcriptions before
submission.

To prevent misuse and excessively long inputs, each audio recording was
capped at 15 seconds. Participants could, however, re-record their mes-
sage as many times as needed before submitting. A mandatory microphone
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quality check was conducted prior to participation, where users read a pre-
de ned sentence aloud and the system validated correct transcription. All
conversations were conducted in English to ensure cross-participant compa-
rability.

3.3.4 Video Input

Webcam data was continuously recorded during participant interactions to
capture facial expressions as an additional modality. To ensure data quality,
a face detection model (SSD MobileNet V1 from face-api.js ) checked for
face visibility every two seconds. If the participant's face was not detected in
three consecutive frames, the system paused the conversation and prompted
the participant to reposition themselves. The conversation resumed auto-
matically once face visibility was restored.

Participants could disable video recording at any point, although doing so

also paused the ongoing conversation. An automated webcam functionality
check was also conducted prior to participation, requiring successful face
detection to proceed.

3.4 Procedure

With the technical setup in place, we next describe the detailed interaction
procedure, participant onboarding, and quality assurance measures applied
throughout the study.

At rst login, participants provided informed consent for the collection of
conversation data, including chat messages, audio input, webcam video,
and interaction metadata. Participants then completed a brief pre-study
guestionnaire assessing prior chatbot experience (see Appendix A). Be-
fore beginning interactions, participants completed an interactive tutorial
demonstrating how to engage with the chatbots, submit self-reports, and
resolve common technical issues. During this tutorial, microphone and we-
bcam permissions were veri ed.

Upon completing the tutorial, participants were free to initiate conversations

at any time. Before each conversation, they selected one of the three chatbot
personas, with the constraint that the same persona could not be chosen
consecutively. To prevent excessive session lengths and encourage regular
engagement, a daily cap of ten conversations per participant was enforced,
and conversations ended automatically after either 50 conversational turns,
two minutes of inactivity, or manual termination.
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Participants could withdraw from the study at any time through the dash-
board interface. Otherwise, their participation concluded automatically af-
ter three weeks. Following termination, participants completed a mandatory
demographic and feedback questionnaire (see Appendix A) as a condition
for receiving compensation.

3.4.1 Conversation Starters

To mitigate the paradox of choice [Schwartz, 2019—the phenomenon where
too many options inhibit action—each conversation began with one of four
randomly assigned start conditions:

1. The chatbot suggested a random topic from a prede ned list of top-
ics[Dinan et al., 201§.

2. The chatbot asked the participant to propose a topic, using a generic
opener (e.g., "Hi there! What do you want to talk about?”).

3. A random emotionally loaded sentence from the DailyDialog
dataset [Li et al., 2017] was used to initiate the conversation (e.g.,
"I'm so angry at my roommate!”).

4. A DailyDialog sentence matchingthe chatbot's prompted emotional
state was used to initiate the conversation.

3.4.2 Self-Reports

Every 90 seconds during an ongoing conversation, participants were
prompted to complete a self-report, indicated by a blinking yellow star
on the chat bar (see Figure 3.1b). In the self-reports, participants rst de-
scribed the chatbot using three free-text adjectives, then rated both their
own emotional state and their perception of the chatbot's emotional state.

Emotional ratings were captured using the Self-Assessment Manikin
(SAM) [Bradley and Lang, 1994] across valence, arousal, and dominance
dimensions on a 9-point Likert scale. Additionally, participants could mark

a self-report as "emotionally neutral”, which is used for user-speci ¢ nor-
malization in subsequent chapters (see Section 6.3.1). Self-reports could be
postponed once by up to 30 seconds, after which the interface automatically
opened. Interpretation of the SAM dimensions was standardized using vali-
dated example ratings, which were calibrated in a pilot study and presented
during the onboarding tutorial described in Section 3.4.
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3.5 Data Validation

After data collection, we conducted a series of validation steps to ensure
data quality, participant engagement, and the usability of the dataset for
subsequent analyses. This section summarizes key validation ndings based
on conversation characteristics, user activity patterns, and post-study feed-
back. Additional task-specic validation procedures are presented in the
corresponding chapters where the data are used in more detail (see Chap-
ters 4 and 6).

Note on Data Reporting.  Minor discrepancies between the statistics re-
ported here and those presented in related publications (i.e., [Kovacevic et
al., 20244 and [Kovacevic et al., 2024¢) stem from differences in whether
statistics were computed before or after data cleaning (e.g., removal of in-
complete sessions or suspicious self-reports). These differences do not affect
the validity of the ndings.

3.5.1 Conversation Statistics

A total of 2,734 conversations and 9,292 self-reports were collected from 108
participants (86 complete, 22 incomplete, see Section 3.1). Conversations
lasted on average 12.7 minutes including self-reports (SD = 10.2 minutes),
with participants producing an average of 8.7 conversational turns per con-
versation (SD = 5.5 turns). The average message length was 16.3 words (SD
= 9.5 words) for the chatbot and 8.8 words (SD = 6.3 words) for the partici-
pants.

Despite regular self-report interruptions, post-study feedback indicated that
80% of participants perceived these interruptions as having little or no neg-
ative impact on conversational ow. The average chatbot response time was
5.2 seconds (SD = 3.2 seconds), while the average participant response time
was 19.3 seconds (SD = 15.6 seconds), consistent with naturalistic speech
interaction patterns.

Participants engaged with all three chatbot personas in a balanced manner:
Albert (35.7%), Sarah (36.9%), and Vincent (27.4%). Furthermore, 73% of
participants reported feeling very comfortable during the interactions, 25%
reported medium comfort, and only 2% reported little or no comfort.
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3.5.2 Activity Patterns

Participant activity was distributed consistently over the course of the study.
Figure 3.2 visualizes the average distribution of messaging activity by hour
of the day and by weekday.

Participants' activity was primarily concentrated between 8 a.m. and mid-
night, with noticeable peaks around midday and after 6 p.m., corresponding
to typical student free time (see Figure 3.2a). Engagement was evenly spread
across weekdays (see Figure 3.2b), likely re ecting participants' exible aca-
demic schedules rather than strict work-week routines.

(a) Mean activity distribution by the hour of the day.

(b) Mean activity distribution by the day of the week.

Figure 3.2: Participant activity distributions visualized through (a) mean message ac-
tivity by hour of the day and (b) mean message activity by day of the week.
These patterns align with typical student behavior and support the plausi-
bility of naturalistic interaction engagement.
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To complement these averages, Figure 3.3 presents heatmaps of participant
engagement across time-of-day and weekday dimensions. Although peaks
around midday and evening are visible in the mean data, individual-level
variability is high, consistent with heterogeneous student schedules.

Overall, the observed engagement patterns and conversation metrics align
with expectations for a university student population and con rm the au-
thenticity and usability of the collected dataset. Together, these validation
steps support the conclusion that the collected conversations were natural-
istic, sustained, and user-friendly, providing a solid empirical foundation for
the analyses in subsequent chapters.

(a) Heat map showing participant engagement by hour of the day.

(b) Heat map showing participant engagement by day of the week.

Figure 3.3: Heat maps illustrating participant messaging activity across (a) hours of the
day and (b) days of the week. Darker colors correspond to higher relative ac-
tivity levels. Patterns re ect expected variability among university students
and indicate the absence of automation or unnatural usage.
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CHAPTER

Chatbot Personality Model

Based on the data set and study design introduced in Chapter 3, this chap-
ter presents Work Package 1 (see Section 1.2), which investigates how users
perceive the personality of GPT-3-based chatbots in open-domain real-world
interactions®. Speci cally, we examine the structure and interpretation of
chatbot personality from the user's perspective and derive a new personal-
ity representation grounded in human judgments.

4.1 Introduction

The recent emergence of large language models (LLMs) such as GPT-
3 [Brown et al., 2020 and its successors, the ChatGPT serie§Susnjak, 2022;
Sanderson, 2023, has revolutionized natural language processing. Their
ability to produce human-like text opens new use cases in gaming [Ashby
et al., 2023; Inworld Al, 2023], education [Abdelghani et al., 2023], health-
care [Korngiebel and Mooney, 2021], and social interaction [Yang et al.,
2022; Shakeri et al., 202}l These systems increase believability[McRorie
et al., 2009; Warpefelt and Verhagen, 201}, immersiveness [Johansson
et al., 2014, and personalization [Kuhail et al., 2022], but their integra-
tion into high-stakes domains demands caution due to risks related to in-
consistency, unpredictability, and user manipulation [Kasneci et al., 2023;
Dechant et al., 2022; Mori and Miyake, 2022; Baidoo-Anu and Ansah, 2023;
Sallam, 2023.

A key factor in human—chatbot interaction is personality—de ned as a sta-
ble con guration of traits that govern behavior across contexts [Allport,

1This chapter is based on the following publication: [Kovacevic et al., 20244¢.
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Figure 4.1: Overview of the chatbot personality modeling procedure. (1) In the rst
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phase, 86 participants interacted with different GPT-3-based chatbots over
three weeks, periodically describing the chatbot's personality using three free-
text adjectives (see Chapter 3). (2) The collected adjectives were cleaned,
normalized, and clustered, resulting in a nal set of 147 descriptors suit-
able for structured analysis. (3) In a second experiment, 451 new patrtici-
pants rated a subset of chatbot conversations using these descriptors. The
resulting ratings were factor-analyzed to derive a multi-granular personal-

ity space re ecting users' perceptions of the personality exhibited by GPT-3-

based agents.

1927. For chatbots, personality in uences trust [Shumanov and Johnson,
2021], engagement[Smestad and Volden, 2019, empathy [Liu and Sundar,

2019, and acceptance[Svikhnushina and Pu, 2021; Fernau et al., 2022 As
users increasingly anthropomorphize conversational agents [Garg and Sen-
gupta, 2020; Luger and Sellen, 2018, personality becomes a social affordance
that must be designed carefully.

Given this anthropomorphism, it is tempting to adopt personality mod-
els directly from human psychology, most notably the Five-Factor Model
(FFM) [McCrae and John, 1992; Costa and McCrae, 1992 While this ap-
proach is intuitively plausible, recent research suggests it may be inade-
quate for arti cial agents. V Olkel et al. [Volkel et al., 2020 found that users
describe voice assistants using distinct dimensions such asserviceability ar-
ti ciality , and dysfunctionality, which are not captured by the FFM. These
ndings motivate a re-evaluation of personality modeling for modern LLM-
based agents, whose interaction style and generative architecture differ sig-
ni cantly from scripted assistants.

In this chapter, we present a systematic investigation into the personality
structure of GPT-3-based chatbots as perceived by users during free-form
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conversation. Using a two-stage psycholexical methodology, we rst derive
an empirical set of personality descriptors from the self-reports collected in
Chapter 3. In a second phase, we conduct a large-scale rating study with
425 participants, who evaluate chatbot personality based on the collected
human—chatbot conversations. Applying exploratory factor analysis, we ex-
tract a new, eight-dimensional model of perceived agent personality, includ-
ing dimensions such as instability and subserviencerigure 4.1 visualizes this
analytical pipeline and highlights the ow from raw descriptors to the nal
trait model.

Our results show that while certain human-aligned traits (e.g., agreeable-
ness, conscientiousness, and neuroticism) are retained to some extent, sev-
eral additional factors emerge that re ect the arti cial, reactive, and service-
oriented nature of chatbot behavior. These ndings align with and extend
previous results [Volkel et al., 2020; \olkel et al., 2022, revealing the need
for agent-speci c personality representations.

Contributions

This chapter contributes the following:

We extract a novel set of personality descriptors used to characterize
chatbot personality in LLM-based human—chatbot conversations.

We show that the perceived personality of GPT-based chatbots
deviates from traditional human personality models, highlighting
chatbot-speci ¢ dimensions.

We derive a new eight-dimensional personality model grounded in
user perception and validate its structure through factor analysis.

This personality model provides a structured foundation for the remaining
chapters: Chapter 5 demonstrates how to dynamically infuse these traits
into chatbot responses, and Chapter 7 integrates them into a uni ed frame-
work for affect-aware behavior.

4.2 Related Work

The general concepts of personality theory, arti cial personality, and per-
sonality engineering are discussed in Chapter 2. In this section, we focus
on prior work that speci cally relates to the modeling of personality in con-
versational agents and the methodological foundations underlying our ap-
proach.
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4.2.1 Psycholexical Personality Modeling

The psycholexical approach is a well-established method for identifying la-
tent personality structures based on adjective descriptors [Goldberg, 1981;
Goldberg, 1992; Goldberg, 1993. It has been used extensively in human per-
sonality research to derive models such as the Five Factor Model [McCrae
and John, 1992; Costa and McCrae, 1992and its variants [Ashton and Lee,
2007; Ashton and Lee, 2008, based on ratings of oneself, peers, or public
gures.

While most applications of this approach target human behavior, its adap-
tation to arti cial agents is gaining traction. V 6lkel et al. [Volkel et al., 2020
applied the psycholexical method to speech-based conversational agents,
deriving a ten-factor model that included uniquely non-human dimensions
such asdysfunctionaland arti cial . This highlights structural differences be-
tween human and agent personality constructs and the need for tailored
models in HCI contexts.

In contrast to prior work that relied on aggregated impressions of known
systems (e.g., Siri, Alexa), our method presented in this chapter uses spon-
taneous descriptors generated from free-form interactions with a common
LLM backbone. This enables a data-driven, perception-aligned modeling
approach that avoids system-speci ¢ biases and captures how users perceive
personality in behaviorally neutral agents.

4.2.2 Perception of Personality in Conversational Agents
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There is growing evidence that users attribute personality traits to chat-
bots and virtual agents [Lopatovska, 2020; Van Pinxteren et al., 2020;
Pradhan and Lazar, 2021, and that these traits can in uence trust [Benus
etal., 2018, acceptance]Svikhnushina and Pu, 2021], and engagement[Shu-
manov and Johnson, 2021; Fernau et al., 2022 However, user perceptions
vary depending on context [Hernandez et al., 2023, prompting a shift from
static, prede ned pro les to personalized or user-adaptive agent personali-
ties [Yorita et al., 2019 .

While visual and vocal cues can shape personality impressions [McRorie et
al., 2012; Aylett et al., 2020; Andrist et al., 20159, written language remains
a central modality, especially for text-based agents. However, transferring
linguistic personality cues from human models to agents has proven prob-
lematic due to differences in how personality is perceived in arti cial enti-
ties [Volkel et al., 2022.

In this chapter, we address this challenge by building a dedicated agent per-
sonality space from human perception data, bypassing assumptions rooted
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in human—-human communication and providing a foundation for control-
lable and context-sensitive personality expression.

4.2.3 Comparison with Existing Agent Models

Several studies have attempted to map agent personalities using adaptations
of human trait inventories or post hoc interpretation of system behavior. For
example, Miotto et al. [Miotto et al., 2022] evaluated the personality of GPT-
3 by having it respond to standard questionnaires. Furthermore, Jiang et
al. [Jiang et al., 2023 used prompt engineering to create synthetic person-
alities and evaluated the alignment between prompts and generated trait
pro les.

While these approaches offer useful insights, they often rely on the assump-
tion that LLMs express consistent personalities across turns and tasks, which
does not always hold. More importantly, they do not incorporate user
perception—a critical factor in designing believable and user-aligned agent
behavior.

This chapter builds on and extends these efforts by placing human per-
ception at the center of trait de nition. By grounding the model in user-
generated descriptors and validating the factor structure empirically, our
model offers a structured, modular foundation for downstream personal-
ization and expressive control.

4.3 Personality Descriptors

To enable a psycholexical analysis of chatbot personality grounded in users'
natural language, we extracted a pool of personality descriptors from the
self-reports submitted by the 86 participants who completed the full three-
week data collection study described in Chapter 3. At regular intervals dur-
ing their conversations with the chatbot, participants described the agent
using three free-text adjectives, resulting in 9,267 self-reports. This rich and
diverse set of impressions forms the foundation for constructing a person-
ality representation based on users' spontaneous perceptions of the agent's
behavior.

4.3.1 Descriptor Cleaning
From the 9,267 self-reports, we extracted a total of 2,999 unique terms. All

terms were trimmed and lowercased to ensure input standardization. We
then applied a series of normalization steps to reduce redundancy and noise:
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Multi-word expressions were collapsed into single-word forms by removing

modi ers related to intensity or frequency (e.g., "a little”, "sometimes”, "al-
most always”, "relatively”, "partially”). Additionally, full phrases or frag-
mented expressions were reduced to their core descriptor (e.g., "the chatbot
is polite” became "polite”, and "simple minded” was converted to "simple-
minded”). These preprocessing steps produced a standardized descriptor

set suitable for clustering and factor analysis.

Using Merriam-Webster's Collegiate * Dictionary and Thesaurus API, we
corrected the spelling of all terms and removed entries that could not be val-
idated against the dictionary. In addition, 104 foreign-language words were
manually translated into English using reputable online dictionaries. To re-
duce redundancy in the descriptor set, we removed adjectives containing
common negation pre xes (e.g., "im-", "il-”, ”in-", ”ir-", "un-"), as these typ-
ically introduce symmetrical opposites (e.g., "irrational” versus "rational”),
which can redundantly occupy opposite ends of the same latent dimension
and in ate dimensionality without semantic gain. After these cleaning steps,
the remaining set comprised 1,163 correctly spelled, single-word adjectives.
Table 4.1 lists the ten most frequently used descriptors along with their oc-
currence counts. A more extensive list of the top 100 adjectives is provided
in Appendix C.

Table 4.1: Top 10 most frequent adjectives describing the chatbot after post-processing
the participants' self-reports. See Appendix C for the top 100 adjectives.

Term \ Occurrence\ Percentage
polite 1,377 6.98%
talkative 1,341 6.80%
friendly 1,281 6.49%
kind 1,264 6.41%
curious 698 3.54%
repetitive 652 3.31%
smart 591 3.00%
calm 540 2.74%
interested 517 2.62%
social 476 2.41%
Sum | 8737 | 443%

Next, we ltered the list to retain only personality-relevant terms. To this
end, we compared our cleaned adjective set against lexical inventories and
descriptor lists from prior work on personality structure  [Vélkel et al., 2020;
Cattell, 1947; Norman, 1963; Goldberg, 1990; Condon et al., 2022 and
excluded non-personality descriptors (e.g., "well-traveled”, "male”, "reli-
gious”) that were either context-dependent or semantically unrelated to per-

sonality judgments.
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4.3.2 Synonym-based Clustering

While these cleaning steps produced a standardized set of adjectives, sub-
stantial synonymy remained. To further consolidate the descriptor space, we
clustered semantically similar terms into uni ed categories using a greedy
algorithm. Starting with an empty set of clusters, we iterated over all adjec-
tives a2 A inorder of descending frequency (outer loop). For each adjective,
we checked whether it was synonymous with every adjective in an existing
cluster c (inner loop). If this condition was met, awas added to cluster c,
and the algorithm proceeded to the next adjective. If acould not be added
to any existing cluster, a new cluster containing only a was created. This
approach guarantees that each adjective appears in exactly one cluster and
that all members of a cluster are pairwise synonymous, ensuring semantic
coherence within clusters.

To remove low-frequency clusters that may re ect idiosyncratic word
choices, we discarded clusters with a total frequency below a threshold t,
where t = 10 was selected based on the elbow criterion (see Figure 4.2). In
total, 240 clusters were excluded, accounting for only 2.8% of the total adjec-
tive usage. The nal set consisted of 147 high-coverage synonym clusters,
each represented by the most frequently occurring adjective in the cluster.
This set of cluster heads forms the nal list of descriptors, which is used as
a basis for the subsequent rating and factor analysis stages. The full lexical
inventory of adjectives is provided in Appendix C.

Figure 4.2: Remaining number of synonym clusters after applying a frequency threshold

t on the summed adjective occurrences per cluster. A cutofFatlio was
selected based on the elbow criterion (red dashed line) to balance coverage
and noise reduction.
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4.3.3 Chatbot Personas and Bias Validation

Before using the consolidated descriptor set for further modeling, we ver-
i ed that no systematic biases were introduced by the persona framing of
the chatbot. Although the three chatbot personas (Albert, Sarah and Vin-
cen) were visually and stylistically distinct, all were powered by the same
underlying GPT-3 model and responded based on identical capabilities (see
Section 3.3.2).

An analysis of the 9,267 collected self-reports revealed that the unique ad-
jectives used to describe the chatbot overlapped by 95.1% betweenAlbert
and Sarah 93.4% betweenAlbert and Vincent, and 93.7% betweenSarahand
Vincent (prior to thresholding). This strong overlap suggests that, despite

differences in appearance and naming, participants consistently used sim-
ilar adjectives to describe the chatbots across all personas. After applying
the frequency threshold, all retained descriptors appeared for all personas,

con rming that the nal set was not biased by chatbot framing.

In summary, we nd no evidence that either the visual identity of the chatbot
or the prompting strategy systematically in uenced the type of personality
descriptors provided by the participants. This supports the validity of the
extracted descriptors as re ections of the chatbot's behavior rather than ar-
tifacts of presentation or framing. Additional experiments supporting these
arguments can be found in Appendix B.

4.4 Rating Survey and Factor Analysis
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While this re ned descriptor set captures participants' spontaneous impres-
sions, it lacks coverage consistency and comparability across conversations.
To enable structured modeling of chatbot personality, we now present a con-
trolled rating experiment where each descriptor is applied systematically
across a curated set of conversations. Speci cally, given the set of 147 de-
scriptors derived in Section 4.3.1, we designed an online survey in which
425 participants were asked to read selected conversation transcripts from
the data collection study and rate the chatbot's personality using each of the
147 descriptors. This yielded complete and standardized personality pro-
les for each conversation, which we then analyzed using exploratory factor
analysis to reveal the underlying structure of perceived chatbot personality
(see Figure 4.1).



4.4 Rating Survey and Factor Analysis

4.4.1 Participants

We recruited 556 participants (324 male, 230 female, 2 other) between the
ages 17 and 50 (mean = 22.9 years, SD = 3.6) via our university's email distri-
bution system. The majority of participants were students at the bachelor's
(294 participants) and master's (203 participants) level from ETH Zurich. In
an exit questionnaire (see Appendix A for the full questionnaire) 89% of the
participants indicated an English pro ciency level of C1 2 or higher, and 59%
indicated having experience with chatbots. Participants could optionally en-
ter a raf e for one of 20 cinema vouchers.

4.4.2 Apparatus

To conduct the rating survey, we repurposed the data collection platform
from the data collection study (see Section 3), hosted on university infras-
tructure for secure storage and access. Participation was anonymous, al-
though an email address was required to enter the prize raf e.

Following prior work on agent personality ratings [Volkel et al., 202d,
each participant was shown multiple conversations to ensure suf ciently
informed judgments for each personality descriptor. However, showing
more conversations prolongs the survey duration and may reduce the sur-
vey response rate and quality. In alignment with typical participant prefer-
ences[Revilla and H 6hne, 2024, we designed the survey to not exceed 20
minutes in duration as follows: A pilot study with 8 participants showed
that reading the introduction takes 1 minute, rating the descriptors takes 10
minutes, reading oneconversation takes 2 minutes, and lling in the exit
guestionnaire takes 2 minutes on average. Thus, three conversations can be
displayed without exceeding 20 minutes in total. We pre-sampled 120 con-
versations (10 conversations per chatbot persona and per conversation start
type) at random. A minimum length of 10 conversational turns was enforced

to avoid too short conversations. The sampled conversations contained 13.0
conversational turns on average (SD = 2.2 turns), and an average message
length of 8.8 words from the user (SD = 3.0 words), and 15.3 words from the
chatbot (SD = 4.3 words).

For rating the descriptors, the participants were asked to indicate the de-
gree to which the chatbot's personality suits each descriptor on a 4-point
scale ("no”, "rather no”, "rather yes”, "yes”, scale adapted from V 0lkel et
al. [Volkel et al., 2020) based on the overall personality perceived after read-

ing all three conversations. A middle level was omitted to avoid the middle

2According to the Common European Framework of Reference for Languages (CEFR), C1 in-
dicates advanced pro ciency, allowing effective, uent, and spontaneous communication in
complex contexts.
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